




















































Chapter 4 

Figure 4.2: A Basic VRML Scene 

Internet Browser 

This is the 3 D scene as 

described by means of an 

ASCII file 

VRML console. This 

enables the user to navigate 

though the scene. 

VRML 

VRML is designed to make use of existing standards used by the Internet. It is possible that some 

of these standards may have shortcomings when combined with VRML. Using existing standards 

make VRML development easier because there is not the difficulty of attempting to establish non­

standard or unrecognised formats to the Internet. (Carey & Bell, 1997). Some of the formats which 

have become a standard for Internet use include: 

• JPGI.GIF image formats, 

• . W A V sound format, 

• JavaScript scripting language. 

Fitting VRML into the existing infrastructure of the Internet lead to a number of constraints which 

are described in the following chapter. 

4.3.1 Design Constraints 

There are a number of different 3D languages and each has it's own advantages and disadvantages 

which are largely dependant on the purpose the language is designed to serve. VRML was designed 

for the purpose of 3D visualisation over the Internet and as a result, has certain inherent design 

restrictions in order to make it practical for such a task: 

• File size. Reduced file size decreases download time needed to transfer files across the 

internet. Files must therefore be efficient at describing the scene using a small amount of 

code (e.g. by avoiding unnecessary duplication of data). 

• Portability. If VRML was to become the standard of 3D visualisation on the Internet, it was 

important that VRML files could be viewed on a large range of hardware configurations. 
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• Easy to configure. If VRML was to become widely accepted and used, it was to be made 

easy to set up even for inexperienced users. Setting up· software to work on the Internet 

sometimes involves downloading a plugin that interprets the code and runs it on the browser. 

The plugin can contain functions and modules used to perform tasks that are not standard 

operations performed by the browser. Plugins are inconvenient and sometimes difficult to 

install especially for the inexperienced user and it is important that this inconvenience be 

kept to a minimum. VRML achieves this well because modern browsers (e.g. Netscape 

Communicator 4.5) do not require a plugin to view VRML files. Older browsers do require a 

plugin though which is typically about 3Mb in size. 

• Sharing work. One of the key considerations for making a 3D visualisation tool successful 

on the Internet was to be able to use other models found elsewhere on the internet and 

include them as parts of ones own scenes. The ability to link files and use URL's of other 

work in ones own work is a great asset ofVRML. 

4.3.2 Syntax Restraints 

The syntax of VRML and most 3D visualisation programs follow a similar hierarchical structure 

which will be explained later. VRML does however have some syntax characteristics that differ 

.from the norm which arise from demands created when designing for use on the Internet. 

VRML file format was designed so that it could become a good file interchange format (FIF) - a 

format which is easy to read and to write. As an example, HTML is a particularly good FIF which 

is a major contributing factor to its success (Carey & Bell, 1997). A good FIF encourages the 

development of editors to read and write new files. This applies to the VRML file format files and 

enables programs to be created which convert the data available in existing forms (e.g. contours in 

DXF format) to VRML file format with the minimum of difficulty. In contrast to this, 

programming languages make for very poor FIF's because of their less predictable structure. 

Although VRML is normally referred to as a programming language (and is referred to one 

throughout this thesis) it is not entirely accurate because it is essentially a scene description 

format. 

Sections of code must be portable. It must be easy to copy parts of code from one file and add it to 

another with the minimum of changes. Objects making up a scene are clearly separated in the 

VRML file. It is possible to identify and extract a single object of interest from a complex file. It is 

even possible to extract any lighting operations performed on the object of interest. This is an 

important contributing factor that enables work to be shared. 

4.3.3 Hardware Constraints 

It is important to cater for all possible users of the Internet, which means allowing for a wide 

variety of hardware configurations. VRML is platform independent which allows users of all 
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operating systems to access VRML files but the remaining issue is that of hardware performance. 

Users on low end hardware must be accommodated as much as reasonably possible which imposes 

a constraint on VRML. There are two general categories of hardware restrictions to be considered: 

• Internet Connection. On faster more reliable Internet connections, it is possible for VRML to 

handle very large scenes distributed via the Internet. The Internet is not always reliable 

though, and if one or more of the scenes does not load (e.g. a broken link), VRML is still 

able to continue with the remaining files. 

• Conventional Hardware. VRML works very well even on machines with relatively poor 

hardware. It is difficult to define what poor hardware is because this changes over time, and 

there is no boundary which separates good and poor hardware. Hardware requirements also 

vary from task to task and visualisation is likely to make a higher demand on hardware than 

more common tasks such as word processing. Hardware is discussed in more detail later in 

this chapter. The point is that the VRML browser is able to cater for a very wide range of 

configurations by scaling the complexity of the model in order to trade off image quality 

with performance when necessary. 

,4.3.4 Summary 

The constraints mentioned above lead to VRML being limited in certain aspects, and very strong in 

others. The results are summarised as follows. 

Strengths 

Almost all aspects ofVRML are tailored towards making it integrate well into the Internet which is 

leading to the rapid growth ofVRML recourses. Sharing work done in VRML is a trivial task since 

results are distributed via the Internet, whereas other 3D packages may not have the same growth 

because work is more isolated. 

Weaknesses 

The limitation on file size and the need for small plugins restrict the ability to have rich features 

that one would expect from a fully fledged 3D package (which can include a large number of 

modules or functions). It is difficult to perform specialised tasks and to create user interaction in 

VRML because many of these modules that are standard in some packages have to be programmed 

without the help of any basic mathematical libraries. 

These trends are proven by the 3D files available on the Internet. The ease of sharing VRML files 

on the Internet is shown by the vast number of VRML scenes as opposed to other 3D packages. 

The difficulty in creating tools for user interaction is also confirmed by the lack of interactivity 

found in most of these VRML files. Comparing this to Java3D for example, where the opposite 
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trend is shown, Le. not as many resources on the Internet, but a large percentage of those available 

have rich user interaction capabilities. 

4.4 VRML - Elementary Structure 

Three-dimensional dynamic systems are typically concerned with the animation of models 

arranged in a hierarchical fashion. Such systems usually need to contain the following information 

in the graphical data structure: (Thalmann & Thalmann, 1991) 

• The shapes of the models, described in a local reference frame; 

• Their position, orientation and scale in Cartesian space; 

• The hierarchical relationship between the different reference frames (nodes); 

• The rendering attributes of the different models. 

This kind of knowledge can be encapsulated in an object-oriented structure, with the responsibility 

of handling the different types of information decentralised among specialised classes. This is the 

case in VRML, and these topics will now be introduced. 

4.4.1 The coordinate System 

By default, the coordinate system for VRML is right-handed, with the positive X-axis to the right, 

the Y-axis up and the Z-axis out the screen. When looking at a 3D scene, a viewpoint has been 

specified that indicates the initial orientation and position of the viewer, relative to the scene. When 

navigating through the scene, either the scene moves, or the translation and orientation of the 

viewpoint changes in order to create the appearance of a moving scene. 
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Figure 4.3: Creating the Impression of Movement 

In case I, the coordinate system and object in space remains fixed, and the viewer moves. In case 2, 

the viewer remains at a fixed position, and the coordinate system and the object move with respect 

to a static viewer. 

If the scene moves, the coordinate system must rotate and translate with the object whereas if the 

viewpoint moves, the coordinate system remains fixed and the user rotates independently. 

Although there is no difference in appearance, it is sometimes considered not to be true 3D 

visualisation if the scene moves (case 2), since this does not normally represent reality. For 

visualisation of archaeological sites one would walk closer to the point of interest to have a closer 

look rather than moving the site towards yourself. This project has a default coordinate system 

which remains fixed (case 1), and the viewer moves relative to a fixed scene. 

4.4.2 Static Scenes 

As mentioned previously, a VRML file takes the form of a text file which describes a scene 

comprising objects of defined shapes and sizes to be placed at certain positions. Some of the 

elementary shapes can be called directly, for example cones and spheres. A scene can be created 

using these simple shapes, but more complex features must be defined by specifying polygons that 

best represent the feature. 
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VRML is in essence a file fonnat used to describe a scene layout where the scene can comprise of: 

• 3D data 

• Audio 

• Video 

• 2D data (images) 

• Text 

It has predefined functions which are used to incorporate and position each of these data types into 

a single scene. These functions are called nodes, and they are the fundamental building block of a 

VRML file. VRML comprises 54 nodes, examples of some of the elementary nodes are: 

"Cone", creates a regular cone. 

"Material lt
, which specifY among other things, the colour and brightness of an object. 

"Transform", determines the scale, orientation and position of an object. 

A node contains fields which specifY the parameters of the node. For example, the "Cone" node 

has a field called "height". As the name suggests, this sets the height of the cone (describing one of 

.the five possible forms of data in a scene i.e. 3D data). A complete VRML file could be as simple 

as the following and yields the result shown above in figure 4.1 : 

#VRML V2.0 utfS 

Shape { 

geometry Cone {height 2} 

} 

Example 4.1: 3D Cone 

All VRML files must start with the header "#VRML V2.0 utfS". This indicates to the browser what 

type of data to expect. The rest of the code is very simple to understand. Shape and Cone are nodes 

(they must begin with capital letters); geometry and height are fields. height is a property of Cone, 

similarly, geometry is a property of Shape. The code so far would add a regular cone with a height 

of2 units at the default position to the scene. 

The concepts introduced so far are that an arbitrary number of elementary shapes could be added 

sequentially to form the universe or scene. A more difficult concept to grasp is that of the 

relationship between different nodes. In this example, it is not possible to set the initial position of 

the sphere to a desired location without a link to the node responsible for positioning. Each node 

has a specialised task that it can perfonn but is limited if it is not combined with other nodes. 

Nodes must be nested within one another rather like logical statements are nested within one 
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another rather like logical statements are nested within one another when programming. Ordering the 

tasks is important, as they form a hierarchical group where each of the internal nodes (labelled 

children) abide to the conditions set out by the children that are higher in the hierarchy than they are. 

Going back to the example above, if the cone is to be moved, the node responsible for positioning 

(Transform), must be used. 

Group { children [ 

Transform { 

translation 0 5 0 

children Shape { 

geometry Cone {height 2} 

} 

}]} 

Example 4.2: 3D Cone translated 

Here, the Shape node is nested inside the Transform node which will translate any of its children 5 

units along the positive Y-axis. This is the basis for setting out a 3D scene, each node performs its task 

but abides to the conditions set out by any of the nodes that are higher in the group than they are. This 

principle is what makes VRML code portable. The code that represents the cone is identical in both 

examples; the code used for positioning the cone operates entirely independently. This enables one to 

copy portions of code from one VRML file and place them in the appropriate section of another file. 

Becoming proficient in VRML is largely a matter of becoming familiar with the nodes that are 

available and how they combine successfully. The examples shown thus far can be extended to display 

a number of objects which make up a static scene. The user can now pan, rotate and zoom around the 

model viewing it from any desired angle. If the scene was that of the interior of a house, it would be 

possible to move from room to room but very little else. This is sufficient for some applications but for 

others, interaction with the scene is required. It might be useful that sensors could be set up that detect 

the movement of the user in the scene and automatically open a door or switch a light on when the user 

is close enough. Java is used to make VRML interactive and this will be covered later in more detail. 

VRML provides the framework which Java links to and must be understood before the two will 

combine successfully. The next task is to determine what makes it possible for Java to interact with 

VRML. 
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4.4.3 Interaction with the scene 

Types of Behaviour 

VRML 

When designing VRML, proposals regarding the framework for making VRML an interactive 3D 

package were called for. A number of proposals were received, each fitting in to one of three 

categories; API, language and event-based (Lea et aI, 1996). 

API. The scene can be manipulated by a set of methods made available to the programmer. This 

approach will be familiar to most computer users. This can be thought of in terms of almost any 

modern program that uses a graphical user interface (GUI), where a set of procedure calls are made 

availab Ie which are accessed via a user interface. The advantage of this method is that there is no 

need to link to a separately programmed file that controls behaviour and in this way programming 

issues are simplified. 

If this method were to be applied to VRML, it would result in the designer only having limited 

control over the actions that can be applied to the objects within the scene. Any behaviour that 

would be implemented would have to make use of the set of predefined functions made available. 

A visual framework is provided, and a set of functions are given to deal with the expected needs of 

.the user. If these functions are insufficient, there is nothing the designer can do to account for this 

which limits the API approach. 

A more pertinent problem is that it would not be possible to optimise performance because the 

scene does not contain any information regarding the intentions of the user. The lack of information 

arises from the fact that the data is clearly separated from the logic that manipulates the data. When 

using the API approach, the browser has no means of predicting the users possible actions. 

Functionality is also provided which may never be used which has a detrimental effect on 

performance. Other methods are tailored specifically for the expected needs of a user and as a 

result are more efficient. 

Language. Using this approach, VRML would evolve to become a fully fledged, independent, 

specialised programming language (e.g. Java 3D) which would use shapes and objects as its basic 

control structure. This is entirely the opposite to the API approach because the 3D data and the 

behaviour of the data is combined (whereas they were totally separated in the API method). The 

language approach allows the Internet browser to have detailed information regarding the scene, 

including the behaviours that are likely to have to be implemented. As an example, the browser will 

now be capable of deciding which parts of the scene are outside the view of the user, and will 

therefore be able to render only the parts that are visible. The drawback to this approach is that the 

browser would have to have very complex specifications in order to deal with such demands. One 
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of the constraints of VRML was to have a minimum demand on the browser, and therefore this 

approach was not adopted. 

Event-Based. Events are used to send changes from an external language (Java) to the scene and 

vice-versa. (Lea et ai, 1996) This is the approach adopted by VRML. In this method, the scene 

objects are entities which expose some of their internal states by means of fields. As an example, a 

sphere may expose its internal state such as it's radius or colour. This is somewhat of a 

compromise between the previous two methods. The 3D data is clearly separated from the 

language that controls its behaviour, but in this case a means of transferring information between 

the two is established. 

The interface between VRML and Java is called the execution model. A trigger such as a mouse 

click activates the execution model which transfers data between the 3D scene description, and 

Java. Some logic is then performed by Java which returns the result to the execution model, which 

in turn is sent to VRML, resulting in the behaviour being performed. This is called Event-Based 

because the execution model transfers the data using "events". These events are simply messages 

containing data. 

Controls sphere's behavior o I Mouse c1i,k triggern .etion I 
I Get colour (white) I ~ Is the cube white? 

I Po,i,ion I ~ 
I Radius 

Il.------' J yes 

I Colour t Change colour to green 

I etc. I I Update Colour I 

VRML Execution model Java 

Figure 4.4: Execution Model 

The event-based approach to a large extent separates the VRML file and the language (Java) which 

controls the behaviour of the scene. In the cases in which behaviour is not required, VRML can act 

entirely independently providing a very efficient means of viewing 3D scenes. If user interaction is 

required, the execution model acts as the bridge between VRML and a program such as Java. It 
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also sets a strict set of rules to which transferred data must confonn, thus ensuring it is passed in 

the correct fonnat and eliminating any possible programming errors that could cause an error. The 

execution model defines which fields can be altered or manipulated and which are to be hidden. 

This allows for perfonnance to be enhanced because there is a degree of control over the 

manipulation that can occur to the scene. 

The Execution model 

A definition is perhaps the best way to clarify the meaning of the execution model: 

The execution model is an interface between VRML and the Java applet. This interface allows four 

types of access to a VRML scene (Landes, 1998) 

• Getting notified when events from within the scene are sent. 

• Reading the last value sent from within the scene. 

• Sending events to objects within the scene. 

• Accessing functionality of browser scripting interface. 

When designing VRML, a strict set of rules was implemented specifying the extent to which the 

.scene could be altered at run time. A trade off is made between allowing the user sufficient control 

over the behaviour of the model, and limiting other behaviour manipulation that would result in 

loss of performance. 

Referring to Example 4.1, the height of the cone is by definition an "exposedField". This means 

that it is exposed to an external authoring interface (EAI), such as Java, or to the scripting function, 

i.e. JavaScript, and it is therefore possible to access those values and to change them at run time. 

Other possible field properties include "eventln", and "eventOut"; as these names imply, eventIn 

means that the value can be changed, and eventOut means the value can be read. If neither of these 

properties is specified by the definition of the field, this field is hidden and cannot be seen or 

changed once it is defined in the original VRML scene layout. 

In order to illustrate this more clearly, it is best to have an example. The detailed specification for 

the Viewpoint node is as follows: 

Viewpoint { 

Eventln SFBool set bind 

exposed Field SFFloat fieldOfView 0.785398 

exposedField SFBool jump TRUE 

exposedField SFRotation orientation 0010 

exposedField SFVec3f position 0010 
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field SF String description Hit 

eventOut SFTime bindTime 

eventOut SFBool is Bound 

} 

The first column indicates what access rights are allowed to each field. The second column is the 

variable type of that field, SFBool is a boolean value and so on. The third column is the name of 

the field and the last is the default value. From this, one can ascertain that full access of the position 

field (exposedField) is allowed, which enables that value to be modified at run time. For example, a 

button could be used to teleport the user to a new position in the scene by reading the current 

position value, incrementing its value, and then returning it. An exposed field is the most flexible 

field, followed by the eventln field. Although this value is hidden for read purposes, it can still be 

modified. If the position was an eventIn field and we wanted to teleport the user, we could set the 

new position to a specific value, but would not be able to relate the position to the previous position 

since there is no read access allowed. If a field has eventOut rights, the value can be seen, but not 

altered, with a similar result of defining a file on ones computer read only. Finally, a field with no 

read or write privileges, is simply called field. Here we see that the description field has no access 

rights, once it's value has been set in the initial VRML code, it can never be changed or viewed by 

an EAI. 

These limitations of read and write privileges are the result of the difference in design of VRML to 

other visualisation packages that have there own EAI. Java30 for example is similar to Java with 

additional classes and functions which enable viewing and manipUlation of 3D scenes. There are no 

restrictions on what can and cannot be done within the Java file. This method typically produces 

more code than VRML but does allow for richer features. The fact that VRML puts restrictions on 

the use of certain nodes, means that it is more difficult to manipulate the data to suit ones own 

needs, but the written code is less and in general, rendering performance is better. 

Summary 

Thus far, the general principles of design of30 models have been covered. VRML files are written 

in a text editor, and are interpreted by the browser. A scene is created by adding nodes and setting 

the fields of those nodes. An effective scene is created by nodes being grouped together in such a 

way that their functionality is shared. Finally the concepts for scene interaction have been 

introduced. This topic will be continued when dealing with JAVA. 
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It was previously mentioned that VRML was not strictly a modelling language since it does not 

contain some of the basic modelling primitives. VRML does however have nodes which are very 

powerful and far extend normal modelling capabilities. Some of these will be briefly discussed. 

4.5 Advanced VRML 

The title of this section may intimidate some readers, but there is no need for this. Advanced 

VRML does not necessarily mean that it is difficult, but rather that the methods in this section are 

used to improve the functionality and efficiency of a basic VRML scene, and thus enhance the 

basic VRML file. These topics are more interesting and less theoretical than the basic theory which 

has been discussed up to now. This section is divided into five sub-sections, each dealing with a 

specific node that is used to perform an advanced function. These nodes are used to extend the 

basic nodes such as shapes and colours. 

4.5.1 Level of Detail (LOD) Nodes 

In reality, as one moves closer to an object, one will perceive more of the objects visual detail. The 

LOD node accounts for this by allowing for different levels of detail of the same object to be 

~hown, depending on the distance the user is from that object. This node improves the programs 

efficiency significantly because unnecessarily complex shapes do not have to be rendered if they 

are too far away to be perceived. A complex shape made up of thousands of vertices can be 

simplified and represented by a single point (or even ignored totally) ifit is far enough away. 

If an object is within the field of view, even if that object is so far away that it cannot be seen, all 

rendering calculations still have to be performed. This can often lead to a vast number of 

unnecessary calculations being performed for a very distant object that represents a very small part 

of the screen. VRML's part in the LOD operation is to determine when the threshold distance is 

reached and then to replace the existing representation of the object with the new one. The 

threshold distances are normally specified manually and the alternate representation of the objects 

are always specified manually. In the case of the footprints, the files of lower detail were made 

from the same DEM using every second, third or fourth point (each time detail is lost) in each 

direction creating separate models for each level. 
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Figure 4.5: Level of Detail 

Specifying the level of detail and the distances at which switching takes place must be done very 

carefully so that the viewer cannot detect that the object has been replaced by a more simple 

representation. The ideal switching distance between levels is that exact distance at which the 

viewer cannot detect the change when moving from one level of detail to the next. This can be 

calculated by assuming the resolution of the users monitor and working out how many pixels an 

object will comprise of at a certain distance. From this, an estimate of the required complexity of 

'the object can be made. 

EXAMPLE 4.3: Level of Detail 

Some assumptions need to be made, and in order to keep matters simple, the following is assumed: 

Screen Resolution: 800 * 600 pixels; 

Higher Level of Detail DEM: 80 columns, 60 rows, at a 1 unit spacing; 

Lower Level of Detail DEM: 40 columns, 30 rows, at a 2 unit spacing; 

Field of View: 45°. 

Human vision: A further prediction has to be made of the ability for the human eye to perceive 

small variations in colour. For the purpose of this example, it is assumed that the human eye would 

not perceive a difference in colour of a pixel spanning 2 DEM point, to another pixel spanning 3 

DEM points. This is likely to be the case because adjacent DEM points will not be represented by 

vastly different colours under normal circumstances. 

The question to be answered can be phrased as follows: 

At what distance will the object of lower detail be represented by exactly 1 pixel for every 2 DEM 

points? (Making this representation adequate to replace the higher level of detail). If the object of 

lower detail is any closer than this threshold distance, a pixel will span less than 2 DEM point, and 

the difference in appearance will be noticeable. 
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Figure 4.6: View of Monitor for Calculating LOD 

10 Pixels should represent 20 DEM points (which is equivalent to 400 pixels representing 800 

DEM points). The DEM spacing is 2 units, X is the distance required, and from simple geometry: 

tan(45°) = 1600/X, 

X = 1600 units, and this is the distance at which the user would not distinguish between the two 

'levels of detail of the same object. 

This function is one of the most effective methods for increasing the speed of rendering. The slight 

disadvantage to using this method is the slightly larger size of the files that need to be downloaded, 

since the objects ofless detail have to be specified and included along with the original object. 

4.5.2 InUne Nodes 

When designing a scene, it is common that existing models created locally or found on the Internet 

need to be included in the new scene. Including this existing data can be done by using the lnline 

node which works by means of referencing that model in the new scene in the form of a URL. This 

feature is a natural extension ofVRML because of its tight integration into the Internet. 

This method of calling independent VRML files using the lnline node is one of the biggest 

strengths of VRML. It is possible to create a complex VRML file without defining a single shape 

or object, but rather a list oflocations of existing objects referenced by means ofURL's. It is likely 

to be difficult to regularly find a 3D object on the Internet to suit ones particular needs, but the size 

of existing 3D libraries is increasing rapidly, particularly in the field of engineering applications. It 

is more likely that one would want to include files created locally in new scenes. A number of 
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objects defined separately can then be used in any number of combinations with a minimum of 

effort. 

The borrowing of existing 3D scenes in this way has potential for very powerful applications to be 

created, especially considering the improvements in hardware performance. This will be discussed 

further in chapter 4.6 (The future ofVRML). 

4.5.3 Prototype Nodes 

This node is often confused with the Inline node, but is used in slightly different circumstances. 

Often, a combination of nodes is set up and needs to be used a number of times, each time with 

only slight changes. This is when prototyping is used. For example, if one wanted to create a 3D 

model of the computer equipment in an office, one would need to have a 3D representation of a 

computer set up at each desk. If there were 4 computers, it may be convenient to represent each 

with a different colour. It would be very inefficient to use the same code 4 times in a single file, 

each time changing a single colour field. When using prototyping, a separate file containing the 

shape and dimensional description of a single computer could be made (a prototype). For each of 

the four computers in the example, reference can be made to the prototype, with the option of 

customising that prototype to suit ones own needs. 

This method is very powerful and along with the Inline node, is the key to keeping VRML files 

relatively small and manageable. In landscape scenery, it is often the case that many very similar 

objects need to be used. Trees are the most common example where a forest must be defined by a 

large number of very similar looking trees. Once again, a standard tree used to represent the norm 

is defined as the prototype, and the appearance of a real scene is created by placing a number of 

prototypes close to one another, and by changing the colour and size of a random scatter of those 

objects. 

Having said that VRML files are kept relatively small, it is not to say that VRML files are small in 

general. It means that the files would be a lot bigger without the use of these methods. The size of a 

file can be minimised if there is data that can be repeated (and thus defined by using prototypes and 

inline nodes). VRML has efficient ways of managing the data, but the fact that they are ASCII files 

makes still means that they are larger than compiled files. A large amount of space is wasted with 

unwanted data such as space characters. 
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4.5.4 Sensor Nodes 

As the name suggests, sensors detect activity and respond accordingly. In the examples of the 

computer arrangements in the office, one could set up a Proximity sensor that announces the 

owners name when the user navigates within a metre of it by triggering a . wav file. 

Examples are endless, and are left up to the imagination. Rather than discussing possible uses, a list 

of some types of sensors, each with a simple example of their possible use are given below. 

TimeSensor. Animations are often performed by means of specifying a number of positions of an 

object, which are set into motion when a timeSensor triggers them off. Such a set of positions could 

be a set of ten frames defining the motion of a cyclist pedalling his bicycle. The speed at which the 

animation takes place is determined by the time sensor (This is known as keyframe animation). 

TouchSensor. Touch sensors detect a mouse click with on part of the geometry of a scene. This 

could be used to click a light switch to turn it on or off. 

VisiblitySensor. This is used to speed up processing, when the results of a process are not visible 

to the user. If the viewer was not able to see the keyframe animation (e.g. if it is obstructed) 

mentioned above, the unnecessary details do not have to be calculated. 

4.5.5 Script Nodes 

The scripting node allows foreign code to be included in the VRML file, allowing for another 

language to deal with the scripting functions. Although it is possible to use any programming 

language to control behaviours, JAVA and JA VASCRIPT are the only two practical options due to 

their tight integration with the Internet. Typically, user interaction is made possible by setting the 

framework using nodes, sensors, and interpolators, written in the VRML file. This sets up the 

initial scene but once it is in use, scripts must control the more complex user interaction. 

Scripts act as the bridge between VRML and Java extending the capabilities of VRML making it 

possible to create sophisticated interactive worlds. 

4.5.6 Summary 

This section has outlined some of the more interesting nodes which make up VRML. These and 

other nodes are used to add to the basic static structure of VRML 1.0, which can now make up 

interactive and efficient 3D scenes. The most important addition from VRML 1.0 as that of Scripts 

and Sensors, which are largely responsible for user interactivity. Using these tools, VRML is now 

capable of performing advanced functions providing the user with a more realistic experience. The 

future of VRML is largely dependant on the designers of VRML scenes and the results achieved. 
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What is in store in the next generation ofVRML? The following chapter takes a look at some likely 

additions to VRML, as well as some developments which are expected to effect VRML. 

4.6 The Future of VRML 

It is difficult to speculate the future of any software especially when considering the rapid hardware 

developments. It is nevertheless interesting to consider some of the short term development 

possibilities for 3D visualisation and VRML in particular. 

Since 1994, VRML has become the standard of 3D visualisation on the Internet. It is apparent that 

the future success of VRML is reliant more on the growing number of users rather than the original 

developers (Carey & Bell, 1997). VRML has some areas in which it is expected that the first 

improvements will take place. 

4.6.1 Possible additions to VRML 

Binary File format 

As mentioned above VRML files tend to be larger than they need to because they are in ASCII 

~ormat. At present, this problem can be overcome to some extent by using compression utilities 

such as gzip to compress the files before distributing them. Work is being done on defining a 

binary format which will enable efficient conversions from ASCII format for more efficient 

transmission on the Internet. 

Not only would this reduce download time, but it would also enable security to be more efficient. 

At present, the code for any VRML file on the Internet can easily be accessed, which results in 

some reluctance to distribute files on the Internet (Lea et ai, 1996). 

Multi-user Capabilities 

This is likely to be one of the main additions to a future version of VRML. This technology would 

enable two or more remote users to view and interact with the same scene at the same time. Any 

changes that are made by any user affects all other users. It has been suggested that the notion of 

presence will have to be introduced, where every user must be represented by what is called an 

avatar, i.e. a 3D representation of the user which moves where the user does and carries out their 

commands. 

4.6.2 Improved and New Technologies 

In order to create a visually appealing moving scene, a frame rate of 10 frames per second is 

sufficient (Hartman & Wernecke, 1996). At the time this handbook was written, the general rule of 
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thumb was that this implied a maximum polygon count of roughly 2000. This figure depends 

entirely on the hardware used, and thus this number will increase as hardware improves. A frame 

rate of at least 18 is required for video and if this frame rate could be achieved in visualisation 

applications it would result in very smooth movement and a greater appreciation of the product. It 

is likely that this figure will be the norm in the near future. 

Although it is impossible to estimate the future developments in hardware performance, it is 

interesting to note some of the developments in the last few years. It gives an indication of the 

progress made and helps to provide some idea of the forthcoming advances in technology. The 

components that most affect 3D visualisation are: 

Graphics cards 

Graphics cards are highly efficient devices designed specifically for creating the images that are to 

be displayed on the monitor. This process was once dealt with by the main processor, but when 

graphics demands increased, it became necessary to pass these calculations to a type of co­

processor which lead to the development ofthe graphics card. 

The following table shows the main advances in graphics card used for 2D graphics (Anderson, 

1999). 

Table 4.1: Video Card Technology 

Year I Standard 
I 

Description i Resolution 

1981 CGA Colour Graphics Adapter I 160 x 200 

1984 EGA Enhanced Graphics Adapter 1640 x 350 

1987 VGA • Video Graphics Array 1640 x 480 

I ·320 x 200 

XGA Txh9lded Graphics Array~ 800 x 600 

: I 1024 x 768 

1990 

I No. Of Colours 

i 16 of 64 

16 of 262144 

1256 
I 

116.7 million-

: 65536 
~----~---------~---- ~--~-------~~--------~ 

In recent times, the 3D graphics card has been developed which, as the name suggests, calculates 

information in a 3 dimensional coordinate system, dramatically improving the performance of 3D 

visualisation (Anderson, 1999). It would be a major task to attempt a detailed investigation into 3D 

Graphics cards since there are so many different types available, and the performance of video 

cards is measured in various different ways. As an example however, the Creative Labs - RlV A 

TNT Graphics Blaster (1998), is able to calculate up to 6 million triangles per second (Creative 

Labs, 2000). This gives an indication of the assistance that the graphics card assists 3D 
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visualisation. These calculations which would once have been performed by the processor are now 

shared with special ised hardware. 

Processor speed 

The processor affects almost all aspects of a computers performance. In general terms, the quicker 

a processor is, the more calculations it can perform per second. Processor speeds have increased by 

roughly 50% every year since 1994 (Burd, 1999). 

Table 4.2: Release Dates of Various Intel Pentium Chips 

I 
Date Released Processor Speed (MHz) Pentium Chip I 

1994 (March 7) 100 I 

1995 (March 28) 120 I 

1996 (June 11) 200 I 

1997 (May 7) 266 II 

1998 (August 24) 450 II 

1999 (February 26) 550 III 

A test on a local computer shows that when rotating an object of roughly 12000 points, the 

processor is working at 100%. This is perhaps expected, but what was surprising is that the same 

test done on a DEM comprising of 20 points yields the same result. The processor works at its 

maximum rate regardless of the complexity of the model in order to achieve a maximum frame 

rate. This suggests that any improvement in processor speed will directly affect the performance of 

3D visualisation. This will not necessarily be the case for all configurations because at some point a 

hardware component will be operating at it's maximum speed and therefore create a limit on the 

speed that information needs to be processed by other devices (sometimes referred to as a 

bottleneck). 

Although it is difficult to attach precise numerical figures for an improvement associated with each 

hardware device, video cards and processors make the largest impact. Advances in both these 

technologies show no sign of slowing down. Intel processors are now running at 850Mhz, and 

32Mb graphics cards (used exclusively on specialised workstations a year ago) are now standard. 

The future of technology improvements will result in very detailed models being practical for use 

in 3D visualisation and an improvement in frame rates making for highly visually appealing 

models. 
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Internet connections 

VRML is designed for use over the Internet and it is to be expected that improvements in any 

Internet technology will have a positive effect. Although improvement in Internet access speed 

does not affect the performance of rendering, it does allow data to be gathered more quickly and 

efficiently. It is often the case that the time spent waiting for a file to download is more critical than 

the frame rate when viewing the file. It is more difficult to establish current standards of Internet 

connections since there are many different methods for downloading, and the fact that the Internet 

is relatively new. It is apparent however, that competition for this market is strong, and 

improvements are rapid. New trends in satellite connections are emerging and the results of this 

form of transfer are likely to outperform traditional methods. 

4.6.3 Other Technologies 

Continuous Media 

Of the data that can be included in a VRML file, continuous media are the least developed. 

Continuous media includes streaming audio and streaming video. The ability to deliver audio and 

video across the Internet is becoming more efficient. Developments of continuous media are likely 

to result in better means of integrating this data into VRML files. 

(Lea et ai, 1996) 

Web Television 

South Africa has already seen the introduction of Internet on satellite television. It has been 

predicted that most Internet surfing will be carried out using TV, simply because more users feel 

comfortable using operating the TV rather than a computer (Lea et at, 1996). VRML is expected to 

be used a great deal by TV web users because interactive 3D graphics will be well suited to large 

screens. 
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Chapter 5 Processing Primary data 

5 .1 Introduction 

Processing Primary data 

The steps involved in the creation of an accurate computer visualisation of an object are, collecting 

data pertaining to the object, checking the data, and converting the data into the required format. By the 

time this project began, the data collection had been carried out in two field campaigns and the 

following data was available: 

DEM's - Each footprint was described by a DEM at a grid interval of2.5mm. The files comprised of 

an x,Y,Z coordinate list of approximately 12 000 points, 

• Ortho-images - An ortho-image for each DEM, 

• Contour Files A lmm contour file for each footprint (AutocadIDXF format). 

Editing programs are needed to convert raw data into the required format for visualisation purposes. 

The first part of the section briefly lists the editing programs written for converting raw data. The 

remainder of the chapter takes a more in-depth look at how the data was checked which is a very 

important stage in visualisation and is often neglected. There is a need for a systematic approach to 

error control for data used in Visualisation (Brodlie et aI, 1992). Gross Errors introduced in the process 

of recording and processing data need to be eliminated so as not to introduce a bias when the final 

result is interpreted. 

5.2 Conversion software 

Once the framework for the VRML file was established on a small test case, a program was required 

which would arrange larger data sets into this format. The programming language used to create most 

editors was Visual Basic a high level programming language that is well suited for such tasks where 

performance is not a major concern. Although Java is also slow, it has the ability to handle much 

larger data sets and for this reason it was used in the cases where data sets consisted of more than 

30000 coordinates. DXF files in particular are likely to be larger than this threshold and Java was 

solely used for their manipUlation. 

5.2.1 DEM's 

DEM data was available in the form of a list ofXYZ (standard deviation ofOAmm in X,Y and 0.6mm 

in Z) coordinates representing points on the surface of the footprints. A single Visual Basic program 

reading this file was created to produce the following VRML files: 

• Point Scatters, 

• Wiremesh grids (square or triangular), 

• Solid surfaces with colour graduation according to height, 
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5 .1 Introduction 

Processing Primary data 

The steps involved in the creation of an accurate computer visualisation of an object are, collecting 

data pertaining to the object, checking the data, and converting the data into the required format. By the 

time this project began, the data collection had been carried out in two field campaigns and the 

following data was available: 

DEM's - Each footprint was described by a DEM at a grid interval of2.5mm. The files comprised of 

an X, Y,Z coordinate list of approximately 12 000 points, 

• Ortho-images - An ortho-image for each DEM, 

• Contour Files - A Imm contour file for each footprint (AutocadlDXF format). 

Editing programs are needed to convert raw data into the required format for visualisation purposes. 

The first part of the section briefly lists the editing programs written for converting raw data. The 

remainder of the chapter takes a more in-depth look at how the data was checked which is a very 

important stage in visualisation and is often neglected. There is a need for a systematic approach to 

error control for data used in Visualisation (Brodlie et ai, 1992). Gross Errors introduced in the process 

of recording and processing data need to be eliminated so as not to introduce a bias when the final 

result is interpreted. 

5.2 Conversion software 

Once the framework for the VRML file was established on a small test case, a program was required 

which would arrange larger data sets into this format. The programming language used to create most 

editors was Visual Basic - a high level programming language that is well suited for such tasks where 

performance is not a major concern. Although Java is also slow, it has the ability to handle much 

larger data sets and for this reason it was used in the cases where data sets consisted of more than 

30000 coordinates. DXF files in particular are likely to be larger than this threshold and Java was 

solely used for their manipulation. 

5.2.1 DEM's 

DEM data was available in the form of a list of XYZ (standard deviation of OAmm in X, Y and 0.6mm 

in Z) coordinates representing points on the surface of the footprints. A single Visual Basic program 

reading this file was created to produce the following VRML files: 

• Point Scatters, 

• Wiremesh grids (square or triangular), 

• Solid surfaces with colour graduation according to height, 
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• Solid surfaces set up for image (preferably ortho-image) overlay. 

The same program also allows some properties of the resulting VRML file to be set: 

• Choices of background colours, 

• Setting of viewpoints, 

• Reducing the number of points used, 

• Setting height exaggeration. 

5.2.2 Contours 

Dealing with contour files was more difficult than the OEM files because the data was only 

available in DXF format. An additional step was needed to convert the large OXF files into a 

smaller OEM format. A Java program was written to reduce the number of points in the file by 

approximately 90% making it practical for visualisation purposes. There were no mathematical 

criteria for deciding on the number of points to use for the contour lines, it was a matter of 

including enough points that the contours appear smooth. If too many points are excluded, the 

appearance of the contour lines may appear jagged and this must be avoided. The final step in this 

t<diting process was to convert the resulting OEM into a VRML line drawing (using Visual Basic). 

5.3 Error Detection 

5.3.1 By Inspection 

This section is concerned with the detection of errors in the data used. It does not attempt to deal 

with issues regarding general accuracy but rather with detecting and eliminating outliers or 

blunders. There are three types of data used for visualisation in this project that need to be checked, 

namely OEM's, contour files and ortho-images. 

At different stages of the project, each of these forms of data were dealt with independently and 

viewed as a VRML file (Chapter 6). The first data type put to use were the OEM's which were 

used to produce the following: 

• 3D Point scatters, 

• Triangular or rectangular wiremesh grids, 

• Continuous surfaces representing the footprint and surrounding region. 

It is assumed that the OEM files are checked when viewed in 3D format because any obvious 

blunders would be noticed by inspecting the product obtained in VRML. Results obtained from 

each of these steps above were VRML files that could be viewed from any desired angle or 
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distance making inspection of the data more thorough. It is difficult to notice any inconsistencies 

when viewing the point scatter, but the grids and continuous surface in particular fonn an image in 

the minds eye which is sufficient for a basic check for blunders. Consider figure 5.1 which shows a 

spike in a continuous surface derived from a DEM. Although this error would most likely not be 

noticed if the data was shown in its basic fonn of a point scatter, the creation of a continuous 

surface means that visual data connecting the remaining points to the outlier highlight the error. 

Figure 5.1: An Erroneous DEM Value 

Ortho-images are checked when they created to ensure they are geometrically correct. Accurately 

measured control points are used in the data acquisition process, and can be compared to screen 

coordinates on the resulting ortho-image that is produced. There are various possible errors that can 

occur in the creation of ortho-images such as image distortion and incorrect camera orientation 

parameters but this is beyond the scope of this thesis. Ortho-images are created by using the DEM 

points and if their are no blatant errors on the corresponding DEM the ortho-image is likely to be 

free of blunders. It was assumed that if the DEM's did not contain blatant errors, that the ortho­

images were also error free. 

Contours are more di fficult to check than the other two fonns of data. Some typical contour errors 

include missing contour lines, contours not closing and contours in the wrong position. Obvious 

errors such as contours crossing each other would be very difficult to notice in 3D fonn because 

contours do appear to cross each other when viewed from certain angles. Less obvious errors such 

as contour Jines not snapping together correctly are even more difficult to notice. Although the 

contour files from the footprints cover such a small area, it is still not practical to check for errors 

by inspection because the contour is ] mm which results in a large amount of contour lines. From 

this, stemmed the need for a program to check for errors in a contour file. 

A contour line is described in a DXF file as a set of coordinates of points along the path of the line. 

A single contour may be made up of hundreds and sometimes thousands of points (vertices). The 

number of points describing an entire contour file can run into the millions which makes traditional 

programming techniques (where data is stored in arrays) impractical. An alternative approach is 

used whereby data is separated into smaller categories and stored in files rather than arrays. The 
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nature of the contour description effects the way the software is designed. Further details of the 

programming technique is discussed later. 

The contours for the Laetoli footprints were generated automatically. The processes involved were: 

• Random point generation, 

• Point matching, 

• DEM generation, 

• Contour line interpolation. 

5.4 A Program for Checking Contours files 

5.4.1 Design objectives for the program 

• Read DXF contour tiles. (considered an acceptable standard), 

• Read files of up to 200Mb so that large regions can be checked, 

• Accept "roughly" rectangular contour files, 

• Work with any user defined contour interval, 

• Check for interpolation and digitising errors, 

• Run on a computer as a background process, without interfering with other operations, 

• Run overnight without crashing. It has to be very stable, 

• Write new DXF files, 

• Write report files on changes made to the new DXF file, for post checking. 

5.4.2 Types of Problems to be expected 

Assuming a contour interval of 20m (or 1 mm in the case of the footprints), some expectations can be 

made about adjacent contours i.e. that if they are not exactly equal or differ by 20 metres (in height) , 

then there is an error involved. This basic fact forms the basis for checking the heights of contours. If a 

contour has the correct height value, it does not mean it is free of error since there are other possible 

errors involved (e.g. contours not snapping together correctly or the position of the contour being 

incorrect) . Below is a list of some of the possible errors that can occur: 

1. Jumps in contour values that can be logically corrected e.g. 600, 620,740,660 - Figure 5.2, A; 

2. Errors that have no logical correction e.g. 520, 540,600,600 ... arising from contour lines being 

skipped. This was found to be a regular occurrence on steep terrain where contours are very 

closely spaced - Figure 5.2, B; 
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3. Contour lines not joining correctly at their terminals (snap error) - Figure 5.2, C. The area 

shown as - Figure 5.2, C* is a special case which can be mistaken for a snap error when 

there is no error; 

4. Contours being made up of more than one polyline. This occurs in cases where digitising is 

interrupted and then continued at a later stage. (This problem does not occur from computer 

generated contours. This error occurs during manual digitising and was considered so that 

the program could be used to check manually generated contours). This does not necessarily 

appear to be an error when viewing such a file (if the join between the old and new line is 

made correctly) but it leads to problems for a number of reasons. The first is that small line 

segments are introduced in this way which often have erroneous height values i.e. the 

contour value changes along a contour line. The line segments also introduce problems 

because open polylines should only occur on the border of a contour region whereas these 

line segments are also open poly lines and they terminate anywhere within the contour 

region. - Figure 5.2. D; 

5. Other errors such as contours crossing each other - Figure 5.2, E. 

6. Errors that cannot be corrected such as inaccurate interpolation which does not follow th~ 

true path of the contour correctly. 
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Figure 5.2: Contour Lines at a 20m Interval 

5.4.3 General Approach 
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It was decided that the problems listed above should be separated into three categories. Errors in 

cases A should be corrected automatically as there is a logical correction that can be performed. 

Errors in cases C and D should be pointed out for manual correction as a pre-processing stage, and 

errors Band E should be pointed out to the user at the end of the process for post processing 

checks. The reason for this separation will be made clear in later discussion but is essentially 

determined by dividing tasks that require human interpretation and those where a clear-cut 

mathematical correction can be made. 

Before looking at any ofthe technical details, an understanding of the problem is required. The two 

underlying difficulties are: 

Sorting the contours into a logical sequence 

If one was to check a set of contours by inspection, the natural way to check for errors is to 

compare the height of a contour to its closest neighbour on either side, and if this was inconclusive, 

by comparing the heights of other nearby contours. Human perception easily enables one to locate 
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nearby contours and ignore those further away. A major difficulty in designing a program that 

checks the contours is to establish which contours lie on either side of a given contour. 

The DXF file describes each line as a consecutive set of points in order along the contour. 

Consecutive contour lines stored in the file are not ordered in any way though so it cannot be 

assumed that the first and second contours lie next to eacti other. A number of procedures were 

ultimately combined in establishing this required relationship which forms the bulk of the problem. 

Knowing which contours are correct 

Once the contours have been ordered into a natural sequence, how does one determine which 

heights are correct? There needs to be some means of referencing a discrepancy to a "true" height, 

if corrections are to be made. If a "true" set of contours was not known, inconsistencies in the data 

could still be located, but corrections to this data could not be made. Consider the following 

example where a sequence of contour heights at a 20m interval is 140, 160,280,300 ... It can be 

seen that there is an error involved but there is no way of determining which two heights should be 

corrected. Now assuming it was known that the first coordinate in the sequence was correct, it 

would allow the remainder of the sequence to be corrected and would also mean that these checked 

and corrected contours could be used as a reference in further sequences. (The contours are now 

correct because at this stage in the programs execution, the other errors, such as snap errors have 

been dealt with). 

Contour lines that terminate on the borders of the contour region are naturally suited to being 

separated in the assignment process from the remaining contours and regarded as more likely to be 

correct. The reason for this will be discussed further (contour files are often edge matched). 

Establishing a set of "true" heights was the first logical step in checking the file for errors. 

5.4.4 Detailed Approach 

Step 1: Reading the DXF file 

Reading DXF files is a somewhat difficult task since there are so many different types of codes and 

characters used. DXF is a CAD drawing package used for a large range of drawings rather than for 

contour files alone and many of these codes are not used in the contour files. Specialising the 

program to read in only contour files eliminates the need to process all the possible codes supported 

by the DXF format simplifying the task somewhat. 

DXF files are not always written in the format as set out by the documentation of DXF, for 

example it was noticed that ArcView sometimes writes the height value in the field assigned to 
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contour line descriptions. Various difficulties such as these result in the need for user input in order 

to decipher each. The program reads the first point of the file and prompts the user to identifY the 

X, Y, Z values (at this stage, the contour interval is also entered). This ensures that the correct fields 

are accessed for the extraction of coordinate information. 

Step 2: Point out errors for pre-processing 

Further description of the process requires some terminology to be well understood. Contours are 

described by a set of points and all contours are also polylines. Two type of poly lines exist namely: 

• Polygons. Which form a completed shapes, i.e. polylines which start and end at the same 

point, 

• Open polylines. All other contour lines. This includes lines which terminate at the border of 

the region, lines which do not snap together correctly and lines made up of more than one 

continuous polyline. Refer to figure 5.2 (A - E) for example of each of these cases. 

Snapping Contour Lines 

Polylines that start and end very close to each other pose a problem. Consider a program that 

locates the terminals of a polyline and highlights the ones where they are close to each other less 

than a certain distance specified by the user at run time. The program would locate areas such as C, 

C* and D from figure 5.2. C is the standard snapping error which is very common and can be 

dealt with. Areas C* and D are less common and are not necessarily errors. The program is able to 

disregard area C* because an edge tolerance can be specified to rule out possible snap errors 

ending close to the borders of the region. Area D is a more problematic as the dotted line 

represents a complete polyline and thus mistaken for an incomplete polygon, i.e. mistaken for case 

C. What the program does is locate these areas for a pre-processing stage before the rest of the 

check continues. The user is able to continue if they wish without manually correcting these areas, 

but then all these areas will be assumed to form polygons even if they shouldn't as in case C* (an 

imaginary line is added - the line is not actually drawn but the program considers it to be there so 

that calculations are performed as if it were a complete polygon). This makes accepting the 

snapping default a risky process. It is advisable that the areas of type D be corrected manually 

(made into a single polyline) to avoid possible errors. In the two cases where the program did not 

complete successfully (mentioned at the end of the chapter) it is expected that the problem was that 

this pre-processing was not carried out on an area of type D. Automatic correction is not always 

possible because the break in the contour sometimes has a different value to the remainder of the 

line. 
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There are various difficulties associated with snapping contour lines which make it a non-trivial 

task. Specialised programs (e.g. TNT MIPS) have routines which attempt to perform this task with 

varying degrees of success. Most programs take a very long time to run and often join contours 

which should not be joined, sometimes joining contours that run very close to one another. It was 

decided it would be better to produce a coordinate file (XV only locating the terminals) which 

could be overlaid on the original contour file for manual checking if necessary. 

Errors on the Border 

Edge matching errors are the second category corrected in the pre-processing stage (Figure 5.2, D). 

It may seem confusing that this error is not corrected automatically when there is a logical solution. 

If this sequence of contour heights was located within the interior of the contour region, it would be 

corrected automatically but an extra check is required for the contour lines terminating at the 

border of the contour region because these form the basis for checking the remainder of the file 

(discussed in section 5.43 - knowing which contours are correct). This error should be not be 

encountered frequently because edge matching to adjacent regions is normally performed. In some 

cases errors are found though and are located using the following procedure: 

Determine the shape of the contour region for the purpose of creating the buffer in figure 5.3 . The 

X,Y coordinate extremes can be extracted from the DXF file, but there is no immediate way of 

determining if the "rectangle" is tilted at some angle. The term "rectangle" is not entirely correct 

because the corner points are often not joined by straight lines due to a curve formed by the 

projection. All terminals are used in a calculation to determine the approximate shape of the border 

which is made up of four regions (one for each side) described by a straight line with a buffer to 

accommodate for curvature of the projection. 

All terminals of the open polylines should now lie within a small border area determined above (all 

polygons are ignored). This is used to create a logical order of open polylines because it is possible 

to order ones that terminate at the "top" or "right" of the region and so on. 
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Figure 5.3: Checking Edge Matching 

The buffer around the known border is split into four categories for each side which are used to 

record any terminals of poly lines ending within them. The shaded block is considered part of the 

top buffer and not the right buffer to avoid a terminal being recorded twice. All the positions of the 

terminals are recorded and ordered into a logical sequence. For example, all the terminals ending in 

the top buffer are ordered left to right, and all the terminals in the right buffer ordered top to 

bottom. From figure 5.3, a sequence for the top ( ... 520, 540, 540, 560, 580, 600, 600) and right 

sides (580, 560, 520 ... ) would be obtained and then combined to form a long chain of height 

values. The same applies to the bottom and left sides respectively until all points in this buffer are 

linked back to the top left terminal. Now that an order is established the height values of adjacent 

terminals can be compared. A difference of adjacent values must equal zero, or the absolute value 

of the contour interval otherwise it is incorrect. Any errors are added to the text file containing the 

snap errors from above for checking in ArcView. 

The result of overlaying the errors (snap errors and edge matching errors) onto the contour file are 

shown below - Figure 5.3 (left). In this case all errors are internal indicating that the edge matching 

was successful. This is most often the case, almost all errors occurring internally. A closer view of 

some of the errors reveals the types of inconsistencies located - Figure 5.4 (right). In this case, it is 

not essential to make any changes before the process continues. Edge matching errors must be 

carried out but snap errors do not have to be corrected although it would be preferable to do so. All 

three cases would be treated as if they were snapped together, but in the bottom case (a line that 

should be deleted), assuming the line was out of the range of the snap tolerance it would be treated 

as an open polyline. In this case, the checking process would not continue until that error was 
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corrected because open polylines are used for checking the remainder of the file, and an error like 

this could affect it. 

Figure 5.4: Errors Located for pre-processing 

Step 3: Sort the data in to a useful format for referencing it. (Data files) 

When dealing with such large amounts of data, it is not possible to store all the information 

necessary in memory. There can be literally millions of points comprising a contour file and all 

this information cannot be stored in arrays when running the program. A method of managing the 

data had to be created and it was decided that the necessary information would be stored on the 

hard drive in various forms so as to eliminate the need for huge arrays. The more logical divisions 

of data that could be created, the more efficient the process would be because the data would need 

to be referenced many times, thus searching for data (e.g. height values) from a file that includes 

data that is of no interest at the time (XYZ values) would be inefficient. Files are created for 

storing the necessary information when the program is run and contain details of the following: 

• Open / closed polylines (separately), 

XY / Z coordinates (separately), 

• A file comprising the extreme XY coordinates of each closed polygon, 

• A file containing the areas of each polygon calculated when reading DXF file initially. 
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Step 4: Create a sequence for closed polygons 

Once again, as in the case of the open polylines, a sequence is needed if height comparison can 

take place. All open poly lines are considered correct and will not be changed from this point on. A 

reference for the ordered polygons is obtained by locating the nearest open polyline. Figure 5.5 

shows the desired result. The contour making up the largest area is located (1), and all polygons 

lying within this region are also ordered (2, 3, 3). The closest true value is found by locating the 

closest open polyline to the extreme left point of the largest polygon. 

Closest Open Polyline used as "true" 

Figure 5.5: Ordering Polygons in Contour File 

Rather than describing the detailed process involved, the concept is outlined and these are the main 

steps : 

I. Find the closest true height from the extreme left point of the largest polygon - Figure 5.5, 

contour I (this is the time consuming part of the program). By choosing the polygon with the 

largest area it ensures that the closest "open polyline" will form the origin for the sequence. 

49 



Chapter 5 Processing Primary Data 

A "Lies Within" function (used to check if a polygon lies within another) is needed. By comparing 

areas of polygons (bigger areas cannot lie within smaller areas), and extreme points (e.g. if the 

extreme upper coordinate of contour X is less than the extreme lower coordinate of contour Y, then 

contour X cannot lie within contour y), a large number of possibilities can be rejected immediately. 

These operations are relatively quick to perform because the information is available in very small 

files from step 3. 

The remaining possibilities are checked by extending a line from the left extreme point on the 

smaller polygon parallel to the Y axis, and counting the number of times the intersects the larger 

polygon. If the line intersects an odd number of times, the area lies within the other. Open polylines 

are ignored in this process. The process for determining intersection is as follows: 

Ycoordinate ofthe line is recorded, e.g. Y= 100 (the equation of the line); 

Origin of the line is also noted, e.g.X= 50; 

The larger polygon is described by a number of small lines joined consecutively and each is tested 

for intersection. For all X greater than 50, if two consecutive Y coordinates lie on either side of 100, 

then an intersection is noted. 

We want to know which area the shaded block lies within. 

Not considered - Area smaller than shaded area 
Extended line intersects twice - Does not lie within 
Extended line intersects odd number of times - Does lie within 

Figure 5.6: How the "lies within" relationship is determined 
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Once an order for the contours has been established, the corresponding heights of the contours are 

passed to the routine that checks for and corrects errors. After the check has been performed, the 

data describing these polylines is no longer needed and is removed from the files that stores the 

data. The largest data file containing the detailed set of coordinates is rapidly reduced in this way. 

For example, the first iteration alone is likely to check approximately 10% of the data in many 

cases because it checks the largest polygon (area wise), as well as all polygons lying within this 

area. On every tenth checking loop, the used data is removed from the data files. 

Step 5: Detecting and correcting Errors 

The information passed to this process comprises a set of contour height which appear sequentially 

in the DXF file. The first value is always the true value (closest checked polyline) which is used as 

the basis for checking the remaining contours. A number of error permutations are likely and 

separate functions were created to deal with each type of error. 

The locations of any errors found are written to a file used to overlay on the new DXF file as a 

means of identifYing which contours have been altered. 

Step 6: Writing a new DXF file 

It was necessary to create a new DXF file rather than write over the previous file in case some 

blunder was made. The technique used for writing the file was to copy the original DXF, making 

the necessary changes along the way. This ensures that the exact format of the original file is 

preserved, including any abnormalities such as height values being stored in the description field. 

5.4.5 Results Achieved 

The program was used to check a selected number of the footprints. Most of the errors found in 

these case are those as shown in Figure 5.4 (right) consisting of snap errors, contour Jines crossing, 

short segments of lines not ending at the border of the region and so on. A smaller proportion of 

errors consisted of incorrect contour heights which were automatically corrected. 

The same program was also used for checking a significant amount of 1:50 000 contour data. A 

company based in Cape Town (Teramare) used the program to check their data sets (obtained from 

the SG office) and found it worked on approximately 95% of their files (20Gb). In two cases, the 

program gave problems due to abnormalities in the data where contour lines represented very steep 

terrain and a number of contours where missing or crossing each other. 
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The remaining files were checked correctly and found an average of approximately 40 errors on 

each file. The program takes in the region of 5 hours to run a 200Mb file on a Pentium 100. 
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Chapter 6 The 3D Visualisation Program 

6.1 Introduction 

This chapter is divided in to 3 sections; it: 

The 3D Visualisation Program 

I. Describes the criterion of the basic VRML scene construction and incorporated into the 

Internet (Chapter 6.2). 

2. Explains some of the advanced technique'S use for improving the visual quality of the scene 

(Chapter 6.3). 

3. Describes the custom made tools (programmed using Java) designed specifically for the Laetoli 

footprints (Chapter 6.4). 

Each section is also concerned with performance issues which is a constant consideration when 

designing a 3D model. Rather than devoting a section to performance, it is discussed throughout 

the chapter where appropriate. 

6.2 Creating a 3D Scene 

The building block ofa 3D scene in any 3D language are the shapes defining the scene. The design 

·aspects include positioning these objects in a meaningful way. As mentioned in chapter 4, some 

primitives such as spheres and cones can be defined by referencing the respective predefined 

shapes supplied by the particular program that is being used. These primitives form part of the 

language specificatIOn which are referenced from a library. More complex shapes are represented 

by a limited number of polygons which best describe the surface. 

The number of points used to describe the scene is the primary indication of the performance that is 

likely to be achieved. A vast amount of points used to describe an object may result in a very 

detailed representation, but each additional point requires extra calculations for its display. A 

greater number of points also means that the VRML file containing this information will be larger 

resulting in longer time needed for it's Internet transfer. These two considerations (rendering speed 

and download time) determine the performance. It is an important consideration in design to use an 

appropriate number of points to maintain a balance between performance and quality. 

The problem of deciding on the number of points to be used is an advanced topic and will not be 

discussed in this section, but will be dealt with in chapter 6.4.8 (Level of Detail). It is more relevant 

at this stage to outline the way in which a scatter of points is used to create the impression of a 

solid surface. 
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6.2.1 Using a OEM to create a Solid Surface 

In order to define a solid 3D surface accurately, coordinates on the surface of that object must be 

known. In the case of the footprints, OEM files for each footprint were available at a regular X and 

Y spacing (each point having a corresponding z value) of 2.5mm. It is important to note that the 

points do not have to be arranged in the form of a OEM. Any number and organisation of points 

describing the surface is sufficient. OEM's were used exclusively in this project for defining the 

shape of the surface. 

OEM files can be used to define a surface in VRML using the following steps: 

1. Import the OEM into VRML's file format; 

2. Define how the surface is to be drawn by joining nearby points to form polygons, typically 

triangles. This is a trivial task but nevertheless must be specified; 

3. Overlay a surface onto the resulting mesh. 

Each of these steps will now be discussed. 

Step 1 

The result of the first step is shown below. This was achieved by importing the OEM coordinates 

into a VRML fi Ie, and setting the colours of each point as a function of its height. 

Figure 6.1: Point Cloud 

Step 2 

If a model is to be displayed as a solid on screen, each pixel value within the border of the object 

must be assigned a value that best represents the surface at that point. At this stage it is not possible 

because there is no indication of the terrain lying between points (when using a OEM it is assumed 

that all points are equally important in defining the topological unit). What is needed is some 

description of how adjacent points relate to one another so that a shape best fitting the points can be 

made. In brief, a set of points needs to be used to describe a shape. The way this is achieved is by 

defining a wire frame mesh which extends the information at explicitly defined coordinates to their 

surrounding regions. 
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