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Abstract

Localisation under Large Appearance Change
Matthew Robert Church

Saturday 7" October, 2023

Localisation is a foundational building block for more complex robot applications, and thus if
low-cost localisation solutions can be found, the number of activities a robot can undertake will
increase. However, appearance-based localisation systems in the past have required frequent
traversals of the environment in order to sufficiently capture the change indicative of that
environment. There are applications such as agriculture in which this frequent data collection
is not appropriate.

This thesis presents an appearance-based localisation system that combines generated and
recorded data in the form of experience-localiser pairs combined to create an experience based
network that can be used for localisation. The inclusion of generated data reduces the require-
ment for frequent data collection, provided an adequate generation model can be trained. The
experience, which is a collection of images and transforms describing a traversal of an environ-
ment is the primary means through which this generation of data can influence the network.

The images contained in the generated experiences were created from two parent experiences
capturing two specific times of the day. The network trained learns a mapping from the two
parent experiences creating intermediate domains that represent times between the parents,
effectively filling in the gaps left by sparse data collection.

While the performance of the generation network narrows the functional scope of the system,
within that narrow scope, experiences generated from recorded outings outperform the recorded
counterparts provided the parent does as well, such that an experience generated from a record-
ing collected at 10:00 and made to mimic the conditions at 14:00 will outperform the recording
collected at 14:00. Should a version be used such that all recorded experiences are utilized as a
collective, the system outperforms that of a system making use of just recorded data.
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Chapter 1

Introduction

1.1 Motivation for Research

Localisation is the process by which a robot determines where it is relative to the environment
in which it operates and is a foundational building block of robotic operations, along with
mapping, the process by which a robot creates and saves a digital representation of the world.
These building blocks provide a base for other more complex behaviours such as navigation,
a robot’s ability to successfully move around the environment autonomously, and offer robotic
platforms the means to interact with the environment. Humans and animals easily perform these
tasks, having only visited an area once. Glover et al. [1] deployed a system that simultaneously
localises and maps out an environment, mimicking the process implemented by either a human

or an animal and creating what they call an experience map.

Focusing on the problem of determining a position for navigation in environments that undergo
large appearance changes over greater distances and timeframes, Churchill et al. [2] created
a system that records outings of the environment. When the robot fails to determine where
it is based on what was previously recorded, a new recording is conducted. Thus the first
outing would record the entire traversal, and subsequent outings would only record when the
robot cannot determine its location with reference to the previous outings or, as they define,
experiences. Thus the system would inherently record more data in areas with the most drastic
change in appearance and therefore require many outings to the environment. An example of
the changes an environment can experience with just reference to time can be seen in Figure
1.1, this change is only compounded with changes in weather and seasons. The large number of
outings for the solution proposed by Churchill et al. [2], which might be applicable for certain
applications such as training autonomous vehicles on the roads, is not appropriate when applied

to an environment like a farm where fundamental activities are disrupted during data collection.

The question is, can a vision-based localisation system be implemented that provides robust
localisation in unstructured or semi-structured environments, such as that of a farm, and that

only requires sparsely collected data? The benefit of a solution like this is two-fold, firstly



CHAPTER 1. INTRODUCTION 2

the requirement of only sparse data collection ensures an unobtrusive avenue to investigate the
automation of tasks, and secondly, due to the nature of a vision-based localisation system, the

platform itself can be relatively simple, as the only input the system would require is a sequence

of frames captured.

Figure 1.1: Examples of the appearance change due to time of day.

The following sections of this chapter introduce the research conducted regarding this question
and the solution devised. Starting with a brief overview of existing research in the field of
vision-based localisation, followed by a formalised question, the research aims specific to the
solution are then devised, including the questions and objectives and ends with an expansion

on why this work is important before concluding with the limitations of the work.

1.2 Background

The problem of localisation can be approached in several ways by any number of sensors or by a
fusion of multiple sensors. The choice of sensor suite will determine the approach to localisation.
This work uses cameras as the primary sensor for localisation and focuses on an appearance-
based localisation approach. The use of appearance or vision-based systems for localisation is

not a novel concept and has been successfully implemented by other research groups [2]-[8]. The
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localisation problem has also been solved in the implementation of Simultaneous Localisation
and Mapping [SLAM] systems [1], [9]-[12]. Given an area, a robot implementing SLAM would
systematically move from the starting location building a map as it traverses the unknown
environment. How the robot moves through the area and knows when it is fully mapped

depends on the algorithms implemented.

Much like the problem of SLAM, appearance-based localisation has been addressed before, and
a common and fundamental aspect of such systems is the robot’s ability to place the currently
viewed image in the built map of the environment that it has. This ability to approximate
location from an image is called visual place recognition Lowry et al. [13] and the approximation
of robot orientation to that frame is called pose estimation. An important development in this
localisation component of visual place recognition with respect to appearance-based localisation
is that of FABMAP Cummins et al. [14]. FABMAP is a system developed for visual place
recognition and is used to determine whether the robot has returned to a previously visited
location. It does this efficiently by implementing look-up procedures and fast bail-out methods.
Other the visual place recognition systems include SeqSLAM [10] and NetVLAD [15].

FABMAP system acts as the basis of the works described by Glover et al. [1], which shows
success during different times of the day, and by Churchill et al. [2], which presents a system
that has been able successfully to navigate for incredibly long distances by implementing the
concept of experiences and an experience network. Building on the work of Churchill et al. [2],
Porav et al. have been able to improve the performance of the system by altering the input
images to match those of conditions previously seen [3], making use of cycleGAN [16] which
allows an image to image translation to be learnt using unpaired datasets. In this way, the
input image, which might have failed to localise due to a large change in the environment’s
appearance, is altered to match environmental conditions already recorded and can allow the
robot to localise. The caveat here is that in order to localise in environments that undergo large

appreance change requires frequent outings to record those changes.

A limitation of cycleGAN [16] implemented by Porav et al., however, is that it can only learn
a single source to target mapping, such that only experienced changs can be generated. To
address this limitation, Almahairi et al. developed Augmented cycleGAN [17]. They found that
by introducing a variable z in to the latent space of the model during the training phase, they are
able to adapt cycleGAN to learn a many-to-many mapping, opening the ability for cycleGAN
to be applied to more complex domain adaption tasks. Based on the work of Almahairi et
al., Gong et al. created DLOW [18], which in a sense, does one-to-many mapping but is also
able to create intermediate frames between the source and single or multiple target domains by
employing an introduced domainness variable. The work of Gong et al. facilitates the ability
to create images that are a ratio of the source and target domains where in the past it had to
be one or the other, perhaps improving the ability of an appearance-based localisation system,
primed with these generated images, to localise in an environment that has experienced a large

appearance change.
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1.3 Research Problem

It has already been shown that long-term navigation in the presence of large appearance change
can be achieved with the framework developed by Churchill et al. [2], provided the framework
has the ability to collect data frequently. It has also been shown that altering the input images to
match what has already been seen can improve the performance of such a system [3]. However,
combining these two solutions and applying them to the problem of large appearance change
concerning visual localisation in unstructured or semi-structured settings leaves much to be
desired. The fusion of the two solutions will still require high availability of data to capture
the appearance change, and the choice of target for the style transfer needs to be determined
beforehand to alter the input images. If we were to change the input images for, say, a time-of-
day experiment, appropriate models would need to be trained for each condition. What if the

environment doesn’t match a pre-trained model?

1.4 Aims

We aim to create a system that facilitates the successful localisation of a robot in an unstructured
or semi-structured environment by augmenting the framework developed by Churchill et al. [2]
with images generated from previous outings to the environment. These outings should be the
minimum required to appropriately capture the large visual appearance change indicative of
the time of day. Therefore facilitating the ability of more complex automation tasks, such as a

robot performing autonomous navigation in rowed crops.

1.5 Significance

We demonstrate a possible real-world application and benefit of style transfer networks to
applications where only sparse data collection is appropriate. We present a potential solution
that is cost-effective and can be deployed not only in an agricultural context, the automation
of which is gaining popularity [19]-[21] but also for applications where conventional global

localisation techniques, such as using GPS, are not applicable, like that of a mine.

1.6 Limitations

The core of this thesis is focused on the development of a vision-based localisation system in
an attempt to mitigate large appearance change. Therefore the creation of anything more than
a loss function for the already developed style transfer network created by Gong et al. [18] is
outside the scope of this thesis. Other limitations include access to agricultural land, compute

power available on the utilised platform, and the choice of input sensors.
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1.7 Structure Overview

The thesis begins with the introduction chapter and then proceeds to lay the groundwork for
the work in Chapter 2. Chapter 2 describes the properties of the camera model being used and
how it is possible to estimate motion from a sequence of left and right image pairs. Chapter 2
also briefly discusses Generative Adversarial Networks as an introduction to the work conducted
later in the thesis. In Chapter 3, we discuss the localiser object, a core component of this thesis,
by first discussing the associated background and inputs to the system before concluding with
how it was trained and implemented for each environment. Chapter 4 introduces the concept
of an experience, how it was previously utilised in [2] and [3] and how it is utilised in this
work. Chapter 5 discusses another core component of the work in the form of the Generative
Adversarial Network that is used to synthesise or ”hallucinate” experiences in an attempt to
mitigate large appearance change. Chapter 6 discusses the culmination of all the parts in
the form of the Experience Based Network, similar to that implemented in [2], and how the
network determines which of the experiences should be presented to the systems built on top
of the localiser. A general overview of how the system takes a stereo pair of images to outputs
presented to the navigator can be seen in Figure 1.2. Chapter 7 describes the environments
and research platform used for the experiments, development of the network, and experiments
themselves, along with the results. The thesis concludes with Chapter 8, which details the

findings of the work and suggests avenues for future research.

Stereo Image Visual Processed Experience Based Location Navigator
Pair Odometry Left Image Network Estimate I
Pose Trajectory
Estimate Object

Figure 1.2: An overview of the proposed system.



Chapter 2

Preliminaries

2.1 Introduction

This thesis is primarily interested in reducing the data requirement, or outing frequency, needed
for successful localisation in specific environments. It approaches this problem by augmenting
a localisation framework with generated data. This chapter introduces the underlying methods
required to create a localisation framework and to achieve this augmentation. It will begin
with a preliminary breakdown of the properties of a camera, which is the input sensor for our
implementation, followed by the definition of both visual odometry and visual place recognition,
as these are the building blocks of the systems described in the later chapters. The chapter

concludes with an introduction to generative adversarial networks.

2.2 Camera Model

The primary sensor of an appearance-based localisation system is a camera. These localisation
systems can be implemented in a monocular arrangement where only one camera is used or in a
stereo configuration when a pair of cameras are deployed a known distance apart, this distance
is termed the baseline. The baseline distance between the two cameras is then used to add

information about the observed scene. This work utilises a stereo camera pair.

2.2.1 Pinhole Camera Model

To understand how a camera interacts with the world and the process of rendering a 3D scene
into a format that can be used effectively, the pinhole camera model can be used. The model
describes a simplified process of how a camera performs a transformation from 3D space to 2D

space. Figure 2.1 shows a geometric representation of this transformation.

In Figure 2.1, C is the centre of the camera, X is the point in the 3D world that is projected
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_ . 7z >
\ ’ AN
principal axis f
camera
centre image plane

Figure 2.1: The geometry of the pinhole camera model. Image credit: Hartley et
al.[22]

into x on the image plane, which is a distance, known as focal length f, from the camera centre.
This mapping of 3D points to 2D points is achieved by using a projection matrix. Given by
Equation 2.1 where P is the projection matrix, which consists of both a camera’s intrinsic and

extrinsic matrices as seen in Equation 2.2.

r=PX (2.1)

P = k[R[Y] (2.2)

The intrinsic matrix k£ describes the geometric properties specific to the camera. This matrix
is represented in Equation 2.3 where f, is the focal length in the x direction, f, is the focal
length in the y direction, s is the axis skew. The principal point offsets zy and yy are due to
the lens sensor interaction and are a property of the manufacture of the camera, in x and y,

respectively.

fe s X0
k= 0 fy Yo (2'3)
0o 0 1

The extrinsic matrix describes the camera’s relationship to the world, such as the orientation.
The extrinsic matrix consists of a 3x3 rotation matrix and a 3x1 translation vector normally

represented in a 3x4 matrix as seen in Equation 2.4.

ri1 T2 ris |t
[RIt]= | roq1 122 123 |12 (2.4)

r31 32 133 |13

The intrinsic and extrinsic matrices are determined during the calibration procedure of the
camera. By using these matrices, the pair of images can then be modified to remove the effects
of the lenses in a process called undistortion and be transformed onto a common image plane

in a rectification process.
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2.2.2 Depth Estimations

Due to the camera’s transformation from 3D to 2D space, the information about the distance
of the point in front of the camera, or depth, is lost. To estimate the motion of a robot, this
distance or depth information needs to be recovered. One way we can calculate the lost depth
information is by using the overlapping properties of a stereo pair of cameras viewing the same
scene through a process called triangulation. Figure 2.2 is a top-down diagram of how this

process works.

Image

I
mage Plane

Plane

Figure 2.2: The geometry of the stereo camera pair as it is used in triangulation.
[23]

Where b in Figure 2.2 is the baseline C; and C, are the left and right cameras, respectively,
p; and p, are the corresponding pixels of point P projected onto the respective camera image
plane, and Z is the depth we are trying to recover. The point P viewed by each camera will have
a difference in pixel mapping due to the physical relationship of the camera to that point. This
difference in relative x value is known as the disparity and because of the physical relationship
between the pair of cameras and P in space, the further the point is, the smaller the disparity
between the two projections will be. This calculation with respect to the left image is shown
in Equation 2.5 where x; is the x-coordinate of the point in the left image plane, z, is the

x-coordinate of the point in the right image plane.

d=u1x;— 2, (2.5)

A disparity map is simply this information over all the pixels in an image. Figure 2.3 shows the
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output of this calculation when plotted per pixel across the whole image. From this disparity
map, a depth map is then calculated, referring to Figure 2.2 the depth is simply the Z value

that has been recovered. The per-pixel depth calculation can be seen in Equation 2.6

pk ) f
py| =g |uf (2.6)
3 fr
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Figure 2.3: A graphic of the disparity calculated per pixel across a pair of stereo
images.

2.3 Visual Odometry

For a localisation system to be meaningful, a representation of the environment is required to
tie each localisation to the real world. This can be achieved by implementing a system that
estimates the motion of a robot given a sequence of stereo images. Such a system can create
a transform between each image pair and thus place each image pair relative to the starting
location using a sequence of transforms. The process of determining these transforms is called
visual odometry. Visual odometry is a way of estimating both the translational and rotational
motion of the robot due to the camera’s extrinsic matrices. This paper makes use of the visual
odometry pipeline proposed by Geiger et al. [24] due to the relatively high frame rate the motion

estimation system can achieve as well as the ability to utilise high-resolution images. The visual
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odometry pipeline is shown in Figure 2.4 and discussed in this section. The images are rectified

and undistorted before being input into the visual odometry pipeline.
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Figure 2.4: The visual odometry pipeline receives a processed left and right image
in a pair and applies a feature descriptor. This information is then used in con-
junction with the previous pair in a sequential matching process to determine the
points of interest for the triangulation step, after which an iterative loop ensures an
accurate motion estimate.

Feature Description

Referring to Figure 2.2, each image plane has a pixel p which corresponds to point P in the
world. To determine the location of this pixel p, a feature dectector is used. There are a number
of feature detectors such as SIFT [25]. SURF[26], FAST [27], ORB[28] and STAR[29]. Feature
detectors identify regions of interest, such as corners, edges, ridges or blobs, within the image
and the feature descriptor then describes these regions in order to be used in other processes,
such as feature matching. Thus the feature dectector and descriptor together produce results for
downstream in the process. The choice of feature detector is often related to the characteristics
of the environment, and given the same image, there could be a different number of features
depending on the descriptor used. Geiger et al. opted to utilise blobs and corners in their feature

descriptor implementation.

Sequential Feature Matching

The transform estimation step of the pipeline requires features to be matched between both
the left and right images as well as consecutive frames. Given the feature locations, Geiger et
al. perform a sort of circular matching between the four frames. This is visually described in

Figure 2.5 where I, denotes the current frame pair and I_; denotes the previous pair.

This circular match only gets accepted if the features of the last image in the loop match with
the first. When comparing the left and right images in a pair, a geometric constraint is applied
to the matches. This geometric constraint utilises epipolar geometry which, referring to Figure
2.6 [30], consists of an epipolar plane formed by Cj, C, and P, an epipolar line that is the
intersection of this plane and the respective camera image planes and epipolar points that lie

on the epipolar line, p;, and pg are epipolar points. Geometric constraints applied between the
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Figure 2.5: Circular feature matching implemented by Geiger et al. [24]
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Figure 2.6: A graphical definition of Epipolar geometry by Chotrov et al.[30]

left and right images ensure that the matched features are on known epipolar lines. Matches

that are supported by at least two neighbours are kept.

Triangulation

Triangulation of points in the pipeline, described in Section 2.2.2, has two functions. Firstly,
during the matching process, triangulating the points to the left image in the stereo pair helps
to ensure that only high-quality feature matches are presented to the motion estimation loop,
ones that have an incosistancy in depth are rejectd as outliers. Secondly is the projection of
points in 3D space to the previous left image. The features are grouped and spread uniformly
across the image to maintain computational efficiency. This reduced number of features gets

projected into 3D space with respect to the previous frame.

Motion Estimate

Motion estimation in the pipeline is an iterative phase, though, in practice, only a couple of
iterations are required to meet the convergence threshold. This iteration seeks to reduce the
reprojection error, ensuring the pipeline delivers an estimation of high confidence. This part

of the pipeline also implements random sample consensus [RANSAC] [31], which is a process
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of estimating a mathematical model given a collection of data to determine which observed
points are relevant, inliers, and which points can be ignored, outliers. Calculation of inliers is

important for systems introduced later in the thesis.

2.4 Generative Adversarial Networks

This work is concerned with augmenting a vison-based localisation framework with generated
data in an attempt to improve localisation, one way of doing this is by using a generative
adversarial network. Porav et al. in [3] have shown an improvement in localisation performance
in the presence of large appearance change by utilising input images that have been altered to
mimic that which has already been seen. Porav et al. altered these images by implementing a
generative adversarial network [GAN], which is a generative framework in which two models
are simultaneously trained in a manner similar to that of a minimax two-player game, where
the advantage of one player is to the detriment of the other. The network consists of two
components, a generator and a discriminator. It is the objective of the generator to capture
the distribution of the source domain accurately and the objective of the discriminator to
distinguish between instances created by the generator and instances that already existed in
the target domain [32]. A disadvantage of a GAN is that improper synchronisation between the
discriminator and the generator can lead to mode collapse, the effect that any image input into
the model will return the same output and therefore does not sufficiently caputre the diversity
of the training data. This can be caused by an imbalance in generator and discriminator during
training, the limited capacity of the generator in terms of layers, a loss function that doesn’t
adequately penalise the generator or bias to certain modes in the training data. The solutions
to the mode collpase are often specific to the dataset and the problem and therefore need to be

investigated each time.

Image-to-Image translation

Following the development of the GAN [32], the pertinent application for the network with
respect to this work is that of image-to-image translation. Image-to-image translation is a
type of computer vision problem where the main objective is to learn a mapping from the
source domain to a target domain in order to generate images that match the target domain.
Previously this was conducted using paired datasets, such as the pix2pix framework [33], which
has achieved some impressive results in a number of tasks. In the absence of paired datasets,
however, say like time-wise recordings of an agricultural environment, one needs to implement
a system that can be reliably trained using unpaired datasets. Building on the work of [33],
Zhu et al. [16] have created a framework that does just that, boasting results that set the
framework above its contemporaries. The cycleGAN network achieves these remarkable results

by introducing a cycle consistency loss. Figure 2.7 describes this feature graphically.

Where a standard GAN uses a single generator and one or more discriminators, the cycleGAN
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Figure 2.7: The cycle consistency loss is a comparison of real and recovered images
and is specific to each of the two generators. Image credit: [16]

framework uses two generator discriminator pairs. Referring to Figure 2.7, the idea is that one
GAN will learn the mapping from the source to the target domain and the other will learn a
mapping from the target to the source domain. A cycle consistency loss is then determined
when an image is mapped from X to Y and then back from Y to X, the recovered image is
then compared to the original using an L1 loss function. The cycle consistency loss is defined

using an L1 as follows:

Lasp=|Xa—Gasp(Xa)lh

Lpa=|Xp—Gp-a(Xp)|h

Where G 4,5 and Gp_, 4 be the generators for domain A to B and domain B to A translations,
respectively and X4 represents an image in domain A, where as Xp represents an image in

domain B. The total cycle consistency loss is then the sum of these two functions:

Lcyc = LAHB + LBHA

This additional loss encourages the generator networks to produce translations that can be
reversed without much degradation in information, effectively enforcing a cycle-consistency
property in learned mappings. The loss function also acts to combat mode collapse and ensure

that the resulting images are semantically meaninigful.



Chapter 3

Localiser

3.1 Introduction

The fundamental aspect of the localisation framework implemented in this work is that of visual
place recognition (VPR). While visual pose estimation is a function of the visual odometry
pipeline, this chapter addresses the VPR aspect of the system. The main objective of a visual
place recognition system is, given an image, to accurately determine if it is a place that it has
already seen [13]. Fundamentally a VPR system needs to have a map of known places and
the ability to compare presented images to that map in order to determine and report the
probability that it has seen that place before and where it is within the map. Considering
that VPR is a visual-based localisation system, it has all the same drawbacks that other visual
systems have such as viewpoint changes, lighting conditions or environmental changes. How a
VPR system deals with these challenges will determine its efficacy. FABMAP2.0 [34] has proven
to be a strong contender as the VPR system for the localisation framework, with proven success
over significant distances [35]. OpenFABMAP [36] is an implementation of [34] created to be
used with openCV and is the implementation used in this work. As inputs, openFABMAP
requires a vocabulary which describes the environment, a Chow-Liu tree which describes the
relationship between the words in the vocabulary and sample descriptors that are used to create
the new place likelihoods given an input image. Each of these inputs is discussed in detail in

this chapter.

3.2 Vocabulary

OpenFABMAP [36] makes use of a bag of words approach [37] to create what they call the
vocabulary or codebook. The vocabulary is one of, if not the primary contributor to the perfor-
mance of the system and therefore care needs to be taken when creating one. The generation
of the vocabulary should be created with a selection of images which sufficiently capture the

primary attributes of the environment while using a feature descriptor that is appropriate given

14
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the environment and the constraints of time and compute resources. This process of creating
a vocabulary is not limited to a specific feature descriptor and in fact, openFABMAP gives
the option to use a number of widely used descriptors, however, the choice of the descriptor is
fixed and new vocabularies will need to be trained should the choice of descriptor change. The
clustering is conducted on the feature vectors over the entire training set. The feature vectors
that correspond to a certain visual word are determined by using the Voronoi region around
the cluster centres on the image. This clustering creates a description of the training set that is

more discrete and allows the use of efficient retrieval techniques to be used in operation. Figure

3.1 is an example of the vocabulary created by Cummins et al. [14]

.- . l’-_.

Figure 3.1: Example of a vocabulary word. The left side of the image details the
word itself and the right side of the image shows the word in context. Image credit:
Cummins et al.[14]

3.3 Chow-Liu Tree

Even though the clustering process used in vocabulary generation creates a discrete representa-
tion of the training data, large training sets can still be impractical to work with. OpenFABMAP
addressed this by making use of another distribution that closely resembles the vocabulary, but
that is far more practical to utilise, in the form of a Chow-Liu Tree [38]. The method developed
by Chow et al. is able to approximate the primary distribution using a tree structure that not
only reduces the Kullback-Leibler divergence [39], which is a measure of the difference between
two statistical distributions where smaller values represent similar distributions, but also returns
the optimal distribution of links between the visual words. This system innately defines vocab-
ulary words with very little mutual information as independent and links are created between
words with mutual information. Put another way, the tree structure naturally captures links
between objects in the environment that are frequently seen together. This is a great benefit to
appearance-based localisation as it increases the confidence that a particular word is correctly

identified in the context of the scene.
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3.4 Sample Descriptors

Sample descriptors are generated by using the same selection of images used to create the
vocabulary and Chow-Liu tree. These images are then processed by using the created vocabulary
and Chow-Liu tree. These sample descriptors are used to prime the localiser for use in the
calculation to determine the probability that a place the robot is currently viewing is new or
not during the execution phase. This probability calculation forms the basis of the failure

criterion in which the localiser will return a flag to distinguish the view as a new place.

3.5 Implementation

The openFABMAP localiser has a clear series of steps that must be executed. These include
the training, the initialisation and priming of the localiser and then the execution of the lo-
caliser. Figure 3.2 shows this graphically, and the following sections describe the steps and

implementation in detail.

Pre — Processing Training and Initilisation Execution
| Rectified Live
Vobcabulary Query || Undistorted Images

Images | l
I

|

Collected Rectified ! L Chow — Liu Localiser | Localiser Localisation
— ; t——| Training ) ' ) —
Images Undistorted | | Tree Object ! Object Index
Sample
Descriptors

Figure 3.2: Implementation process of openFABMAP

Training

The training phase is responsible for the creation of the vocabulary, the Chow-Liu tree and
the sample descriptors. These three objects are specific to the choice of environment that the
robot will be operating in as well as the descriptor that is used. In practice, this occurs for each
new environment seen by the robot. The vocabulary is a common source of performance issues
in the implementation of the system, as the number of words in the vocabulary determines
the specificity. There is a trade-off between the number of false positives and specificity, with
a lower specificity producing more false positives but being able to adapt better to changing
conditions. Previous implementations of the system give us an indication of the number of
words that might be appropriate, such as 10000 words for a high-definition outdoor set [14] or
6000 words in the case of a standard-definition outdoor set [1]. Similarly to [14], we used the
SURF [40] descriptor, as it satisfied the compute requirements and has proven to be popular
in the computer vision community [41]-[48]. Glover et al. suggest that the more data present

during the training phase, the better the vocabulary will be. In practice, the uniformity of
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agricultural environments leads to a plateau of words in that more data does not necessarily
yield a larger vocabulary. Figure 3.3 shows this effect, starting with an incredibly small training
set of 250 random images, sampled from a data collection at Backsburg, described in Chapter
7.2.3, containing 18709 images, there is a steep climb in the number of vocabulary words most
likely as the relatively low number of images are unique but quickly slows with a greater number
of images as more images begin to show only small variations from each other. These small
increases in vocabulary size come at the cost of an exponential increase in the time required to

train.
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Figure 3.3: Displaying the relationship between the number of vocabulary words
and the number of images in the training set.

Glover et al. also mentioned that viewing the same scene multiple times also biases the algorithm,
in an agricultural environment where all the crop rows ideally look the same, this might be
troublesome. Using Figure 3.3, a comparison of vocabulary sizes was conducted for one of the
experimental environments. Like the results shown in Figure 3.3, the images were randomly
sampled from a data collection at Backsburg containing 18709 images that have no overlap with

the test region. Figure 3.4 shows the results of this test.

With reference to Figure 3.4, there is some correlation between the number of localisations and
the size of the vocabulary however there is also a decline in the percentage of good localisations
that are returned peaking at around 6000 words. Where a localisation is considered good when
the returned image, having been processed by the visual odometry pipeline, returns a number

of inliers that is above a predetermined threshold. Figure 3.5 shows this process.

Initialisation

In order to initialise the localisation object, outputs of the offline training phase are used as
inputs. This localiser object is then primed with images that were recorded prior to this initial-

isation phase but separate from the data collection that was used to generate the vocabulary.
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Vocabulary Performance
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Figure 3.4: Displaying the performances of different vocabularies on the same
localising object.
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Figure 3.5: Inlier calculation pipeline

The localiser then assigns each image a sequential index. We term the sequential bank of

indexed images the query images.

Execution

During the execution phase, the robot can either be live and moving through an environment
providing a stream of images or this stream of images can be simulated using a previously
recorded outing to the environment. Referring to Figure 3.2, the localiser compares the pre-
sented image to the bank of query images and generates a likelihood using the sample descriptors.
This likelihood is a measure of similarity between live and query images such that areas previ-
ously visited return a high likelihood. The index of the query image with the highest likelihood
is returned by the localiser. Contained within openFABMAP [36] is a failure criterion, in which
should the system fail to localise completely and is in a new place, an easily identifiable flag is
returned. These instances are easy to handle as this output of the system can confidently be
discarded, another instance however is when a query image that is visually different from the
current live image is returned as a successful localisation. It is these false positive localisations
that need to be identified in order to produce a certain level of confidence in the images that
are returned by the framework. Figure 3.6 shows some examples of false positive results and

Figure 3.7 shows some examples of correct localisations.
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(d)

Figure 3.6: A few examples of false positives returned by the localiser. In each
instance, the inliers were larger than the threshold value.
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Figure 3.7: A few examples of true positives returned by the localiser. In each
instance, the inliers were larger than the threshold value.



Chapter 4

Experience

4.1 Introduction

The concept of an experience, with respect to appearance-based localisation, was introduced in
the work of Churchill [2]. An experience, in the sense that it is used in this work, is primarily
the means with which to integrate the localisers into the network and the manner with which
to determine the efficacy of localisers given either generated or recorded images. It is on this
premise that this chapter seeks to describe an experience which was developed from the work of
Churchill et al. The core concept of the experience remains the same as the experiences described

in [2] however, there are implementation differences which are discussed here in detail.

4.2 Background

In work done by Churchill et al. [2], an experience is simply the recording of all data associated
with the visual odometry input and output for an environmental traversal. The work of Porav et
al. [3] uses this same approach in the definition of an experience. This experiential data includes
all the live images, their features as well as the metric transformation chain connecting each
image with the previous and subsequent frames. Each time the robot is in an area previously
visited, the system attempts to localise on the presented stream of images; to do this, each
previously recorded experience gets assigned a localiser. As discussed in Chapter 3 the localiser
attempts to determine the robot’s location in the environment by matching the live image with
the query images in the saved experience. In the system created by Churchill et al. [2], should
n-number of localisers return a match, the system ceases to record new information under the
assumption that the current number of experiences is sufficient to localise with a specified level
of confidence. However, should at a future time the robot revisit this region and the localisers
fail, the system will inherently record new information in that region, thus creating a new

experience. Figure 4.1 details this principle of data collection for experiences.

21
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Figure 4.1: A graphic illustration of the data collection of experiences in the
presence of others. Image credit: Churchill et al. [2]

This allows the system to naturally capture the regions of the environment that change both
gradually and dramatically. In practice, this results in experiences that might not have infor-
mation for a particular region of the workspace as prior experiences and their accompanying
localisers were sufficient to localise. Churchill et al. overcomes the effects of large appearance
change by capturing the change of the environment using frequent traversals and relying on
localisation failures to determine when the environment is sufficiently different to warrant more
data to be collected. This work has proven successful over three months with an accumulated
distance of thirty-seven kilometres, demonstrating robust localisation in seasonal change and

distinct areas.
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Figure 4.2: An example of the experience structure of Churchill. Image credit:
Churchill [2]

Figure 4.2 describes the structure of an experience in the context of the work conducted by
Churchill et al. [2] where @ is the assigned localiser, and the oval depicts the positions, or query
images, within the experience that is compared for localisation. In a sense, a fence is placed
around the last successful localisation, restricting the presented image’s comparison to a select

number of nodes.
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4.3 Experience Generation

Similar to the work of Churchill et al. [2], the experiences in this work primarily consist of the
data that has been collected during previous traversals to a workspace, different to Churchill et
al. is that our experiences are constructed offline and are complete traversals of the workspace.
Firstly, the inclusion of the entire traversal allows for a larger number of point that can be used
for comparison with generated data. Should the traversals be incomplete, direct comparisons
with generated cannot be made in regions that do not contain data and therefore will be
limited to areas of high variablity as they will consist of the largest number of recorded data
with respect to time, as per the implementation of Churchill et al. Secondly, as the generation
of experiences occurs offline, all the data of a traversal is required to correctly reconstruct
the transformation chain from the images using visual odometry. The process of experience
generation can be broken into a few steps. Figure 4.3 shows the process from data collection to

experience creation,
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Figure 4.3: The experience generation workflow.

Data Collection and Processing

The data collection phase occurs during a human-piloted traversal of the environment. For the
data input into the experience object, only the stereo images are recorded during the traversal.
These images are then rectified and undistorted according to the process described in Chapter

2.2.1. These images are then used to generate the experience.

Experience Generation

The experience generation receives the stream of stereo image pairs and generates the visual
odometry trajectory using the process described in Chapter 2.3. The left images are processed

offline by the localiser using the trained vocabulary and Chow-Liu tree [38], as described in
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Chapter 3, to generate the bag of words descriptors specific to that vocabulary and Chow-Liu
tree pairing. These descriptors are used during the comparison process to determine the index
the localiser returns as a successful localisation. In this manner, the experience monolithic,
consists of images, bag of words descriptors and timestamps. Each image has an associated
timestamp and bag of words descriptor, and the collection of these three items for each image
is termed a node, graphical representation of how these nodes are used in practice can be seen
in Figure 4.2 and Figure 4.4. The transformation chain created by the visual odometry pipeline

and the series of nodes is stored separately.

4.4 Experience Structure using Keyframes

The structure for the experiences in this work is the same as that of Churchill et al. in that
each node is connected to the previous and the subsequent node using transformations. These
transformations have been decoupled from the nodes but are linked through timestamps. This
decoupling allows for sub-sampling techniques to improve the localisation performance further.
The sub-sampling technique implemented in this paper uses user-defined thresholds in the dis-
tance travelled and yaw angle observed and can be fine-tuned for localiser performance, however
there are other implementations of keyframing techniques for improving visual place recognition
[49], [50]. These thresholds are applied along the transformation chain, producing a sub-sampled
experience monolithic. Thresholds ensure that regions that undergo large changes in the robot’s
pose will have more images stored, and straight sections will have fewer. As the primary means
of localising in this work is appearance-based, the process of sub-sampling has the benefit of
reducing the likelihood of false positive results or ”jumping” that could occur in the presence
of two or more query images that are highly similar in appearance, as these retained images
have a lower level of visual similarity. Using these sub-sampling techniques, the experience
object reports localisations less frequently but more accurately. The images retained using this
sub-sampling method are termed keyframes in this work, and the intermediate frames between
selected keyframes are discarded. Due to the decoupling of the visual odometry trajectory and
the experience monolithic, this sub-sampling does not affect the trajectory of the experience.
Thus, the entire transformation chain is retained. This is an important aspect of the decou-
pling as it allows for navigational functions such as teach and repeat to be performed using this

localiser. Figure 4.4 shows the effect of reducing the nodes on the transformations.
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Figure 4.4: The process of reducing the nodes retains the transformation informa-
tion between nodes. Where N depicts a node and where N1 through N3 might be
a corner, and N3 through N6 would represent a straight section in the trajectory.



Chapter 5

Experience with Style Transfer

5.1 Introduction

Throughout the course of the thesis, there has been mention that previous solutions require a
number of traversals to the environment to capture the appearance change of the environment
and therefore increase the instances in which the robot can successfully localise. This however
can be an issue in environments where data can only be sparsely collected. This chapter details a
potential method of mitigating the requirement of frequent data collection while still attempting

to capture the appearance change in the environment.

5.2 Background

There has been success using style transfer techniques on the input images of an experience-
based localisation system as demonstrated by Porav et al. [3], in which they chose to alter
the live images in order to successfully localise to experiences that are significantly different
to the live stream. Building on the work of Zhu et al. [16], already discussed in Chapter 2.4,
and using SURF feature descriptors, the Porav et al. [3] trained a cycle-consistency GAN to
generate these synthetic images. They trained the network in two phases, the first phase using
an unaligned dataset making use of the cycle consistency loss that is indicative of cycleGAN
[16] as well as introducing a SURF feature descriptor-based loss function to ensure retention
of the feature matching properties of the live image. In the second phase of the training,
selected a small number of well-matched images by using a 6 degree of freedom ground truth,
which is ultimately the pose and position of the robot at each instance, in effect choosing to
select images that have highly similar viewpoints. They then applied an L1 loss to the feature
descriptor and detector outputs. Porav et al. found a significant improvement in the number of
matches, which is indicative of image similarity, present between the new synthetic image and
the experience representing the adverse condition. This higher number of matches resulted in

a vast improvement in the localisation performance and drastically reduced the lost distances.
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Figure 5.1 shows the increased number of matches between images.

Figure 5.1: A comparison of the improvement in matching performance experi-
enced where the coloured lines represent matches between the images.

However, the drawback of this approach is that there is a requirement to have already experi-
enced the condition in which you are trying to localise and have a model already trained to do
the image-to-image translation. Interestingly there is work done that perhaps could solve this
issue in the form of an adaption of cycleGAN called ”"domain FLOW” [DLOW] [18]. DLOW
is an adaption of the work done by Almahairi et al. in the creation of Augmented cycleGAN
[augGAN] [17]. Augmented cycleGAN was created to meet some of the restrictions of cycleGAN
[16]. The main limitation of cycleGAN is that although it can be trained on unpaired datasets,
it can only learn one-to-one mappings, and these limitations are more pronounced in instances

where the source and target domain are significantly different.

Almahairi et al. propose that by adding and additional variable to the latent space of the
network during the training phase, additional variations of the images from both the source and
the target domain can be explored by the network which addresses the limitation of the one-to-
one and can now learn a many-to-many model. With the inclusion of this variable in cycleGAN
the Almahairi et al. have been able to create many-to-many mappings after marginalising with
respect to the latent variables. Similar to the work conducted in [17], Gong et al. introduce the
concept of a "domainness” variable. This variable is used to regulate the style output of the
images while training and in the case of the multiple output domains, the domainness variable is
a vector containing variables describing the relationships between the source and all the target
domains. The advantage of DLOW in comparison to augGAN is that due to the influence of
the domainness variable during the training process, DLOW can produce intermediate frames

between the source and the target domains, a graphic of which can be seen in Figure 5.2

In the case of a single target domain, this is a percentage translation between the two domains
but in the case of multiple output domains, the output can be a mixture of all the target domains
and is determined by the domainness vector input during image generation. This creation of

intermediate domains allows the possibility of, given two extreme points such as day and night,
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in firmndz‘nr,r»
lomains

source target
domain domain

Figure 5.2: Representation of DLOW moving an image from the source to the
target domain. Image adapted from [18§]

an experience that matches mid-afternoon could be synthesised, thus reducing the requirement

for frequent traversals to the environment.

5.3 Domain Flow [DLOW]

Although the primary version of the network is the instance in which there is a one-to-many
mapping, Gong et al. has made available a version that learns a one-to-one mapping with the
ability to create intermediate domains. Due to the complex nature of the one-to-many instance,
it is convenient to discuss the network in the context of the one-to-one instance. The explicit
purpose of the DLOW network is not to simply map the images from the source with a specific
probablity distribution to the target domain with specific image characteristics and probability
distribution but rather move the images from one domain to the next. This process creates a
series of intermediate images with intermediate probability distributions that gradually change

from the source to the target domain, a graphic of which is seen in Figure 5.2

Figure 5.3: Statistical representation of the process of moving an image from the
source to the target domain. Image adapted from [18]

Statistically, the path shown in Figure 5.3 is just one series of distributions connecting the source
and target domains however, DLOW attempts to return the shortest geodesic path between the
two domains. Expanding further, given an image M?# where z € [0,1] and is a continuous
domainness variable modelling the progression from source domain S to target domain 7". In
the event that z = 0, the intermediate domain distribution of M?* should be identical to that
of S and when z = 1 the intermediate frame should be identical to that of T". This can be
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achieved as the model makes use of the same cycle consistency loss that was introduced by
cycleGAN [16]. Due to the nature of the generator moving the frame between the source and
target domains, two discriminators are introduced to determine the efficacy of this process. One
discriminator, Dy, acts to distinguish M?* from S and the other, D; to distinguish M? from T'.

Figure 5.4 shows the structure of the model, which will assist during the discussion about the

loss functions implemented.

Desc(T.)

DI %.j Desc(S.)

Figure 5.4: Graphic depiction of the DLOW network with a single source and
target domain. Additional loss functions are also included. Image adapted from
18]

The adversarial loss functions for Dy and D; are presented in Equation 5.1 and Equation 5.2

respectively.

Lsadw = (Ds(Grs(Te)) — 1) (5.1)

Ltaay = (Dr(Gsr(Se)) — 1) (5.2)

The cycle consistency loss presented in [16] is enforced in order to maintain the semantics of the
input image in the translated image but is altered to accommodate the additional discriminator,

the new version of which can be seen in Equation 5.3.

LCyC :H|G5T(GTS(T€7 Z)v Z) - Te”l]
+ [[|Grs(GsT(Se, 2), 2) — Sell1] (5.3)

Due to the nature of image translation and the model learned by Generative Adversarial Net-
works [32], descriptor information that is required for the proper functioning of appearance-
based systems can be lost. This loss in descriptor fidelity greatly reduces the performance of
these systems when utilised with respect to generated images. In order to mitigate this effect,
taking inspiration from the work conducted by Porav et al. [3], a descriptor-based loss function
was created. As mentioned previously, this work primarily makes use of SURF descriptors [40]
and therefore the SURF descriptor is a core component of the loss function developed. The

first phase of the loss function calculates keypoints for both of the input images, S, and Te.



CHAPTER 5. EXPERIENCE WITH STYLE TRANSFER 29

This set of keypoints is then applied to the respective input image as well as the associated
generated image, in the case of S, the generated image is represented by S’; which is generated
to be in the style of T,. Using the same set of keypoints for both S, and S; and T, and T;
respectively, the descriptor is calculated. An L1 loss is then applied to descriptors from the
input image,, Desc(Se) and the generated image, Desc(S;) as depicted in Equation 5.4 for the

forward direction and Equation 5.5 for the backwards direction.

n

LSdesc = Z ‘DeSC(Se) - DeSC(S;” (54)
i=1

Ldese = Z |Desc(T,) — Desc(Té)\ (5.5)
i=1

In the original input image, the keypoints represented areas of interest with respect to the SURF
descriptor, applying these keypoints to the generated image and calculating the descriptors will
be a measure of the degradation of the descriptors themselves during the translation process.
So now while this L1 loss function is able to deal with the quality of the descriptors, it is not
able to deal with the number of keypoints as the keypoints in both instances are the same ones.
The number of keypoints is indicative of the overall quality of the feature-matching ability of
the image, plainly speaking, the more keypoints present in an image the higher the probability
that a sufficient number will match to allow the visual odometry and localisation pipelines to
function appropriately. Therefore the second phase of the loss function is purely the ability of

the input images to match with the generated image.

To achieve this, once again the SURF features and descriptors are found for both the input
and the generated images, but this time no restriction is placed on the keypoints. These sets
of features and descriptors are then matched using a brute force matcher utilising K nearest
neighbours (k-NN) [51] which returns two matches per keypoint. In order to determine the
quality of the matches returned, the Lowes ratio test [25] is applied to the results. The ratio
test can be seen in Equation 5.6 where c is the threshold constant, A; is the first match and B;
is the second match for a particular feature and n is the total number of matches between the

images.

MGood = Z A’L < C(Bz) (56)
i=1

The premise of Equation 5.6 is that given a match to a feature, a good match will be considerably
closer to the point of interest than the next best match. The test is conducted by taking the
first distance and evaluating it against the distance of the second-best match multiplied by a
constant value between zero and one. This constant value allows the test to be as relaxed or
strict as the application requires. For the loss function, the difference between the total number

of matches and the number of good matches is calculated as seen in Equation 5.7, where Maood
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is the number of good matches passing the ratio test with a threshold value of 0.5. Maximising

the number of good matches will reduce Dy, sy as Mgooq approaches M.

Dgisp = M — Mgood (5.7)

The product of L1 loss function developed in the first phase and this difference is shown in
Equation 5.8 and inherently penalises the generation of images with very poor matches. Due
to the importance of the maintaining desciptor information therefore improving the matching
quality of the generated images, it was found that simply adding the two terms together did not

penalise the network adequately, the multiplication of the terms however proved more effective.

LSdesc = Ddiff * Lspesc (58)

The complete generator objective Lgen is shown in Equation 5.9 where each lambda term is a

hyperparameter that weights the influence of each loss component.

Lgen = )\cyc * Lcyc + )\desc * Ldesc + )\adv * Ladv (59)

5.4 Training Tests

Tests were conducted on the network in an attempt to characterise the outputs of the network
and inform a training regime. Initially, the training attempts included the entire image as input
and randomly cropped them to 80% of the original size. There were some initial successes how-
ever it became apparent that there is a switching phenomenon that occurs around a domainess
value of 0.5. Figure 5.5 shows a significant drop in the average number of matches in this region

of domainess values and is more pronounced with training time.

Figure 5.6 shows an extreme example of this attribute of the network. It is this attribute, along
with the recommendations of Porav et al. [3] pertaining to the inclusion of a loss function as
well as a fine-tuning stage with carefully selected images that training regime was developed.
Moving from using the entire image to large images that are cropped considerably during an
initial training phase and fine-tuning should result in a far better output from the network,
as currently extreme conditions like that of Figure 5.6 result in DLOW placing the incorrect
features in places where there is limited information in the source domain. Figure 5.7 shows a
specific example of this. Figure 5.8 shows the results of a network trained using the loss function

as well as the method proposed by Porav et al. [3].
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Average number of matches vs Domainess Variable
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Figure 5.5: A comparison of the effect of training epochs on the number of average
good matches

Figure 5.6: An extreme example of the extreme domain shift that occurs at a
domainess value of approximately 0.5
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(a) Real A (b) Fake B

Figure 5.7: An example of artefacts introduced by DLOW

(a) Real A (b) Domainess: 0.25

(¢) Domainess: 0.5 (d) Domainess: 0.75

(e) Domainess: 1.0 (f) Real B

Figure 5.8: Output of the network trained in two phases, an initial general train
and the second a fine-tuning phase conducted on a few select image pairs.
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5.5 Training Regime

The training regime of the networks occurred in two phases similar to the work of Porav et al.
[3]. The first phase was trained on an unaligned set of 1500 - 2000 random images from each
representative condition. The images were resized from 1280x720 pixels to 720x720 pixels and
then randomly cropped to 256x256 for training. The training was performed on an NVIDIA
A100 GPU with a batch size of 2 over 110 epochs using the Adam optimiser [52] with a fixed
learning rate of 0.0002. The second phase of the training used a small aligned set of data,
approximately 10%. This small set of aligned data was determined similarly to the method used
by Porav et al., using the sequence of transforms developed by the visual odometry pipeline for
the parent experience. The fine-tuning phase used a fixed learning rate of 0.0002 for the first

100 epochs, followed by a linearly decaying learning rate for the remaining 100 epochs.

5.6 Experience (GGeneration

Referring back to Chapter 4.3, the content of an experience is primarily the images that were
recorded during an outing to the environment and the output of an offline process acting on
that data. In this chapter we have been discussing a framework with which we might be able
to begin to synthesise or ”hallucinate” experiences, this is a core functionality of this work and
could mitigate the requirement of frequently collected data. In order to create an experience, a
sequence of left and right images is required to generate the visual odometry trajectory, however,
in the event that we are synthesising an experience from an existing one, the visual odometry
has already been calculated and decoupled from the experience. Therefore only the left images
need to be generated to create a new experience provided the timestamp information is retained
to link the generated images to the relevant descriptors and transforms. The process of creating

a generated Experience A’ is shown in Figure 5.9

Domainess Ezxperience A
Variable Transforms
Ezxperience A Left DLOW | Experience | Experience A’
Monolithic Images Model Generation Monolithic

Figure 5.9: The process of creating a generated experience from an existing one.



Chapter 6

Experience Based Network

6.1 Introduction

This chapter details the experience-based network in its entirety, its structure and the process
of determining which experience has returned the best localisation. Referring again to the work
of Churchill et al. [2] this chapter will first discuss their implementation and then move on to

discussing the version presented in this work.

6.2 Background

The system developed by Churchill et al. [2] was primarily used in long-term navigation. This
was achieved, as previously mentioned by assigning each experience a localiser. The system
would deem to have successfully localised if n-number of localisers return an adequate match.
In their work, successful localisation across multiple experiences would trigger the creation of
links or edges between the experiences such that the nodes in different experiences are linked
together. The primary function of these links is to create an experience graph such that lost
localisers assigned to experiences can be reinitialised should a linked node in another experience
localise successfully. In doing so, the system inherently can navigate for longer distances as
there is a collaborative effort between the experiences and their associated localisers. This
is of particular importance as experiences, as they have defined them, might not contain the
entire traversal and therefore at the start of a pass could fail to localise. Thus in areas of
high variability in appearance, a larger number of localisers will come online and in areas of
more subtle differences, localisers would effectively become useless. It is this property of the
network that has allowed long-term navigation in their research environment. Figure 6.1 shows

a graphical explanation of the experience graph.

34
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Figure 6.1: Graphic depiction of an experience-based network as developed by
Churchill et al. The green dashed lines show the links between nodes. Note the
different numbers of nodes in each experience instance. Image credit: Churchill et
al. 2]

6.3 Experience Based Network

The difference in this works when compared to that of Churchill et al., is in the implementation
of the system and the creation of experiences. The difference in experience creation, where the
experience is created offline using the entire traversal, has already been discussed in Chapter
4 so here we will discuss the implementation difference. In the work of Churchill et al., the
experience-based network is deeply integrated into the navigation system, the output of which
is successful localisation and navigation. The output of our system is that of an image, which
is fed into the downstream task of navigation to determine the point along a repeat trajectory
during a repeat phase. It is, therefore, imperative that a single, accurately localised image is
returned. To this end, if multiple localisers return localisations, a choice must be made. In the
work of Churchill et al. [2] the creation of edges was primarily used to assist additional localisers

that were lost, acting as re-initialisation points for them.

In the case of our implementation, there is less of a requirement for these edge links between ex-
periences as each experience acts independently and the localiser has access to the full collection
of nodes within the experience.l am primarily interested in the performance of the generated
expereinces on the premise that generated data can be used in lieu of recorded experiences. It is
for this reason that I have opted to not create edges between experiences as the localiser ought
to rely wholely on the quality of the generated image, and not reducing the number of nodes
that are available to the localiser enables a lost localiser to recover without intervention. Re-
ducing the number of accessible nodes to the localiser would require the creation of experience
edges. There could be an instance where, due to the nature of an agricultural environment and
the similarities inherent in the crop structure, it could return a false positive that passes all the

tests but is located at a different section of the trajectory.

We tuned our system to reduce the likelihood of false positives by using the method of sub-
sampling, in which the associated trajectory is used to determine area of significant or minimal
pose change and images are kept accordingly. It is assumed that if the robot has undergone

a significant pose change the visual appaerance will also have undergone a significant change
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and increasing the visual difference in images presented to the localiser increases the likelihood

that a returned image will be correct. The trajectory thresholds can be fine tuned for each

environment and are discussed in Chapter 4.3

6.4 Implementation and Performance Metrics

The network is constructed to have a central control hub to which all experience-localiser pairs

present their results given a live image. Figure 6.2 describes this arrangement.

Control
Hub

[= == === === [m—= == == === [=m—= =2 == ===

FExperience FExperience FExperience

Localiser Localiser Localiser
FExperience Experience FExperience
Pair A Pair B Pair C

Figure 6.2: A graphic representation of the control hub and the experience pairs

It is then the task of the central control hub to determine which of the experience results should
be presented as the system’s output. The function of the experience-localiser pair and the
control hub is asynchronous to allow the addition and subtraction of experience-localiser pairs

seamlessly and compensate for any processing time delays that could occur during operation.

6.4.1 Experience-Localiser Pair

Presented with a live image, the experience-localiser pair makes a comparison between each
of the query images and the live image to determine the location of the robot, as discussed in
Chapter 3.5. If the localisation is unsuccessful, the experience returns the failure to localise flag,
indicating a new place is being visited and then repeats the process on the new live image. If the
localisation is successful, the experience then interrogates the output of the localiser to ensure
that it is not a false positive. Recall from Chapter 3.5 that the measure of a good localisation is
the number of inliers that are present between the current live pair and the localised image. This
number of inliers is due to the RANSAC [31] process that occurs in the visual odometry pipeline
where a higher number of inliers is directly proportional to the similarity in the images leading
to a robust transformation estimate, see Chapter 2.3 for more details. Therefore an additional

function of the visual odometry pipeline is to distinguish true and false positive localisations. If
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the image passes this visual odometry test, the image and the number of inliers are presented

to the control hub.

To determine the efficacy of the localiser and experience pair, a performance metric is required.
One such metric has already been introduced in Chapter 3.5, in the form of the number of inliers
present in a match. Another metric used in this paper is a probability plot. The probability
plot measures the probability that a robot will be lost up to a certain distance. Referring to
Figure 6.3 to demonstrate the metric, both robots travelled a total distance of 100m however,
one was lost five times for 10m each time, and the other only got lost once for a duration of
50m. We can then say that the localisation performance of the second robot is considerably

worse due to the reliance on the visual odometry system.
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Figure 6.3: These plots show the probability that a robot will be lost for a given
distance. In both cases the robot was lost for about 50% of the distance however
the first robot was only lost for 10m per occasion.

6.4.2 Control Hub Implementation

It is the responsibility of the control hub to determine the best result and then present that as
the output of the system. It does this simply by keeping a record of the current number of inliers
that each experience-localiser pair has returned and presenting the result associated with the
highest inlier value. In practice, false positives that do meet the inlier threshold do so normally

with a low number of inliers and thus are disregarded in the presence of good localisations from

the other experiences.



Chapter 7

Evaluation

7.1 Introduction

To test the localiser three distinct regions were used, namely Old Zoo, Lindenhof and Backs-
burg. Localisation experiments were conducted in all three environments with the majority
occurring at the Old Zoo. This was primarily due to the accessibility of the area as well as
the large variation in appearance due to flora in the environment. This chapter introduces
the environments and research platform before discussing the experiments and their associated

results.

7.2 Environments

7.2.1 Old Zoo

Old Zoo is an abandoned zoo located nearby the University of Cape Town’s upper campus.
The environment primarily consists of semi-tarred walkways, unmaintained flora as well as
abandoned buildings. A key point of interest is an abandoned lion cage at the rear of the area.
The vocabulary was created using images taken over a number of traversals and at numerous

places located around the area. Figure 7.1 shows a few photos of the location.

The area was selected due to the variety of flora, with open sections and wooded areas along the
path. The route, depicted in Figure 7.2, was chosen specifically for the variation in observed
flora and containing points of simple and distinct turns. Figure 7.2 shows the path overlaid on

a satellite image.

38
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Figure 7.1: Photos of the Old Zoo environment

Abandanad Linns Cage

Figure 7.2: A satellite image of the path utilised in the Old Zoo environment

7.2.2 Lindenhof

The second environment of interest is a nectarine orchard located at a farm called Lindenhof
near Paarl, Western Cape. The primary attribute of the environment is long and dense rows of
leafy nectarine trees, boarded by wide farm roads, and the entire orchard was covered with a

mesh netting. Figure 7.3 shows a few photos of the location.
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Figure 7.3: Photos of the Lindenhof environment

The test location was selected due to the relatively neat nature of the rows. They had been
mowed a few days prior, resulting in minimal vegetation between the rows of trees, such as grass,
providing a good test case of the robot. Figure 7.4 details the routes used for the experiments
and the vocabulary generation. In line with the recommendations in Chapter 3.5 the routes used
to collect vocabulary images for each of the environments are considerably longer to improve

the likelihood that the images used for training are diverse.

Figure 7.4: A satellite image of the paths utilised in the Lindenhof farm environ-
ment. Where green is the evaluation path and yellow is the vocab path. Markers
indicate the start point.
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7.2.3 Backsburg

The third environment utilised was a blueberry crop located at a farm called Backsburg near
Paarl, Western Cape. The primary attribute of the environment is long and wide neat rows of
low blueberry bushes with a ground covering. A farm road divides the blueberry crop into two
distinct sections, and the entire blueberry crop is covered with a mesh netting. Compared to

the first agricultural environment, the area is far more open. Figure 7.5 is a few photos of the

location.

Figure 7.5: Photos of the Backenburg Farm environment

Figure 7.6 details the route used for experimentation as well as the route used to generate the

vocabulary for the environment.

Figure 7.6: A satellite image of the paths utilised in the Backsburg farm environ-
ment. Where green is the evaluation path and yellow is the vocab path. Markers
indicate the start point.
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7.3 Research Platform

The platform this thesis uses is a Clearpath Husky, developed and manufactured by Canadian
company Clearpath Robotics. The platform is a Robot Operation System [ROS] based robust
outdoor four-wheeled robot. The robot uses skid steering and has a maximum speed of 1.0
m/s. Throughout this work, various additions were made to the robot, resulting in the final
configuration described here. The primary sensor used is a StereoLabs ZED2i stereo camera
which has a baseline of 120mm. Headlights were installed to capture early morning traversals.

Figure 7.7 depicts the platform configuration.

(a) Husky (b) Husky with lights

Figure 7.7: Photos of the Clearpath Husky at the Old Zoo

7.4 Experiments

A number of data collections were conducted at the various locations. Localisation tests were
conducted at Lindenhof and Backsburg to determine the performance of our localiser, for the
different types of crops. The old zoo was primarily used for testing the efficacy of the experience-
based network in environments of large visual change due to the variation in flora and the
mixture of open and shaded areas. It was also used to measure the performance of the network

in the presence of generated experiences.
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7.4.1 Network Testing

Preliminary experiments were conducted without any image generation to determine the sys-
tem’s efficacy and lead to the discovery of inefficiencies and an openFABAP [36] implementation
error. Inefficiencies were addressed with the introduction of a serialised data structure and the
adoption of the robot operating system (ROS) framework, resulting in a network that not only
is modular but has a localisation loop rate of 3-5Hz which is sufficient for a robot with a max

speed of 1.0 m/s as the distance between localisations is less than the length of the robot.

7.4.2 Style Transfer

This section is primarily concerned with evaluating the ability of the DLOW network [18] to
transfer the style of images from the source to the target domain by means of intermediate
domain images. This evaluation was conducted in both the Lindenhof and the Old Zoo envi-

ronments.

Old Zoo

Three models were trained using the Old Zoo dataset, one capturing the change indicative of
the morning with the source domain at 04:30 and the target domain at 10:00, a second model
capturing the change indicative of the afternoon with a source at 10:00 and a target at 16:00

and a final model attempting to capture the change of the entire day with a source at 04:30

and 16:00. Figure 7.8 is a comparison of the same viewpoint at the three different times.

(a) 04:30 (b) 10:00 | | (c) 16:00

Figure 7.8: A visual depiction of the three timeslots used as domains to train the
Old Zoo models

The output for the models capturing the change for the morning, afternoon and entire day are
shown in Figure 7.9 to Figure 7.14. The results of the models concerned with shifting domains
across smaller time-gaps such as 10:00 to 16:00 yield better results, as can be seen in Figure

7.9, 7.10, 7.11 and Figure 7.12 where the domain shift is less pronounced.
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(a) 04:30 (b) Domainess: 0.33 (c¢) Domainess: 0.66 (d) 10:00 (e) Domainess: 1.5

Figure 7.9: Output of the model trained to move images from source 04:30 to
target 10:00

e

(a) 10:00 (b) Domainess: 0.33 (c¢) Domainess: 0.66 (d) 04:30 (e) Domainess: 1.5

—

Figure 7.10: Output of the model trained to move images from source 10:00 to
target 04:30

(a) 10:00 (b) Domainess: 0.33 (c¢) Domainess: 0.66 (d) 16:00 (e) Domainess: 1.5

Figure 7.11: Output of the model trained to move images from source 10:00 to
target 16:00

(a) 16:00 (b) Domainess: 0.33 (c¢) Domainess: 0.66 (d) 10:00 (e) Domainess: 1.5

Figure 7.12: Output of the model trained to move images from source 16:00 to
target 10:00

(a) 04:30 (b) Domainess: 0.165 (¢) Domainess: 0.33 (d) Domainess: 0.495
= o o s - Lane PO % i i s * i

P

(e) Domainess: 0.66 (f) Domainess: 0.825 (g) 16:00 (h) Domainess: 1.5

Figure 7.13: Output of the model trained to move images from source 04:30 to
target 16:00

Referring to Figure 7.13, there is a clear progression from 16:00 to 04:30 but a severe degradation

in the image quality with a distinct jump between domainess values of 0.495 and 0.66. Referring
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(e) Domainess: 0.66 (f) Domainess: 0.825 (g) 04:30 (h) Domainess: 1.5

Figure 7.14: Output of the model trained to move images from source 16:00 to
target 04:30

to Figure 7.14, similar behaviour is witnessed with many artefacts being introduced after a
domainess of 0.495. Although the network was trained specifically to avoid instances of this
nature, it stands to reason that the current state of the model is inadequate to capture the
change appropriately, or it is a function of the low light performance of the cameras used in this

study resulting in images with less data available in low light conditions.

Lindenhof

A single model was trained using data collected in an early morning session, and during the day,
Figure 7.15 is a comparison of the same viewpoint at two different times. The output of the
respective models are presented in Figure 7.16 and Figure 7.17. The phenomenon that occurs

at a domainess value around 0.5 can also be clearly seen here.

(a) Early Morning (b) Daytime

Figure 7.15: A visual depiction of the two domains used to train the Lidenhof
model

Again the domain shift jump can be seen in Figure 7.16 and the network performs better when

converting from the high information domain of Daytime to Early Morning, see Figure 7.17



CHAPTER 7. EVALUATION 46

(d) Domainess: 0.75 (e) Daytime (f) Domainess: 1.5

Figure 7.16: Output of the model trained to move images from source 10:00 to
target 16:00

(d) Domainess: 0.75 (e) Early Morning (f) Domainess: 1.5

Figure 7.17: Output of the model trained to move images from source 10:00 to
target 16:00

7.4.3 Localiser Testing in Agricultural Regions

Localisation tests were conducted at Lindenhof and Backsburg due to the disparate nature
of the two regions. To test the efficacy of the localiser in each of these regions, a number of
vocabularies were produced. As the vocabulary is a principal factor in the system’s performance,
vocabularies of various sizes were created and compared with each other. Concerning the
Lindenhof environment, the experiences were generated from passes of the route shown in Figure
7.4 and sub-sampled using the keyframe generator with thresholds of 2.0 m set for distance
travelled and 0.2536 radians for yaw angle. Figure 7.18 shows the results of the localisation test
conducted at Lindenhof.

The Lindenhof route used to evaluate is the second half of the route shown in Figure 7.4.
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Localised points on the path
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Figure 7.18: Results of the localisation test conducted on the Lindenhof dataset

The route is 157.8m and consists of road sections on either side, but most of the path is the
nectarine row itself. Referring to Figure 7.18, the performance leaves much to be desired. There
is clearly a cluster of localisations on each road portion but a failure to localise for practically the
entire nectarine row with only a small number of localisations in the centre. Interestingly the
vocabularies of 2300 words, 6200 words and 7400 words performed the best, but there will still
be a heavy reliance on the visual odometry system to estimate position along the row. Figure
7.19 shows the system’s output in the road section, while Figure 7.20 describes the output in

the nectarine row.

vocab_test_keyframe_2.5k vocab_test_keyframe_4.3k

Figure 7.19: Example of localisation output of each vocabulary for road section,
where the tile labelled ”Live” is the image presented to the localisers and the sub-
sequent outputs are labelled corresponding to the size of vocab used.

The same experiment was conducted on the Backsburg dataset, using the same method for
generating and sub-sampling the experiences. The route used at Backsburg is made up entirely
of a row of blueberries, with only a few frames of the road at the end of the route. Figure 7.21

shows the result of the localisation test conducted at Backsburg.

Figure 7.21 shows consistent localisation across all vocabularies sizes along the 104.7m route,
with vocabularies consisting of 2400 words and 7300 words performing the best, only getting
lost for a maximum of 5m and 6m, respectively. Figure 7.22 shows the system’s output and can

begin to indicate the reason for the extreme difference in localisation performance between the
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Figure 7.20: Example of localisation output of each vocabulary for nectarine row
section, where the tile labelled ”Live” is the image presented to the localisers and
the subsequent outputs are labelled corresponding to the size of vocab used.
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Figure 7.21: Results of the localisation test conducted on the Backsburg dataset

two regions.

row_forward_keyframe_5.4k

Figure 7.22: Example of localisation output of each vocabulary, where the tile
labelled ”Live” is the image presented to the localisers and the subsequent outputs

are labelled corresponding to the size of vocab used.

Comparing Figures 7.20 and 7.22, there is a vast difference in the visual input of the system.

When comparing Figure 7.19, where the localiser at Lindenhof performed well with Figure 7.22,

we can see visual similarities in the lighting and visual input into the system. Suggesting that

there is an environmental condition in which the system performs optimally.
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7.4.4 Localiser Testing with Style Transfer

Localisation tests concerning the time of day were conducted at Old Zoo. 11 hours of data were
collected from 04:30 to 16:00, with traversals being conducted at 2-hour intervals for the route
shown in Figure 7.2. At each instance, two traversals were conducted, one for evaluation and

one for experience generation. Experiences were generated using a 6000 word vocabulary.

For three of the time collections, the test data collected was compared to its sibling collection
and all other times recorded, with the number of good localisations logged. The experiences
were generated and sub-sampled using the keyframe generator with thresholds of 2.0 m set for

distance travelled and 0.2536 radians for yaw angle. These results are compared in Figure 7.23

Localisation performance per time of day
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——-08:00
—=—12:00

600 |- 2

400 - 2

200 2

Number of localisations

| | | | | | |
04:30 06:00 08:00 10:00 12:00 14:00 16:00
Time of Day

Figure 7.23: The effect of appearance change due to time of day on the perfor-
mance of the localiser in the Old Zoo.

Large peaks correspond to the instances where the test data was compared to the experience
data collected at the same timeslot, and are practically near identical images hence a large
number of localisations. The same experiment was then conducted using 08:00 as the test
stream and generated images for the experiences. The plot for 08:00 is repeated, and the results

of the generated experiences are plotted as scatter points on the graph in Figure 7.24

There is a strong correlation between the number of good localisations obtained from the expe-
rience and its parent data collection, in the sense that an experience made to mimic 14:00 from
data collected at 10:00 outperforms the data collected at 14:00 in terms of good localisations.
This indicates the loss function successfully retains the descriptor information from the parent
data and transfers it to the generated experiences. This is further confirmed by looking at
DLOW 16:00 and DLOW 04:30 in Figure 7.24. In each case, the parent experiences failed to

localise, and thus the generated ones failed as well.
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Localisation performance per time of day
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Figure 7.24: The effect of appearance change due to time of day on the perfor-
mance of the localiser at Old Zoo in the presence of generated experiences. Where
DLOW 10:00 are images created from the collection at 10:00 and transferred to
either 16:00 or 04:30. DLOW 16:00 are images created from the collection at 16:00
being transferred to 10:00 and DLOW 04:30 are images created from the collection
at 04:30 also being transferred to 10:00

Incorporating the generated and recorded experiences into two experiments where the collection
at 08:00 was used as the test stream. The first experiment incorporated all the experiences
generated from the 10:00 data collection, and the second compares the afternoon data collections
and the generated experiences. Figure 7.25 shows a sample output from the localiser from the

first experiment, followed by the probability plot in Figure 7.26.

Figure 7.25: A still of the localisation output for the experiment comparing all
the experiences generated from the 10:00 data collection.
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Figure 7.26: The lost probability of all the experiences generated from the data
collection at 10:00.

Experiences generated from the model capturing the afternoon appearance change outperform
the experiences generated using the model trained to capture the change with respect to the
morning. Now concerning the second experiment, Figure 7.28 shows the probability that each of
the localisers is lost for a certain distance, and Figure 7.27 shows the points along the trajectory

that were successfully localised to.

Localised points on the path
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Figure 7.27: The regions along the trajectory that were successfully localised to.
The overlapping of points suggest a high number of successful localisations in those
regions.

There are instances where the generated experiences localised before the parent experience, as

evidenced by Figure 7.27, effectively reducing the lost distance in each instance, and referring
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Figure 7.28: The probability plot of the individual experiences where data col-
lected at 08:00 was used as the live stream.

to Figure 7.28, we can clearly see that each generated experience outperforms its mimicked
experience another indication that the descriptor loss function performed correctly. However,
the system’s true strength is shown in Figure 7.29 when the collection of generated experiences

outperforms the parent experience.

1.0
—— DLOW
zoo_1000_exp
0.8
A 0.6
]
2
E
[1%]
8
& 0.4
0.2
0.0 T T T T T T T T T
] 20 40 60 80 100 120 140 160

Distance Lost [m]

Figure 7.29: The probability plot of the collection of DLOW experiences vs the
parent experience

Figure 7.29 indicates that the images created by the DLOW network are different enough such
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that in instances where the parent experience fails, the generated ones succeed. If this were not
the case the probability plots would be far similar and in fact, referring to Figure 7.28 we can
see this condition when comparing zoo_arvie_1600_keyframe and zoo_1000_keyframe lines in the
plot, as the performance of zoo_arvie_1600_keyframe is purely due to the descriptors retained
from the original experience. An instance where the parent experience fails to localise but the

generated ones do can be seen in Figure 7.30

Figure 7.30: Example of localisation output where the tile labelled ”Live” is the
image presented to the localisers and the subsequent outputs are labelled corre-
sponding to the time of day mimicked and names containing fineA are generated.

This result is corroborated by an experiment performed on a smaller section near the lions cage
at the Old Zoo earlier in the year. The experiences were generated from data collection at 06:00
and 14:00. Figures 7.31 and Figure 7.32 show the results.

Figure 7.31: Example of localisation output of the previous experiment, where
the tile labelled ”Live” is the image presented to the localisers and the subsequent
outputs are labelled corresponding to the time of day mimicked. Times in grey are
recorded and times in orange are generated.



CHAPTER 7. EVALUATION

1.0
— TG&R
—— sunlight
— sunrise
0.8
@
9 0.6 1
=y
E
[§5]
L
© 0.4
o
0.2 A
0.0 T T T \ T T

T
10 15 20 25 30
Distance Lost [m]

[=
wn

Figure 7.32: The lost probability of the experiment. Where DLOW represents the
experiences as a collection, sunrise is the performance of the parent data collection
and sunny is the performance of the collection closest in appearance to Live.
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Chapter 8

Conclusions

This thesis set out to determine if it is possible to augment appearance-based localisation
systems utilising experiences for outdoor environments that undergo large changes in appearance

and whether we would be able to capture this change using sparsely collected data.

Chapter 3 introduced the core system utilised in this work and gave insights into the compo-
nents with which the performance is closely tied and informed the choice of using a 6000-word

vocabulary.

Chapter 4 introduced the experience with which each localiser was paired and the choice to
use sub-sampled experiences to improve performance. Chapter 5 took this a step further by
generating experiences from collected data, it is here where the limitations of the DLOW [18]
network were first encountered and attempted to be mitigated by adjusting the training regime

after some initial tests.

Chapter 7 presents the environments in which the testing occurred, each testing an aspect of the
system to accurately determine the efficacy. The results at Lindenhof suggest that the cameras
themselves, outside of the use of generated experiences, might be a cause for concern, failing
to localise for practically the entire length of the dense, dark and and leafy nectarine row, see
Figure 7.18 and comparatively performing excellently in the Backsburg environment with it

large open rows of blueberries, Figure 7.21, which in contrast is open and well lit.

At the Old Zoo, we address the question proposed earlier: Can this system improve localisation
under large appearance change? We were primarily concerned with the change indicative of
the time of day and, to this end, captured the extremes attempting to use them to generate
experience that can be used to localise during the day. In this task, the system faltered,
with the network developed in Chapter 5 failing to produce images of the required quality in
these extreme cases. However, the system improved localisation for more moderate changes in
appearance, as evidenced by the generated experiences outperforming the respective collected

experiences in two experiments.

These generated experiences were created from a data collection that performed well in its

95
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own right, the data collection at 10:00, and suggests that the loss function developed to retain
the matching performance of the parent experience functions correctly, successfully creating
experiences that localise more often than the experience it was set to mimic, Figure 7.29. In
the presence of moderate changes, DLOW can successfully alter images, albeit marginally, such
that the collection of generated experiences outperforms the parent experience, which is closer
to how the network is implemented in practice, as the experience-localiser pairs are not utilised

in isolation but in the network.

Future Work

The improvement in the localisation performance of the appearance-based localisation system
utilising a mixture of generated and recorded experiences for an albeit narrow change in ap-

pearance opens new opportunities for future work to be conducted

Agricultural dataset creation

There are excellent datasets created for urban and structured environments, such as KITTI
Dataset [53], Newer College Dataset [54] and Oxford RobotCar Dataset [55]. However, datasets
pertaining to agricultural regions are lacking, and the few available such as FieldSAFE [56]
contain limited data and datasets like Chebrolu et al. are great for plant identification, but not
in row navigation tasks. A dataset containing a suite of high-resolution sensors that captures
the change in the environment due to farming activities, lighting and seasons would be beneficial

for future research in agricultural environments.

Expanding application window for generated experiences

The system proposed in this work was limited by the output of the GAN which in turn was
limited by the low-light performance of the camera. The creation of a dataset can improve
the data input, but the performance gains seen from including generated experiences warrant
research into the generation of images for localisation. It might be an interesting endeavour to
investigate the use of lighting invariant images as training images for the model, perhaps that

can further expand the range?

Replacing DLOW backbone

DLOW is a GAN model created in 2018/2019 and since then there have been some advances
in other models. Replacing DLOW with other more modern models, or intoducing additional

components to bring it more in line with current trends will be beneficial.
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