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Abstract

Smooth Particle Hydrodynamics (SPH) is one of the simplest meshless methods currently

in use. The method has seen significant development and has been the germination point

for many other meshless methods [1,2]. The development of new meshless methods regu-

larly uses standard SPH as a starting point, while trying to improve on issues related to

consistency and stability. Despite these perceived flaws it is favoured by many researchers

because of its simple structure and the ease with which it can be implemented.

The research presented here centres around an explicit, time dependent implementation

of SPH. SPH is used to approximate nonlinear elasticity in one and two dimensions. The

SPH implementation is based on total Lagrangian formalism [3] to achieve stability. The

implementation of the numerical scheme is such that time dependent boundary conditions

and simple constitutive non-linearities are implemented without any matrix inversion.

The scheme relies wholly on matrix multiplication, allowing for simple conversion to a

multi-processor environment.

The algorithm used forms the basis of the work presented, with issues of accuracy and im-

plementation discussed in detail. Validation of the technique is via comparison with data

available in literature, as well as via comparison with one dimensional wave propagation

theory. Various features of the method are demonstrated with appropriate test config-

urations. Special attention is given to problems experiencing time dependent loading

conditions.
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Chapter 1

Introduction

Meshless methods have enjoyed significant exposure as an alternative to established com-

putational methods such as finite elements. They are generally more flexible, and able

to address issues in established methods. Significant progress has been made in the field,

and yet it remains relatively opaque, with no dedicated proprietary codes available. A

potential user must delve into the method, generally in great detail.

Smoothed Particle Hydrodynamics (SPH) was one of the first of such methods, and is

lauded as being one of the simplest to use. Many papers have been written discussing fine

details of computations performed under SPH, skipping the supposedly “trivial” process

of generating computer code to perform the actual computations.

Works such as [4] discuss fine details such as convergence, accuracy of interpolation, and

invariance to geometry discretisation (equivalent to meshing in FEM). While this detail

is invaluable, and the basic equations are discussed in every paper, these works generally

omit all detail on actual implementation, skipping from the most basic of equations

describing the method to final results.

A computational mechanist, looking to use the method, must undergo a period of code

development and verification for many months before even basic results can be repro-

duced.

This thesis aims to build a bridge between the basic formulation which is well known and

relatively easy to understand, and the solutions published in the scientific literature. As

such, the work cannot be regarded as novel, and yet it is hoped that it will be valuable

to researchers wishing to enter the vast world of meshless methods.

This document has been developed in a manner that will lead the reader from history

of SPH, to the basics of the method through some of the pitfalls that are universally

acknowledged, to a relatively basic working code. Little emphasis is placed on using

1
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every possible technique to ensure the results are the most accurate possible; instead,

the focus is on the development of a logical method to implement the most basic method

possible. That said, certain methods beyond the most basic have been used. Where this

is the case the motivation for this inclusion is presented.

Meshless methods have been applied to a vast range of problems, each posing its own

unique demands on the method. The aim of this thesis is to focus on problems in

elastodynamics.

1.1 Meshless methods in computational mechanics

The modelling of dynamic material behaviour has been the domain of partial differential

equations and continuum mechanics for many years. Nearly all complex problems are

currently solved computationally, through the use of some numerical approach. For

standard elasticity problems, as well as a host of other, more complex problems, the finite

element method (FEM) is the current tool of choice. FEM relies on a fixed discretisation

of the material, with a domain being broken up into elements having nodes at least at

their vertices. As such, it is unsuited to the modelling of fluids or of solids that undergo

large deformations, as the discretised ‘mesh’ quickly becomes distorted, resulting in poor

field approximations [5]. Dynamic re-meshing of highly distorted elements is currently

implemented by FEM users to circumvent these problems.

Figure 1.1: FEM and SPH approximations of a domain

Chapter 1: Introduction 2
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Meshless methods aim to avoid the poor approximations associated with mesh distortion

by removing the interconnection of nodes. A domain is discretised into nodes, but no

strict connections are enforced. The integrity of the domain is maintained through the

application of some interrelation of the nodes. This interrelation rule is generally a

function of the distance between nodes.

The accuracy of the approximation is not determined by how nodes move relative to each

other. Thus no difficulties are experienced due to mesh distortion, although there is a

computational cost associated with the interrelation rule. Any change in the position of

nodes will affect other properties of the domain, with nodes having a changing influence

on other nodes, depending on position.

1.2 Smoothed Particle Hydrodynamics

The Smoothed Particle Hydrodynamics method is a fairly simple example of a meshless

method [1]. It was first developed in the late 1970s to model astrophysical problems in

three-dimensional space [6]. Due to the success of SPH in this field, it was extended

to applications in computational mechanics by 1990 [cited in [7]]. It has since been

utilised successfully to model various mechanics problems ranging from simple elasticity

to complex fracture [8].

SPH has a remarkably simple formulation once fully derived, and one might expect an

implementation to be direct. This is indeed the case for the most simple of cases, but

problems are encountered early on. The first of these has to do with the imposition of

boundary conditions. As SPH was developed for unbounded domains (as in astrophysics),

the boundary term that arises in the formulation is treated as unimportant (as shall be

discussed in Section 2.8 on page 30). Some special treatment of boundary conditions

must be employed for bounded domains. This is in contrast to the finite element method

where boundary conditions are naturally enforced. The second, and more vexing issue is

that of the so-called tensile instability which can cause unbounded growth of the solution.

This issue shaped the direction of the project and is covered in detail in Section 4.7 on

page 84.

1.3 An in-house SPH solid mechanics code

In an attempt to develop expertise in the field of meshless methods it was decided to look

at SPH in detail. The aim was to document the creation of an SPH code, fleshing out

the details of implementation often ignored in the literature.

Chapter 1: Introduction 3
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SPH has been used in blast and blast mitigation work [9, 10] and in impact (high strain

rate) scenarios [11–13], and thus links closely with the work of the Blast Impact and

Survivability Research Unit (BISRU) at the University of Cape Town.

1.4 Aims and structure of the thesis

This thesis is intended to serve as a guide to a simple implementation of SPH. As such,

it is structured in a manner that closely follows an obvious developmental path. The

general method of SPH is discussed before any detailed continuum mechanics. This

is done in a totally abstract manner and could potentially be applied to any partial

differential equation (PDE). This allows the reader to understand the basic assumptions

and constraints imposed by the method.

A simple implementation of SPH for solid mechanics (most simply linear elasticity) was

desired, but issues relating to the method required some deviation from this. Where

the implementation, and consequences thereof, did require some deviation from linear

elasticity these are discussed before some modification is motivated for and made.

The governing equations for finite strain elasticity are presented, followed by their SPH

approximation. When the implementation requires a deviation from the case in question

any additional theory required is presented before looking at the new implementation.

An overview of the final code is then given. The procedure is discussed in simple pseudo-

code, with references to the actual code. Where applicable, issues of computational

implementation are discussed.

The code is validated against fundamental theory. Here, several test cases are used to

verify that the issues discussed previously are suitably dealt with. The validation tests are

based on wave propagation as this links closely to the time-dependent solution method

used.

Finally, a set of conclusions and recommendations are given. These discuss this project,

and reflect on areas that require further attention

Structure

The structure of the rest of the thesis is as follows.

A mathematical description of the SPH approximation and a discussion of the influence

of the fundamental variables of the system is presented in Chapter 2. The Governing

equations for elasticity are presented in Chapter 3. An SPH approximation to the theory

Chapter 1: Introduction 4
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presented in Chapter 3 is then presented in Chapter 4. This chapter additionally describes

the validation procedure followed to verify the SPH implementation, and results from this

testing. The implementation is then extended to nonlinear elastodynamics in Chapter 5.

Again, the implementation is verified, and the results discussed. Finally, the results of

the thesis are presented and recommendations are drawn from these.

Chapter 1: Introduction 5
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Chapter 2

The SPH Method

SPH is formulated using an integral representation for field function approximations.

In SPH the integral representation is known as the kernel approximation. This allows

integrals to be approximated through the use of a weighting or smoothing function; this

function allows the approximate value of the function at a point to be expressed in terms

of the function’s value at points surrounding the one in question.

This approach can be applied to any PDE. Despite this, PDEs with a spatial domain are

most readily dealt with, as a particle discretisation is fairly natural.

Described simply, SPH discretises a domain into a collection of points, more generally

referred to as particles, that contain all the properties of the domain. These particles have

no connection with each other, and interact as a function of their distance apart. Each

particle has an effect on any surrounding particles that fall into their sphere of influence.

This sphere of influence is determined by the cover of kernel function which is defined

such that the effects of nearby particles are greater than those of particles further away.

This discretisation is shown in Figure 2.1.

The manner in which the influence of particles on each other diminishes is not especially

important, as the approximation is intended to converge to the exact solution as the

cover size is reduced. This is discussed fully in Section 2.1. Thus, as long as a domain is

discretised in a “fine enough” manner, a reasonable approximation is made.

2.1 The kernel approximation

To introduce the kernel approximation formally it is best to consider the weighting func-

tion (also called the kernel), which determines the influence of the surrounding area on

6
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Figure 2.1: Influence of particles on each other

a particular point. The point of interest in the domain shall be denoted by x. General

points in the domain are represented by x′.

Consider a function f , whose value of f at x can be expressed in the form

f (x) =

∫
Ω

f (x′) δ (x− x′) dx′ (2.1)

where

δ (x− x′) =

{
∞ x = x′

0 x 6= x′
and

∫
Ω

δ (x− x′) dx′ = 1 (2.2)

is the Dirac delta.

The Dirac delta can be approximated by some function W , that satisfies the normalisation

constraint, but which is defined over some finite distance h, referred to as the cover of

the function. This allows an approximation of equation (2.1) to be constructed. Such a

function is shown in Figure 2.2.

W is called the cover function and is defined to have the properties

W = W (x− x′, h) and

∫
W dx′ = 1. (2.3)

Chapter 2: The SPH Method 7
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The replacement of the Dirac delta with a cover function leads to an approximation of

the function called the kernel approximation. This is denoted by angular brackets,<>.

Thus

f(x) ' < f > (x) =

∫
Ω

f (x′)W (x− x′, h) dx′. (2.4)

Figure 2.2: Approximation of Dirac delta

2.2 Cover functions

Because the kernel approximation is key to SPH it is worth looking at the selection

of cover functions in slightly more detail. First we examine the properties for which

cover functions are selected. We then present several cover functions that meet these

requirements.

2.2.1 Properties of cover functions

The cover functions discussed in Section 2.1 are typically selected to meet a number

of conditions. These conditions are not strict, in that one or more may ignored, but

doing so may result in a change in the overall behaviour of the method. To make the

approximation of f as accurate as possible it is important that W converges, in some

sense, to the Dirac delta as the cover size is reduced.

The general conditions are that W must [8, page 39]:

Chapter 2: The SPH Method 8
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• satisfy the delta function property. This ensures that as cover size (h) is reduced

the SPH approximation increases in accuracy. This can be written in the form

lim
h→0

W (x− x′, h) = δ (x− x′) . (2.5)

• satisfy the unity condition. This ensures that the interpolation performed by using

the cover function is conservative. This property is based on the property of the

Dirac delta that:∫
Ω

δ (x− x′) dx′ = 1 . (2.6)

This condition may be expressed as∫
Ω

W (x− x′, h) dx′ = 1 . (2.7)

• have compact support. This ensures that particles are not affected by other particles

that lie outside of a finite sphere of influence. This is written in the form

W (x− x′, h) = 0 when |x− x′| > h . (2.8)

Using these assumptions we can make some generalisations of the kernel approximation.

If we take the Taylor expansion of f about x (assuming f is smooth enough) we get

< f > (x) =

∫
Ω

f (x′)W (x− x′, h) dx′

=

∫
Ω

[
f (x) +∇f (x) · (x− x′) +O

(
|x− x′|2

)]
W (x− x′, h) dx′

= f (x)

∫
Ω

W (x− x′, h) dx′

+ f ′ (x)

∫
Ω

(x− x′)W (x− x′, h) dx′ +R
(
h2
)

(2.9)

where R is the residual.

If W is chosen to be radially symmetric (even in a one-dimensional context), as it usually

is, we find that∫
Ω

(x− x′)W (x− x′, h) dx′ = 0 . (2.10)

This reduces equation (2.9) to

< f > (x) = f (x) +R
(
h2
)
. (2.11)

Chapter 2: The SPH Method 9
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It is thus generally said that SPH is second-order accurate, provided that W is radially

symmetric, and that the normalisation condition is satisfied. The latter condition is

generally violated near the boundary even if the condition is satisfied within the domain.

This is discussed in greater detail in Section 2.8 on page 30.

While the conditions listed above are there to allow for the derivation of the SPH ap-

proximation to a function, an additional condition is usually added to allow SPH to

be extended to include gradients of f . This additional condition is that W must be

differentiable within the cover area. This is discussed in full in Section 2.4 on page 17.

2.2.2 Some cover functions

There are endless possibilities for cover functions, with the most common functions being

defined as radially symmetric. Radially defined cover functions result in an isotropic SPH

interpolation field.

The most common cover functions are presented here. Each function is defined in terms

of the radial distance r, which is defined by

r =
|x− x′|

h
(2.12)

where h is once again the cover size.

Each function is shown in its one-dimensional form, together with its first two derivatives.

Note that directional derivatives are not important in this one-dimensional case, but these

become important in higher dimensions.

Chapter 2: The SPH Method 10
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Lucy cover function
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Figure 2.3: Lucy cover function

The function proposed by Lucy in 1977 [6], is defined by

W (r, h) =


G

hλ
[(1 + 3r)(1− r)3] for 0 ≤ r < 1 ,

0 for r ≥ 1 ,
(2.13)

where λ is the dimension of the domain. G is a normalisation factor based on λ, and is

given by

G =



5

4
for λ = 1 ,

5

π
for λ = 2 ,

105

16π
for λ = 3 .

The function, as shown in Figure 2.3, meets the requirements of Section 2.2.1, but fell

out of favour as some authors proposed that smoothing functions should resemble the

Gaussian distribution as closely as possible [14].

Chapter 2: The SPH Method 11
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The cubic B-spline
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Figure 2.4: The cubic B-spline

The cubic B-spline was introduced by Monaghan [14] as a function that approximates

the Gaussian distribution better than Lucy’s function. It is defined by

W (r, h) =


G

hλ

[
1− 3

2
r2 +

3

4
r3

]
for 0 ≤ r < 1 ,

G

4hλ
[2− r]3 for 1 ≤ r < 2 ,

0 for r ≥ 2 ,

(2.14)

where

G =



2

3
for λ = 1 ,

10

7π
for λ = 2 ,

1

π
for λ = 3 .

Monaghan suggested that the interrelation between a particle’s properties and those of

its neighbours would best be described by a Gaussian distribution.

The cubic B-spline, as shown in Figure 2.4, has a limitation in that it is only twice

continuously differentiable. The lack of smoothness on the second derivative has been

linked to instability [4].
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The Gaussian or normal distribution
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Figure 2.5: The Gaussian distribution

The Gaussian, or normal, distribution occurs in many large statistical data sets, and

Monaghan [14] supposed that it was the most likely function to connect a particle to its

neighbours. The distribution is given by

W (r, h) =
G

hλ
e−r

2

(2.15)

where

G =



1√
3

for λ = 1 ,

1

π
for λ = 2 ,

1√
π3

for λ = 3 .

The Gaussian distribution does not have compact support since

W (r, h) 6= 0 for all r . (2.16)

Despite not having compact support the Gaussian, shown in Figure 2.5, has been used

for SPH, with the acknowledgement that the value of the function beyond some critical

length is very small [8].
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Mollifier cover function

In addition to the established cover functions above, the mollifier cover function is one

that does not feature in the literature pertaining to SPH.
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Figure 2.6: A mollifier cover function

The classical mollifier function, shown in Figure 2.6, is defined by

W (r, h) =

{
Ge−1/(1−r2) for 0 ≤ r < 1 ,

0 for r ≥ 1 ,
(2.17)

where

G =
1∫
W dr

.

Mollifier functions are infinitely differentiable and have compact support. The function

presented here is that discussed by Reddy [15], albeit for a different purpose. This function

meets the criteria for a cover function but differ significantly from a normal distribution.

This function does not have a closed form integral, and thus the normalisation condition

must be enforced using a numerical integration. This is acceptable for SPH approxima-

tions where h does not change, and the integral can be computed once. If, however, h is

variable, a large computational load is associated with the use of such a cover function.
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Modified mollifier cover function

In an effort to define an infinitely differentiable cover function, with compact support, and

a profile as similar to the Gaussian distribution as possible a new mollifier cover function

was devised. As only the shape of the Gaussian is of importance, this new function is

compared to a scaled Gaussian function in Figure 2.7. Here the Gaussian has been scaled

to a maximum value of 1/e, and the radius modified such that

WGaussian (r, h) = e−(r/3)2−1 . (2.18)

−1 −0.5 0 0.5 1
− 5 · 10−2

0

5 · 10−2

0.1

0.15

0.2

0.25

0.3

0.35

0.4

New W

Gaussian

Figure 2.7: A modified mollifier cover function compared to a Gaussian cover function

This function was decided to be sufficiently close to the Gaussian cover function, and was

thus used. The function can be defined as

W (r, h) =

{
Ge−1/(1−r2)(1− r2)8 for 0 ≤ r < 1 ,

0 for r ≥ 1 ,
(2.19)

where

G = 1 /

∫ −1

−1

e−1/(1−r2)(1− r2)8 dr .

Once again, this cover does not have a closed form integral, and must be normalised

with a numerical one. Despite this, it was decided that the function met all the other

requirements, and was a suitable cover function for simulations where the cover size is not

varied. Figure 2.8 shows the function together with its derivatives (scaled for illustration).

Chapter 2: The SPH Method 15



University of Cape Town Department of Mechanical Engineering

−1 −0.5 0 0.5 1

−0.6

−0.4

−0.2

0

0.2

0.4

W

W ′/2

W ′′/10

Figure 2.8: A modified mollifier cover function

2.3 Particle approximation and interpolation

The second key step in formulating SPH is the particle approximation.

Figure 2.9: Particles q within the cover function of particle p

The domain is discretised into a collection of particles, as in Figure 2.9, and < f > is
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approximated according to

< f > (x) =

∫
Ω

f (x′)W (x− x′, h) dx′ (2.4)

'
N∑
q=1

f (xq)W (x− xq, h) ∆Vq (2.20)

where N is the total number of particles that fall within the support of the smoothing

function of a particular particle and ∆Vq is the volume (or area in two dimensions)

covered by that particle’s cover function.

Equation (2.20) is the basis of SPH, and when applied to a function over some domain

allows the value of the function at a particular point to be determined by the properties

of particles that fall within that particle’s sphere of influence.

2.4 Approximation of gradients

One of the strengths of SPH is the manner in which gradients are dealt with. In general,

finding the SPH approximation of the gradient of a function is no more difficult than

approximating the function itself.

To determine how gradients are dealt with all that is required is to replace f by its

derivative in (2.20). This gives

<
∂f

∂xi
> (x) =

∫
Ω

∂f

∂xi

∣∣∣∣
x′
W (x− x′, h) dx′ . (2.21)

Invoking the divergence theorem,

<
∂f

∂xi
> (x) =

∫
Γ

f (x′)W (x− x′, h) n̂i ds . . .

−
∫

Ω

f (x′)
∂

∂x′i
W (x− x′, h)︸ ︷︷ ︸
∇′W (x−x′,h)

dx′ (2.22)

where Γ is the boundary of the domain Ω and n̂ is the outward unit normal to this

surface. For convenience, the differential operator acting on W is denoted ∇′.

Because we have selected a cover function that has compact support the first term in

equation (2.22) vanishes. If the cover function overlaps the edge of the problem domain

this is not the case and some special treatment must be employed. This is not of concern

Chapter 2: The SPH Method 17



University of Cape Town Department of Mechanical Engineering

however, as special treatment is required at the boundary in any case due to lack of

consistency. These issues are discussed in detail in Section 2.8.

Provided we recognise the need for special treatment at the boundary we can now write:

< ∇f > (x) = −
∫

Ω

f (x′)∇W (x− x′, h) dx′

' −
N∑
q=1

f (xq)∇′W (x− xq, h) ∆Vq . (2.23)

By doing this we have shifted the calculation of the gradient of a function to the gradient

of the known cover function.

Partial and higher derivatives in space can be similarly dealt with by shifting the deriva-

tive to the cover function.

2.5 General statement of SPH

Equations (2.20) and (2.23) give a discrete approximation of a function at any point in the

domain, regardless of whether there is a particle at that point or not. We can associate

this discrete approximation with a particle p as

< f > (xp) =
N∑
q=1

f (xq)W (xp − xq, h) ∆Vq (2.24)

and

< ∇f > (xp) = −
N∑
q=1

f (xq)∇qW (xp − xq, h) ∆Vq . (2.25)

Here a new notation∇qW (xp − xq, h) is introduced to denote which particle the gradient

is taken with respect to: that is

∇qW (xp − xq, h) =
∂

∂x
W (xp − x, h)

∣∣∣∣
x=xp

.

SPH can be applied to combinations of functions to show that the kernel approximation

is a linear operator.
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Consider the function g(x) = f1(x) + f2(x):

< g > (xp) =
N∑
q=1

g (xq)W (xp − xq, h) ∆Vq

=
N∑
q=1

[f1(xq) + f2(xq)]W (xp − xq, h) ∆Vq

=
N∑
q=1

[f1(xq)W (xp − xq, h) ∆Vq + f2(xq)W (xp − xq, h) ∆Vq]

=
N∑
q=1

f1(xq)W (xp − xq, h) ∆Vq +
N∑
q=1

f2(xq)W (xp − xq, h) ∆Vq

=< f1 > (xp)+ < f2 > (xp) (2.26)

Next consider the function g(x) = cf1(x):

< g > (xp) =
N∑
q=1

g (xq)W (xp − xq, h) ∆Vq

=
N∑
q=1

[cf1(xq)]W (xp − xq, h) ∆Vq

= c
N∑
q=1

[f1(xq)W (xp − xq, h) ∆Vq]

= c < f1 > (xp) . (2.27)

Equations (2.26) and (2.27) show that the kernel approximation is a linear operator.

Additionally the assumption

< f1 · f2 > ' < f1 > · < f2 > (2.28)

is often used [16]. This can be seen not to be exact by considering the case where g is

defined such that g(x) = f1(x) · f2(x):

< g > (xp) =
N∑
q=1

g (xq)W (xp − xq, h) ∆Vq

=
N∑
q=1

[f1(xq) · f2(xq)]W (xp − xq, h) ∆Vq

=< f1 > (xp) · f2(xp) or f1(x) · < f2 > (x) (2.29)
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2.6 SPH matrices

The computation of the summation within the SPH approximation at any particle can

be very expensive if implemented in a looping manner. It is possible to cast the SPH

approximation as a simple matrix operation.

In order to do so we need to define a vector f such that

f =


f1

...

fN

 (2.30)

where fp (p = 1, . . . , N) represents the value of f at xp.

We then define a matrix W such that

W =




W11

...

WN1

 · · ·


W1N

...

WNN


 • ×


∆V1

...

∆VN

 (2.31)

where Wpq is the value of the cover function at p relative to q. Similarly ∆Vq is the volume

contained by the cover function of particle q. In (2.31), W is formed by multiplying each

column vector by the vector {∆V1 . . .∆VN}T .

If we multiply W and f we find that

Wf =


∑N

q=1 f (xq)W (x1 − xq, h) ∆Vq
...∑N

q=1 f (xq)W (xN − xq, h) ∆Vq

 =


< f1 >

...

< fN >

 (2.32)

which returns the vector of SPH approximations to f .

We can similarly define matrices X and Y by

X =




∂W11

∂x1
...

∂WN1

∂x1

 · · ·


∂W1N

∂x1
...

∂WNN

∂x1



 • ×


∆V1

...

∆VN

 (2.33)

Y =




∂W11

∂x2
...

∂WN1

∂x2

 · · ·


∂W1N

∂x2
...

∂WNN

∂x2



 • ×


∆V1

...

∆VN

 (2.34)
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which define the SPH directional derivatives with respect to x1 and x2.

2.7 SPH for interpolation

The methodology given in the previous section deals with the SPH approximation of

known values, or of the computation of an approximate gradient. In order to understand

the limitations of the method when used to solve PDEs, one must first understand the

fundamental behaviour of the method.

The approximation of a known function is called interpolation. Equation (2.24) is ef-

fectively an interpolation formula. While the ability to do direct interpolation may not

appear to be particularly impressive, the ease with which the gradient of this interpolation

might be computed is noteworthy.

Two parameters control how well the method performs the interpolation. These are

the total number of particles included within the domain, and the number of particles

included within the cover of each particle. As with all numerical approximations one

expects the approximation to improve with a finer discretisation (more particles). The

number of particles within the cover is a slightly more complex issue. In general, too few

particles results in a poor approximation of the gradient, while too many particles results

in “over-smoothing”, with details being lost in the primary approximation, and thus the

subsequent computed gradients. This error can be expressed [17] as

Error ∼ h2,

(
δx

h

)2

. (2.35)

The performance of the method in this regard is best evaluated relative to a simple

function, with a known gradient. Zhang and Batra [7] present the SPH approximation of

the function

f(x) = (x− 0.5)4

over the range (0, 1). These authors present results where the interpolation field is con-

tinued up until the last particle. Without some special treatment at these boundary and

near-boundary particles, the approximation is significantly worse than expected. This is

due to a reduction in the total number of particles within the cover of these particles. In

general, however, most particles are well away from any boundary and the behaviour of

interpolation away from the boundary can be determined by approximating the function

to greater limits, and only looking at the range of interest.
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For demonstration of the under-integration behaviour, a single interpolation result is

given in Figure 2.10. The notation “ps” in the legend of the following figures denotes

the particle spacing, i.e. the distance between two adjacent particles. In this figure,

the interpolation near the boundary is deficient because the SPH approximation relies

on sufficient particles to be present within the cover of a particle. If too few particles

are present but the contribution of the included particles is normalised as normal, the

approximation can have an error of up to 50% at the boundary. This “drooping” of the

approximation of the function has a large effect on the subsequent approximations of

derivatives.

This effect, and the imposition of boundary conditions when solving PDEs, are discussed

in detail in Section 2.8. To address the problem occurring near the boundary, the re-

maining results are obtained by extending the function beyond the end points x = (0, 1).

This methodology is referred to as the ghost particle approach.

Figure 2.10: Interpolation of (x− 0.5)4 - no extra particles

Where a large number of particles (as in Figure 2.11) is included in the interpolation

most cover sizes interpolate the function and its first and second derivatives well. The

very small cover size of 1.5 times the particle spacing does not approximate the gradients

well, and this suggests that this cover size is not suitable for slowly changing functions.

Here the second gradient is found by finding the gradient of the already computed first

gradient. One could find the second gradient directly from SPH, but as this is not possible
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in the dynamic simulations, this has not been presented here.

Figure 2.11: Interpolation of (x− 0.5)4 - fine discretisation

Figure 2.12: Interpolation of (x− 0.5)4 - coarse discretisation
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If the domain is discretised with very few particles, as in Figure 2.12, substantial errors

are seen in the interpolation of the function, regardless of the cover sizes used. This

suggests that it is essential to choose a discretisation that will provide approximations of

a desired accuracy.

2.7.1 Interpolation of sinx

The function f(x) = sin x is a good one to examine in detail, since f and its derivatives

are periodic and all have the same amplitude. Here, any accumulated error is easily

identified. Figures 2.13 and 2.14 are defined from x = (0, 3π) to show the periodic

behaviour.

Once again, a fine discretisation (as in Figure 2.13) results in a good interpolation ap-

proximation. The gradients, however, see an amplitude reduction. This behaviour is

typical of SPH, and an increased number of particles reduces the error. The converse is

seen in Figure 2.14, where a reduction in particle density (i.e. fewer particles per unit

length) sees significant errors introduced into the interpolation. Once again, a cover size

of 1.5 times the particle spacing performs poorly, albeit better than the other particle

spacing.

Figures 2.15 and 2.16 show the approximation of the function and its gradients at a

finer resolution, keeping the total number of particles in the domain the same, while

reducing the interpolation range from x = (0, 3π) to x = (0, π). It is interesting to note

in Figure 2.16 that small cover sizes approximate the function well, but the derivative

thereof poorly. This phenomenon is due to a large reduction in the information available

for the computation of gradients (with a cover size of 1.5 times the particle spacing only

two points are used to evaluate the gradient).
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Figure 2.13: Interpolation of sinx - fine discretisation

Figure 2.14: Interpolation of sinx - coarse discretisation
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Figure 2.15: Interpolation of sinx - very fine discretisation

Figure 2.16: Interpolation of sinx - intermediate discretisation

Chapter 2: The SPH Method 26



University of Cape Town Department of Mechanical Engineering

2.7.2 Approximation of rapid changes

In the examples presented in the previous sections the function has varied over many

times the particle spacing. In dynamic simulation this sort of function is not the norm.

Functions can change dramatically in space of a few particles, and square waves are

common loading conditions.

A series of tests is presented to assess the ability of SPH to deal with rapidly changing

functions. Here a square wave is approximated with a linear falling edge of a known

gradient. The gradient of the entire field is known, with two discontinuities where the

falling edge meets the rest of the function.

For a low gradient (Figure 2.17), all of the cover sizes perform well, with a cover size of

1.5 times the particle spacing under-predicting the gradient as before. As the gradient is

reduced (Figure 2.18), however, all of the cover sizes start to behave in a similar manner.

Interestingly, the cover size of 1.5 times the particle spacing rapidly starts out-performing

other cover sizes (Figure 2.19).

When the gradient is very high (Figure 2.20), a cover size of 1.5 times the particle spacing

approximates the gradient very well, while the others are significantly different. Chen et

al [18] use this cover size in their simulations, and it is postulated that this is done to

suit the square wave loading functions imposed in the work.

Figure 2.17: Approximation of a falling edge, very low gradients
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Figure 2.18: Approximation of a falling edge, low gradients

Figure 2.19: Approximation of a falling edge, high gradients
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Figure 2.20: Approximation of a falling edge, discontinuous function

2.7.3 Choice of smoothing length

As has been demonstrated, the choice of smoothing length (relative to particle spacing)

is key to the evaluation of a solution with SPH. If an incorrect choice is made, significant

errors are introduced.

For a square wave, a good choice is a cover size of 1.5 times the particle spacing. This

choice would be poor however, if some longer duration changes were to be approximated.

A large cover size removes the detail in an approximation, smoothing all edges. This is

fine for slowly varying functions, but is unsuitable even for intermediate ones.

A cover size of 5.5 times the particle spacing appears to be a good compromise. Detail

is not lost, and most approximations are fairly good. If a function is to change very

rapidly two solutions are possible. Either the total number of particles must be increased,

effectively reducing the function gradient in terms of particle spacing, or the function must

be smoothed.

A certain systemic smoothing is appreciable in Figures 2.17 - 2.20, but this smoothing

may not be enough to keep approximations close to the actual value. In this case, some

other smoothing must be applied to the function in question.
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2.8 Treatment of domain boundaries

As has been discussed in earlier parts of this chapter, boundary regions require special

attention. Two different phenomena must be dealt with: this first is the overlap of particle

cover functions with the edge of the domain. The second is the application of boundary

conditions. A generic domain with boundary conditions is shown in Figure 2.21.

Figure 2.21: Boundary conditions

2.8.1 Boundary particles

A particle at (or near) the boundary of the domain may have a cover function that

extends beyond the domain, as in Figure 2.22. In this case the normalisation condition

of the kernel approximation is not met.

Figure 2.22: Normalisation violation of cover function at domain boundary
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Three options exist to rectify the issue. The first is apparently simple, although in practice

can be particularly difficult. This is to modify the cover function of the afflicted particles

such that it does not extend beyond the boundary, as in Figure 2.23. While this appears

simple, it is not as cover functions would have to be modified on a case-by-case basis.

Further, this modification may be all but impossible on complex boundaries.

Figure 2.23: Modifying cover functions for normalisation

The second option is to include some sort of numerical rectification for the “under-

integration”. This involves calculating how much of the cover extends beyond the bound-

ary and building in a numerical factor that adjusts the formulae appropriately. This can

be quite computationally expensive, but has been employed in certain circumstances.

The implementation of this technique indicated when a boundary is “surrounded” by

domain, for instance the bar with a hole in it discussed in Section 5.4.4. The details of

the implementation are discussed as the technique is required.

The third, and most simple option is to add particles beyond the boundary of the domain

to ensure that those within the domain meet the normalisation condition, as depicted in

Figure 2.24. This approach is called the ghost particle approach, and is the one used

most commonly in the code developed.

A detailed study into the implementation of boundary values was published recently

[19]. This paper presents several variations within those outlined above. This was not,

however, available until after this project was near completion, and is mentioned simply

for completeness.
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Figure 2.24: Addition of ghost particles (G) for normalised cover functions

2.8.2 Boundary conditions

Two basic types of boundary conditions exist. The first is specification of the value of a

property at the domain boundary. This is called a Dirichlet boundary condition and is

fairly readily dealt with in SPH. The second is the specification of the normal derivative

(∂u/∂n = ∇u · n) of a function at the boundary. This is called a Neumann boundary

condition, and is not as easily dealt with in SPH using existing methods.

2.8.2.1 Dirichlet boundary conditions

In order for the boundary condition to be satisfied all particles on the boundary must

have the required value after solving the SPH equations. This is approached in two ways

in the SPH literature.

The first is only possible when the value along a boundary is the same value along the

entire boundary edge. Here the region of ghost particles can be set to be at the value

required [8]. While the actual value of the boundary particle may not be exactly that

required it will be reasonably close, because a large portion of the value is determined by

the ghost particles.

The second is only possible if the SPH equations are only solved in an implicit or non-

time-dependent manner. When this is done it is possible to use a Lagrange multiplier to

the system of linear equations to enforce the boundary condition [8].
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2.8.2.2 Neumann boundary conditions

Neumann boundary conditions can cause some difficulties in SPH because they are based

on gradients of functions. A Neumann boundary condition can be described as one where

∇u · n̂ is set on ΓN (2.36)

Neumann boundary conditions are seldom implemented in SPH simulations and where

they are necessary they are often approximated through a carefully imposed Dirichlet

condition [20].

Where a Neumann boundary condition exists one must be careful to not also attempt

to impose a Dirichlet condition, as the problem then becomes over-constrained. If one

attempts to set the Neumann boundary value by setting the values of ghost particles such

that the gradient is correct one is effectively also setting a Dirichlet boundary condition.

This results in direct use of ghost particles being incorrect.

The most direct approach is to modify the problem such that the Neumann boundary

condition is treated as a Dirichlet one, by making the function of interest the gradient

function (write gradient of g(x) as f(x) = ∇g(x)). This is only possible where all

boundary conditions are Neumann conditions. A problem consisting of only Neumann

conditions is subject to rigid body motion which is not permissible.

Another option is to use ghost particles that do not have a set value, but are rather

functions of the boundary particles they interact with. Applying this modified ghost

particle approach sets the boundary gradient relative to the value of the boundary value

prior to the application of SPH. Because the value of the boundary particle may have

changed, the process should be iterative.

2.8.3 A corrective treatment of boundaries

A methodology for the treatment of both Dirichlet and Neumann boundary conditions

was developed from basic SPH theory. This methodology assumes that any violation of

the normalisation condition of the shape function at the boundary has been dealt with

via one of the methodologies described in Section 2.8.1.

Consider the situation is Figure 2.25. Particles that lie on the boundary are marked B.

Particles which lie within the domain (internal particles) are marked I. Additionally the

set of ghost particles is denoted G.

A change in the primary variable of a particle q will affect the SPH approximation of

that variable at a particle p, provided q falls within the cover of p. This property can
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Figure 2.25: Identification of different types of particles

be exploited to force an SPH approximation to a particular value. Consider the case

< f > (x) =< gx + d > where d is some shift in g(x) that is uniform throughout the

domain. The value at b, the boundary particle at which we wish to enforce the boundary

condition, can be chosen such that any value of < f > can be enforced.

If we now restrict that change to be applied only to particles within the cover of a

particular boundary particle b, and not to the rest of the domain or the particle itself we

can write

< f > (xb) =< f(x) + ∆f > (2.37)

where ∆f is the change in f(x). The symbol f is used to denote the function because it

is some alteration of the standard SPH approximation of f .

The function is fully defined by

< f > (xb) =
B+I+G∑
q=1

(f(xq) + ∆f)W (xb − xq, h) ∆Vq (2.38)

where

∆f =

{
C if 0 < ‖xb − xq‖ < h

0 otherwise

and C is a constant determined to enforce the required change in the SPH approximation

of f . Note that ∆f is the same for all functions within the cover of b but does not

affect the boundary particle itself. This property, that will be exploited later to enforce
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a Neumann boundary condition, can be applied without changing the position of the

boundary.

The problem with this approach is that a discontinuity in the variable field may occur

at the limit of the cover of the boundary particles. To remove the danger of creating an

artificial discontinuity the change required can be moderated by the smoothing function.

This would allow a small change far from the boundary particle, and a more significant

change closer to the particle. This can be done by modifying equation (2.38) such that

< f > (xb) =
B+I+G∑
q=1

(f(xq) + ∆f)W (xb − xq, h) ∆Vq (2.39)

where

∆f =

{
η W (xb − xq, h) if 0 < ‖xb − xq‖ < h

0 otherwise

where η is a corrective factor determined to enforce the boundary condition. If f is a

vector, the corrective factor is written as η.

Equation (2.39) can be rearranged such that η can be determined from f and the SPH

approximation prior to the application of the “correction”. This can be expressed as

< f > (xb) = < f > (xb) +
B+I+G∑
q=1

∆f W (xb − xq, h) ∆Vq

= < f > (xb) + η
B+I+G∑
q=1

[W (xb − xq, h)]2 ∆Vq (2.40)

so that

η =
< f > (xb)− < f > (xb)
B+I+G∑
q=1

[W (xb − xq, h)]2 ∆Vq

. (2.41)

If we use equation (2.41) to enforce a Dirichlet boundary condition such that

f (xb) =< f (xb) >

where f is the boundary value we can write

η =
f (xb)− < f > (xb)

B+I+G∑
q=1

[W (xb − xq, h)]2 ∆Vq

. (2.42)
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Care must be taken where f is a gradient function, as is demonstrated by setting f = ∇g.

Then

< f > (xB) = < ∇g > (xb) + η
B+I+G∑
q=1

W (xb − xq, h)∇W (xb − xq, h) ∆Vq (2.43)

so that

η =
< f > (xb)− < ∇g > (xb)

B+I+G∑
q=1

W (xb − xq, h)∇W (xb − xq, h) ∆Vq

. (2.44)

We can use this process to enforce a Neumann boundary condition. Suppose we wish to

set

∂g

∂n̂
= ∇g · n̂ = h

at the boundary particle b. We can write equation (2.44) as

η =
h (xb)− < ∇g · n̂ > (xb)

B+I+G∑
q=1

W (xb − xq, h)∇W (xb − xq, h) ∆Vq

. (2.45)

The process of finding η and applying it can be computationally expensive, especially

when many boundary conditions exist. One has to compute SPH approximations twice

for every boundary particle: once with the corrective term included, and once without.

Despite this, the ability of this technique to reproduce boundary conditions exceeds that

seen during testing of other methods.

2.9 Boundary conditions in higher dimensions

The treatment of boundary conditions in Section 2.8.3 does not always work in higher

dimensions because it fails to account for the effect of ghost particles on more than

one boundary particle. An alternative methodology, which is equivalent to the first

method presented in Section 2.8.3 in one-dimension, is presented here. Note that while

the example is one dimensional, the methodology works in higher dimensions as well.

Consider the SPH region shown in Figure 2.26 consisting of four particles, two of which

lie on the boundary. We wish to find the SPH approximation of a function f subject

to boundary conditions at the two boundary particles. The conventional ghost particle
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methodology sets the ghost particles associated with each boundary particle to the value

desired. The SPH approximation at the boundary particle will be closer to the desired

boundary value had the ghost particles not been included, but may not be exact. Our

task is to find what values the ghost particles must be set to such that the Dirichlet

boundary conditions are applied exactly.

Figure 2.26: SPH discretisation - interaction of particles with ghost particles

The SPH approximation can be described by

< f >GL

< f >BL

< f >I1

< f >I2

< f >BR

< f >GR


=



WGL−GL WGL−BL WGL−I1 0 0 0
WBL−GL WBL−BL WBL−I1 WBL−I2 0 0
WI1−GL WI1−BL WI1−I1 WI1−I2 WI1−BR 0

0 WI2−BL WI2−I1 WI2−I2 WI2−BR WI2−GR

0 0 WBR−I1 WBR−I2 WBR−BR WBR−GR

0 0 0 WGR−I2 WGR−BR WGR−GR





fGL

fBL

fI1

fI2

fBR

fGR


where the subscripts denote the particles to which each entry relates. We allow the
value of the boundary and ghost particles to be unknown prior to the approximation
so we can find these values such that their value is exactly the boundary value after the
approximation is made. This then allows the approximation to be made using the original
internal particle values, and these newly computed boundary and ghost particle values.
That is,

fL

fL

< f >I1

< f >I2

fR

fR


=



WGL−GL WGL−BL WGL−I1 0 0 0
WBL−GL WBL−BL WBL−I1 WBL−I2 0 0
WI1−GL WI1−BL WI1−I1 WI1−I2 WI1−BR 0

0 WI2−BL WI2−I1 WI2−I2 WI2−BR WI2−GR

0 0 WBR−I1 WBR−I2 WBR−BR WBR−GR

0 0 0 WGR−I2 WGR−BR WGR−GR





?GL

?BL

fI1

fI2

?BR

?GR
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where the right hand side can be separated into knowns and unknowns as

fL

fL

< f >I1

< f >I2

fR

fR


=



0 0 WGL−I1 0 0 0
0 0 WBL−I1 WBL−I2 0 0
0 0 WI1−I1 WI1−I2 0 0
0 0 WI2−I1 WI2−I2 0 0
0 0 WBR−I1 WBR−I2 0 0
0 0 0 WGR−I2 0 0





0
0

fI1

fI2

0
0


+ . . .



WGL−GL WGL−BL 0 0 0 0
WBL−GL WBL−BL 0 0 0 0
WI1−GL WI1−BL 0 0 WI1−BR 0

0 WI2−BL 0 0 WI2−BR WI2−GR

0 0 0 0 WBR−BR WBR−GR

0 0 0 0 WGR−BR WGR−GR





?GL

?BL

0
0

?BR

?GR


·

The term with the unknown boundary and ghost particle values can then be isolated as

fL

fL

< f >I1

< f >I2

fR

fR


−



0 0 WGL−I1 0 0 0
0 0 WBL−I1 WBL−I2 0 0
0 0 WI1−I1 WI1−I2 0 0
0 0 WI2−I1 WI2−I2 0 0
0 0 WBR−I1 WBR−I2 0 0
0 0 0 WGR−I2 0 0





0
0

fI1

fI2

0
0


=



WGL−GL WGL−BL 0 0 0 0
WBL−GL WBL−BL 0 0 0 0
WI1−GL WI1−BL 0 0 WI1−BR 0

0 WI2−BL 0 0 WI2−BR WI2−GR

0 0 0 0 WBR−BR WBR−GR

0 0 0 0 WGR−BR WGR−GR





?GL

?BL

0
0

?BR

?GR


·

This can be simplified to

fL

fL

< f >I1 −WI1−I1fI1 −WI1−I2fI2

< f >I2 −WI2−I1fI1 −WI2−I2fI2

fR

fR


=



WGL−GL WGL−BL 0 0 0 0
WBL−GL WBL−BL 0 0 0 0
WI1−GL WI1−BL 0 0 WI1−BR 0

0 WI2−BL 0 0 WI2−BR WI2−GR

0 0 0 0 WBR−BR WBR−GR

0 0 0 0 WGR−BR WGR−GR





?GL

?BL

0
0

?BR

?GR


·

This can then be modified using trivial equations such that the internal particle values
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are retained in the approximation. This gives

fL

fL

fI1

fI2

fR

fR


=



WGL−GL WGL−BL 0 0 0 0

WBL−GL WBL−BL 0 0 0 0

0 0 1 0 0 0

0 0 0 1 0 0

0 0 0 0 WBR−BR WBR−GR

0 0 0 0 WGR−BR WGR−GR





?GL

?BL

fI1

fI2

?BR

?GR


·

We can now solve for the column on the right giving the values required to ensure the

boundary conditions are met in the approximation as

?GL

?BL

fI1

fI2

?BR

?GR


=



WGL−GL WGL−BL 0 0 0 0

WBL−GL WBL−BL 0 0 0 0

0 0 1 0 0 0

0 0 0 1 0 0

0 0 0 0 WBR−BR WBR−GR

0 0 0 0 WGR−BR WGR−GR



−1

fL

fL

fI1

fI2

fR

fR


·

This approach can be generalised for any number of internal, boundary, and ghost parti-

cles as
fI

fB−new

fG−new

 =

 1 0 0

0 WBB WBG

0 WGB WBB


︸ ︷︷ ︸

modified SPH matrix

−1
fI

fB

fG

 · (2.46)

The computation of the inverse of this modified “SPH matrix” can be expensive, but

can be computed once for a simulation, and used repeatedly to compute the value of

the ghost particles required to enforce the Dirichlet boundary condition once the SPH

approximation is made by calculating
< f >I

< f >B

< f >G

 =

 WII WIB WIG

WBI WBB WBG

WGI WGB WBB


︸ ︷︷ ︸

SPH matrix


fI

fB−new

fG−new

 · (2.47)

It is important to note that this technique would work to set the Dirichlet boundary

conditions even if the ghost particles are omitted from the problem. The ghost particles

are retained, however, as they are essential to ensure the accuracy of the approximation

at near-boundary internal particles.
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The disadvantage of this approach is that the technique does not work directly for gradi-

ents. The value of the first derivative of any cover function is zero over the particle itself.

This leads to any modified “SPH gradient matrix” being not positive-definite, and thus

not having a unique inverse. The gradient can only be set approximately, by ensuring

that a secondary SPH approximation of the computed gradients satisfies the boundary

condition.

This technique is the one pursued for all higher dimension SPH approximations in Chapter

5, and has, in general, given good results.
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Chapter 3

Governing equations for elasticity

SPH has thus far been developed as a method of approximating functions. These approx-

imations are generally used to obtain numerical solutions to partial differential equations

(PDEs).

This study of continuum mechanics allows a mathematical description of macroscopic

phenomena. When applied to solid bodies several things are required. The first is a

description of a body in terms of time and space. This is the study of kinematics. The

second is a description of forces acting within the body itself, which is described by stress.

The third is a description of how properties of the body relate (in this case stress and

strain), and is generally referred to as the constitutive law. The fourth describes the

balance of momentum, and results in the equation of motion. This equation of motion

forms the PDE to which a numerical solution is sought via SPH.

This chapter will look at each of these elements in turn. For each, the theory of finite

deformations is examined first. This theory is very general, and makes a minimum

number of assumptions. To simplify the mechanics for an initial implementation, an

assumption of infinitesimal deformations is then made, and the theory linearised.

3.1 Kinematics

The description of a body in space, and its motion through time is known as kinematics.

This study does not treat the cause of the motion, and focuses on the motion itself. The

theory is developed for a continuous body.
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3.1.1 Finite deformation

A brief overview of finite deformation is given. Many derivations are not complete, and

only the theory applicable is developed.

Figure 3.1 shows the general motion of a deformable body.

Figure 3.1: General motion of a deformable body

The original position of the body is described as the reference configuration. A general

particle at this “snapshot” is denoted X. At some later time, which we shall term

the current configuration, all positions can be labelled x. To allow us to separate the

two configurations all indices relating to the current configuration are lower-case Roman

letters (i.j,k), and those relating to the reference configuration are labelled in capital

Roman letters (A,B,C). The unit direction vectors in the current configuration are

denoted e1, e2, e3 and those in the reference configuration E1,E2,E3.

The motion resulting in the current position is called φ and can be described by

x = φ (X, t) . (3.1)

The current displacement is the difference in position between the current and reference

configurations.

u = x−X . (3.2)

Much of the remaining continuum mechanics requires the use of the divergence and
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gradient operators. These operators may be with respect to either the reference or the

current configuration. To allow us to use these operators without constantly resorting to

index notation the definitions described in Table 3.1 are used.

Table 3.1: Divergence and Gradient operators

w.r.t. X w.r.t. x

Grad ψ =
∂ψ

∂XA

eA ∇ ψ =
∂ψ

∂xi
ei

Grad u =
∂ui
∂XA

ei ⊗ eA ∇ u =
∂ui
∂xj

ei ⊗ ej

Div T =
∂TiA
∂XA

eA div T =
∂Tij
∂xj

ei

Div u =
∂uA
∂XA

div u =
∂ui
∂xi

We can now define F , the deformation gradient, which is used to relate quantities in the

current configuration to the reference configuration. It is defined by

F = Grad φ or FiA =
∂φi
∂XA

. (3.3)

Using equation (3.2) we can write equation (3.3) as

F = I + Grad u . (3.4)

The determinant of F is J , the Jacobian:

J = det F . (3.5)

J can be related to the ratio of current to original (reference) volume at a particular

point. Thus J > 0 and F is invertible.

We now define two new tensors which are used extensively in nonlinear mechanics. These

are the right Cauchy-Green tensor, C, and the left Cauchy-Green tensor, B. These are
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defined by

C = F TF , (3.6)

B = FF T . (3.7)

If we look at these quantities in component form:, that is,

CAB = FiAFiB , (3.8)

Bij = FiAFjA , (3.9)

we see that C is a reference configuration quantity, while B is a current configuration

quantity. It can be shown that both B, and C are positive-definite and symmetric.

F can be decomposed into a rotational portion R where R is an orthogonal rotation

tensor (resulting in RTR = I), and a positive-definite symmetric stretch portion U ,

they can be related by

F = RU . (3.10)

The right Cauchy-Green tensor can be shown to be independent of rotation:

C = F TF (3.6)

= (RU )T (RU )

= UTRTRU

= UTU

= UU . (3.11)

With the Cauchy-Green tensors we can now introduce two of the most common nonlinear

strain measures. These are the Green-Lagrange strain, E and the Euler-Almansi strain,

e. E is a reference configuration measure of strain, while e is a current configuration

measure of strain. They are defined by

E =
1

2
(C − I) , (3.12)

e =
1

2

(
I −B−1

)
. (3.13)
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3.1.2 Infinitesimal deformation

Finite deformation can be used to describe any motion of a body. This motion can be very

difficult to analyse. If one introduces an assumption that deformations are “small”, the

theory described above can be greatly simplified. This assumption is that of infinitesimal

deformation. While there are still differences between the reference and current config-

urations this difference is small enough that it need not be made for the mathematical

functions described in Table 3.1.

Consider two points in a body that undergo some displacement: point P undergoes a

deformation:

x = X + u (X, t) (3.14)

and point Q adjacent to it (at position X + dX is moved to a point x + dx described

by

x+ dx = X + dX + u (X + dX, t) . (3.15)

Subtracting equation (3.14) from equation (3.15) we get

dx = dX + u (X + dX, t)− u (X, t) . (3.16)

Using the definition of the gradient of a vector function from table 3.1 we can write:

dx = dX + (∇u) dX . (3.17)

If we consider the right Cauchy-Green tensor in terms of the definition of F described in

equation (3.4), then

C = F TF (3.6)

= (I +∇u)T (I +∇u)

= I +∇u+ (∇u)T + (∇u)T ∇u . (3.18)

The term (∇u)T ∇u can be considered to be negligibly small. We can then write

C ≈ I +∇u+ (∇u)T . (3.19)
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If these definitions are used in the definition of the Green-Lagrange strain, then

E =
1

2
(C − I) (3.12)

=
1

2

(
∇u+ (∇u)T

)
+ (∇u)T ∇u (3.20)

The infinitesimal strain ε can be defined using approximation (3.19), that is

ε =
1

2

(
∇u+ (∇u)T

)
. (3.21)

3.1.3 Time derivatives

The rate at which some property changes over time can be described by some time

derivative. Care must be taken as to which configuration the derivative is performed in,

as the various configurations are functions of time themselves.

Because the reference configuration is taken to be at t = 0 we define the time derivative

with regards to some function ψ(X, t) as

∂ψ

∂t
=
∂ψ

∂t

∣∣∣∣
X

. (3.22)

To differentiate a time derivative based in the current configuration from that in the

reference configuration we introduce the material time derivative defined as

∂ψ

∂t

∣∣∣∣
X

=
∂

∂t
ψ (x, t)

∣∣∣∣
X

=
Dψ

Dt
. (3.23)

Using the definition of a derivative we get

Dψ

Dt
= lim

∆t→0

ψ (X, t+ ∆t)− ψ (X, t)

∆t

=
∂ψ

∂t

∣∣∣∣
x

+
∂ψ

∂x

∂x

∂t
(using the chain rule)

=
∂ψ

∂t

∣∣∣∣
x

+∇ψ ∂x

∂t︸︷︷︸
v

. (3.24)

The term marked with v is the velocity.
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For a vector quantity w, the material derivative is given by

Dw

Dt
=
∂w

∂t

∣∣∣∣
x

+

(
vi

∂

∂xi

)
wj

=
∂w

∂t

∣∣∣∣
x

+ (v · ∇)w . (3.25)

When w is set to v the expression above gives the acceleration.

3.2 Stress

A body cannot be fully described in terms of kinematics alone. The body may have forces

that act upon it, these forces affect the motion of the body, and thus the kinematics

thereof. The forces acting on the body can be divided into two categories. The first is

that of body forces (b), these forces act on the entire body such as gravity. The second

are forces that act on some surface of the body. These forces are denoted t, and are called

surface traction forces.

Figure 3.2: Traction on a surface
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This is defined by Cauchy’s Law, where t is given by

t = T n̂ or (3.26)

ti = Tijnj (3.27)

where T is the Cauchy stress tensor and n̂ is a unit vector normal to the surface. These

vectors are shown in Figure 3.2.

3.2.1 Stress and finite deformation

Because the surface upon which the traction force acts moves as a function of time, it

is important to take care that an appropriate description of the traction force and the

surface is used.

Figure 3.3: Traction in finite deformation

This vector n̂ can itself be represented in the reference configuration as N̂ . Both vectors

are shown in Figure 3.3. An area element can be described in both the reference and

current configurations:

dA = N̂ dA in the reference configuration (3.28)

becomes

da = n̂ da in the current configuration (3.29)
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These are related by Nanson’s formula, defined as

~n da = JF−TN̂ dA . (3.30)

Two other stress measures are generally used in nonlinear mechanics. They are the first

and second Piola-Kirchhoff stresses, P and S respectively.

P is defined as

PN̂ dA = T n̂ da . (3.31)

Using Nanson’s formula P can be related to T by

P = JTF−T (3.32)

T = J−1PF T (3.33)

Tij = J−1PiAFjA . (3.34)

The first Piola-Kirchhoff stress can be seen to be defined relative to both the current and

reference configurations.

S is defined by

S = JF−1TF−T (3.35)

T = J−1FSF T (3.36)

Tij = J−1FiASABFjB . (3.37)

The second Piola-Kirchhoff stress is defined in terms of the reference configuration only.

Note that P can be directly related to S via the deformation gradient by comparing

equations (3.32) and (3.35):

P = FS (3.38)

3.2.2 Stress and infinitesimal deformation

Traditionally stress is described in the reference configuration for small strains. Thus

Cauchy stress T is most commonly used to describe small strain problems. It is important
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to note that under the small strain approximation

F ≈ I ,

J = det F ≈ 1 . (3.39)

Then using the definition of P ,

P = JTF−T (3.32)

≈ TI

= T (3.40)

and using the definition of S,

S = JF−1TF−T (3.35)

≈ ITF

= T . (3.41)

3.3 Constitutive laws

In the previous section stress was motivated as a method for describing forces that vary

through the body. The distribution of strain within the body is function of the material

properties of the body. There are a great many material models to choose from, and

typically one seeks a model that captures the key phenomenological behaviour with a

minimum of complexity.

If a material’s constitutive law is a function of the current state of deformation only

(path and time independent) the material is termed elastic. Any deformation will result in

energy being stored in the body. If we assume that some stored strain energy function, Ψ,

could be determined from material tests this function would be in terms of the deformation

gradient. This can be written: as

Ψ = Ψ (F (X, t),X) . (3.42)

It can be shown [21, page 118] that the first Piola-Kirchhoff stress can be related to the

strain energy function by:

P =
∂Ψ

∂F
. (3.43)
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A body that undergoes a rigid body motion will not store energy, and thus Ψ is not

related to any rotational part of F . If we invoke the fact that C is free of rotation we

can note that:

Ψ(F (X),X) = Ψ(C(X),X) . (3.44)

Noting that S = FP ,

S = 2
∂Ψ

∂C
. (3.45)

Invoking the definition of the Green-Lagrange strain

E =
1

2
(C − I) , (3.12)

we find that

S =
∂Ψ

∂E
. (3.46)

The relationship in equation (3.45) is generally nonlinear. We can linearise the relation-

ship by looking at the directional derivative of S. That is,

DS(u) =
d

dε

∣∣∣∣
ε=0

S(E(φ+ εu))

=
∂S

∂E

d

dε

∣∣∣∣
ε=0

E(φ+ εu) (using the chain rule)

=
∂S

∂E
DE(u) . (3.47)

Stress (S) and strain (E) are both second order tensors. They can now be related to

each other via a fourth order tensor. This tensor, C, is called the Lagrangian elasticity

tensor and allows equation (3.47) to be stated as

DS(u) = C : DE(u) where C =
∂S

∂E
(3.48)
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It can then be written:

C =
∂S

∂E

= 2
∂S

∂C
using equation (3.12)

= 4
∂2Ψ

∂C∂C
using equation (3.45) . (3.49)

3.3.1 St. Venant-Kirchhoff material model

The St.Venant-Kirchhoff material model has the strain energy function

Ψ(E) =
1

2
λ (trE)2 + µE : E (3.50)

where λ and µ are the Lamé constants.

The second Piola-Kirchhoff stress can be found from Ψ using equation (3.46), to be

S = λ(trE)I + 2µE (3.51)

or, using equation (3.38), to be

P = λ(trE)F + 2µFE . (3.52)

Equation (3.51) can be directly related to Hooke’s law for small strains. This comparison

follows.

3.3.2 Linear elastic material model - Hooke’s law

Linear elasticity is the simplest of all constitutive models. The theory is well developed

for small strain problems where a change in strain can be linearly described. Using the

earlier notation of C to represent the elasticity tensor this can be described as

T = Cε . (3.53)

Note that although by the earlier definition C is the Lagrangian elasticity tensor, here

there is no need for that specification, as there are no differences between T , P and S

as described in section 3.2.2 on page 49.

Chapter 3: Governing equations for elasticity 52



University of Cape Town Department of Mechanical Engineering

The linear relationship between stress and strain is commonly stated in term of the Lamé

constants, λ and µ as

T = λ(tr ε)I + 2µ ε . (3.54)

This is identical to equation (3.51) if this equation is stated under the small strain as-

sumptions.

3.3.3 Isotropic hyperelasticity - Neo-Hookean material model

To develop meaningful finite strain material model without excessive complexity the

assumption of material isotropy is made. This assumes that the body’s behaviour is

independent of the orientation of the constituent material. We denote this by writing

Ψ(C(X),X) = Ψ(IC , IIC , IIIC ,X) (3.55)

where IC ,IIC and IIIC are the invariants of C. These are defined as

IC = tr C = C : I , (3.56)

IIC = tr CC = C : C , (3.57)

IIIC = det C = J2 . (3.58)

Applying the chain rule to equation (3.45)

S = 2
∂Ψ

∂C
(3.45)

= 2
∂Ψ

∂IC

∂IC
∂C

+ 2
∂Ψ

∂IIC

∂IIC
∂C

+ 2
∂Ψ

∂IIIC

∂IIIC
∂C

. (3.59)

The derivatives of the invariants are [22]

∂IC
∂C

= I,
∂IIC
∂C

= 2C,
∂IIIC
∂C

= J2C−1 . (3.60)

Equation (3.59) can now be written as

S = 2
∂Ψ

∂IC
I + 4

∂Ψ

∂IIC
C + 2J2 ∂Ψ

∂IIIC
C−1 . (3.61)

The compressible Neo-Hookean model is an adaptation of a material model used to model
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incompressible rubber-like materials [23]. The adaptation allows small volumetric changes

in a material during loading which was not possible in the original material model [24].

The strain energy function for the material is given by

Ψ =
µ

2
(IC − 3)− µ lnJ +

λ

2
(ln J)2 . (3.62)

Applying equation (3.61) to equation (3.62),

S = µ(I −C−1) + λ(ln J)C−1 . (3.63)

The implementation presented in Chapter 5 utilises this material model and it is recast

in terms of P . The constitutive Neo-Hookean law can be written in terms of P as

P = µ
(
F − FC−1

)
+ λ (ln J)FC−1 . (3.64)

By pre-multiplying through (3.63) byC we can cast this statement into one that is similar

to Hooke’s law (equation (3.54))

CS = Cµ(I −C−1) + λ(lnJ)CC−1 (3.65)

F TFS = λ(ln J)I + µ(C − I) (3.66)

F TP = λ(ln J)I + +µE . (3.67)

This material model has proved to be useful in the finite strain domain [25]. In small

strain cases it can be shown that a Neo-Hookean material reduces to a linear elastic one.

3.4 The equation of motion

An equation of motion links the motion of a body to the forces acting on that body. Once

again this link can be described in either the reference or current configuration.

Consider a balance of linear momentum on a body. That is, the rate of change of mo-

mentum of any part of the body must equal the total force acting on it:

d

dt

∫
V

vρ dV︸ ︷︷ ︸
part 1

=

∫
V

ρ b dV︸ ︷︷ ︸
part 2

+

∫
∂V

t da︸ ︷︷ ︸
part 3

(3.68)

where ρ is the density of the material.
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How each of the three terms above are dealt with determines in which configuration the

equation of motion is stated in.

3.4.1 Equation of motion in the reference configuration

For a description in the reference configuration we require the integrals to be in terms of

volumes in the reference configuration.

The third part of this equation can be cast in terms of P using Nanson’s formula (3.30):∫
∂V

t da =

∫
∂V

T ~n da

=

∫
∂V0

T
(
JF−T ~N

)
dA

=

∫
∂V0

P ~N dA

=

∫
V0

Div P dV0 . (3.69)

The second part can similarly be cast in terms of the reference configuration as∫
V

ρb dV =

∫
V0

ρ bJ dV0

=

∫
V0

ρ0b dV0 . (3.70)

Finally, the first part can be written

d

dt

∫
V

vρ dV =

∫
V0

ρ0
∂v

∂t
dV0 changing to the reference configuration . (3.71)

These integrals over the reference volume can be collected to give∫
V0

[
ρ0
∂v

∂t
−Div P − ρ0b

]
dV0 = 0 . (3.72)
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Since V and V0 are arbitrary, the integrand must be zero: this gives

ρ0
∂v

∂t
−Div P − ρ0b = 0 . (3.73)

3.4.2 Equation of motion in the current configuration

Returning to equation (3.68), we can transform the second term on the right-hand side

into one over the entire volume:∫
∂V

t da =

∫
∂V

T ~n da

=

∫
V

div T dV . (3.74)

Additionally, it can be shown that

D

Dt

∫
V

vρ dV =

∫
V0

v̇ρ dV . (3.75)

Equation (3.68) can now be written as

D

Dt

∫
V

vρ dV =

∫
V

ρ b dV +

∫
∂V

T ~n da (3.76)

∫
V

ρ
Dv

Dt
dV =

∫
V

ρ b dV +

∫
V

div T dV . (3.77)

Collecting the integrals over the current volume, we get∫
V

[
ρ

Dv

Dt
− div T − ρ b

]
dV = 0 . (3.78)

Again, since V is arbitrary, we get

ρ
Dv

Dt
− div T − ρ b = 0 . (3.79)
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Chapter 4

SPH in linear elasticity

Due to its uncomplicated nature, a linear elastic code is first implemented. Linear elas-

ticity is also relatively simple to solve for uncomplicated geometries. Thus, an SPH

implementation could be directly validated with closed form solutions.

The literature records that time-dependent problems are readily solved with SPH [26],

thus the problem to be modelled was extended to time-dependent linear elasticity, or

elastodynamics. An SPH approximation of the theory governing linear elasticity discussed

in Chapter 3 is presented. This corresponding algorithm is developed for use in an SPH

implementation.

4.1 Linear elastodynamics

SPH approximations have been presented for functions of position. When looking at a

time-dependent problem SPH cannot be used to solve an ordinary differential equation

in time. Thus some other method is used to perform the time integration. This then

reduces the remaining equations to be solved to functions of position.

To facilitate the approximation of the theory a summary is provided in Table 4.1.

The equation of motion (point 3 in Table 4.1), can only be solved if it is presented as an

initial-boundary value problem. These additional conditions are described in Table 4.2.

The constraints added onto the equation of motion are defined over some region. In the

case of the initial values this region is the entire domain at time t = 0. The boundary

where displacement is set is called the Dirichlet boundary (ΓD). The boundary where the

stress is set is called the Neumann boundary (ΓN). The value to which a boundary value

is set is denoted by an overbar (u and t). These constraints on the domain are shown in

Figure 4.1.
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Table 4.1: Summary of linear elastodynamics

1 ε = 1
2

(
∇u+ (∇u)T

)
(3.21)

2 T = λ(tr ε)I + 2µ ε (3.54)

3 ρ
∂2u

∂t2
− div T − ρb = 0 (3.79)

Table 4.2: Additional constraints on the equation of motion

Initial values
u(x, 0) = u0(x) on Ω

u̇(x, 0) = u̇0(x) on Ω

Boundary conditions
u = u on ΓD

T n̂ = t on ΓN

4.2 Time integration

Explicit time integration schemes assume equilibrium at the current time step, this al-

lows for a direct computation of the displacement at the next time step. Implicit time

integration schemes assume equilibrium at the next time step. In order to determine

the displacement at the next time a system of equations must be solved. Where only a

few degrees of freedom are present solving such a system is not overly computationally

expensive, but for problems with many degrees of freedom (such as those generated by

meshless methods), the computational cost is very high. A time free problem also re-

quired the solution of a system of equations. SPH is thus suited for solution via explicit

methods.

Explicit time integration schemes are conditionally stable, with stability depending on

some maximum time step. This maximum time step is based on some length parameter,

in this case, the size of the cover function (h). This time step is generally “small”,

but in applications where a small time step is required anyway this is not an issue.
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Figure 4.1: Additional constraints on Ω

Elastodynamics is such an application, where high wave velocities necessitate small time

steps.

The literature documents a “Leapfrog” or Verlet approach to explicit time integration

[7,18]. But, as these are simply a central difference, with “half stepping”, a simple central

difference approach was followed. The central difference scheme used is developed below.

We begin by taking a Taylor expansion of the position at time n + 1 and at time n − 1

about time n:

un+1 = un + ∆t
∂un
∂t

+

(
∆t2

2

)
∂2un
∂t2

+ higher order terms (4.1)

un−1 = un −∆t
∂un
∂t

+

(
∆t2

2

)
∂2un
∂t2

+ higher order terms (4.2)

Adding equation (4.2) to equation (4.1) we get:

∂2un
∂t2

=
1

∆t2
(un+1 − 2un + un−1) (4.3)

Making the displacement at the next time step the subject of the formula, we obtain

un+1 = ∆t2
∂2un
∂t2

+ 2un − un−1 . (4.4)
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Equation (4.3) is the evolution equation used to find the displacement for the next time

step. This equations requires knowledge of
∂2un
∂t2

at the current time step. This value

shall be determined using SPH approximations.

4.3 SPH approximation of linear elastic mechanics

The term
∂2un
∂t2

in (4.4) can be found by rearranging equation (3.79) to give

∂2un
∂t2

= bn +
div T n

ρ
. (4.5)

It is assumed that all body forces (b) are known for all time steps. It is assumed that

any change to density (ρ) will be negligible based on the infinitesimal strain assumption.

T nis defined by (3.54) and is dependent on ε, which is described by equation (3.21) which

in turn is dependent on ∇un

We apply the SPH approximation (2.20) to each equation, determining an approximation

of each value required at each particle.

We begin with the SPH approximation of ∇un at a particle q. Using the approximation

for a gradient

< ∇f > (x) = −
N∑
q=1

f (xq)∇W (x− xq, h) ∆Vq , (2.23)

we obtain

< ∇un >p = −
N∑
q=1

(un)q∇W (xp − xq, h) ∆Vq . (4.6)

This approximation can in turn be used to find ε from the expression

ε =
1

2

(
∇u+ (∇u)T

)
, (3.21)

(εn)p ≈
1

2

(
< ∇un >p + (< ∇un >p)

T
)
. (4.7)

From equation (3.54) the stress can be directly computed from this value of ε. That is,

Chapter 4: SPH in linear elasticity 60



University of Cape Town Department of Mechanical Engineering

from

T = λ(tr ε)I + 2µ ε (3.54)

we get

(T n)p ≈ λ(tr (εn)pI + 2µ (εn)p . (4.8)

An approximation for div T n with respect to the value of T n at the particles is required.

This is also done with an SPH approximation. The notation of div f = ∇ · f is used

since we are working in Cartesian coordinates. from the expression

div T = ∇ · T (4.9)

we get

< ∇ · T n >p = −
N∑
q=1

(T n)q∇ ·W (xp − xq, h) ∆Vq . (4.10)

This allows us to find the acceleration of each particle q using equation (4.5). That is,

∂2(un)q
∂t2

= (bn)q +
(div T n)q

ρq
. (4.11)

Finally, the displacement of each particle p is found using equation (4.4) which gives

(un+1)p = ∆t2
∂2(un)p
∂t2

+ 2(un)p − (un−1)p . (4.12)

4.4 SPH implementation

We give a full description of a solution technique, and all that remains is to arrange the

results from Section 4.3 into an algorithm.

4.4.1 Implementation of initial values and boundary conditions

Initial loading is assumed to be gradual (relative to the length of a time step). This

allows for any system to be started at rest, in equilibrium. By imposing these starting

conditions it is possible to begin a problem by assuming zero displacement and stress

fields. Any change to the system is then applied through a time-dependent boundary
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condition. Boundary conditions are imposed using the technique developed in Section

2.8.3.

4.5 One-dimensional linear elastodynamic algorithm

The algorithm included below, (Algorithm 4.1), shows the implementation in a pseudo-

code format. The implementation itself was done in MATLAB, and because each test

required slight modifications to the code, the code itself is not presented. It is available

on the included compact disc.

The algorithm below is for the one-dimensional case only, where the tensorial computa-

tions are reduced to a single dimension. The matrices W and X are the “SPH matrices”,

and define the SPH approximation of every particle with respect to every other particle,

as per Section 2.6. Any vector of values multiplied by one of these matrices finds the SPH

approximation or the SPH approximation of the gradient of these values in a vectorised

manner.

All values such as u and T should be read as the vector of these values for every particle

unless indicated with a subscript denoting which particular particle is in question.

It is assumed that the left hand boundary is a Neumann boundary, and the right hand

boundary is a Dirichlet one to allow for the inclusion of both types of boundary condition

in the algorithm. The values D and N represent the denominators in equations (2.42) and

(2.44) respectively and are used in the application of the Dirichlet and Neumann bound-

ary conditions. Defining these values before the time stepping loop saves considerable

computational time.

The algorithm implemented uses the modified mollifier function presented in Section

2.2.2. It should be noted that the calculation of stress in the algorithm is done using

Young’s modulus (E), as defined in equation (4.22) on page 67.
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Algorithm 4.1: SPH linear elasticity

. Data: Initial geometry, u(t), t(t), ∆t1

set ,u0, u1,u̇0, u̇1,T0and T1 for all p ; // set initial values2

set ∆V for all p3

Compute W and X // calculate SPH matrices4

D =
B+I+G∑
q=1

[W (xB − xq, h)]2 ∆Vq
5

N =
B+I+G∑
q=1

W (xB − xq, h)∇W (xB − xq, h) ∆Vq
6

while n < n total do // for each time step7

ηleft =
(
t(t)−

∑B+I+G
q=1 (u(xq))∇W (xB − xq, h) ∆Vq

)
/N // ΓN8

ηright =
(
u(t)−

∑B+I+G
q=1 (u(xq))W (xB − xq, h) ∆Vq

)
/D // ΓD9

u = u + ηrightW (xΓN
− xq, h) + ηleftW (xΓD

− xq, h) // set G10

<
∂u

∂x
>= Xu // calc gradient11

ε =<
∂u

∂x
>12

T11 = Eε13

<
∂T11

∂x
>= XT11 // calc gradient14

a =<
∂T11

∂x
> /ρ15

un+1 = ∆t2a+ 2u− un+−116

n = n+ 1 ; // increment time step17

end18

return u, T for all n19

Chapter 4: SPH in linear elasticity 63



University of Cape Town Department of Mechanical Engineering

4.6 Testing of SPH implementation

Any approximation of a PDE will, by definition, vary from the exact solution. This

variation needs to be quantified, and analysed. Where possible this testing will include

a comparison of an approximation of a simple problem where a known solution to the

PDE exists.

Stress and displacement are the key variables of elastodynamics, where the stress-displacement

relationship varies with time, in a wave-like manner. In higher dimensions these waves

can interact with boundaries and other waves in a highly complex manner. This can

make validation of the approximation difficult.

In one-dimensional analyses however, the wave behaviour is tractable, and a closed form

solution exists. This solution can be used as a measure of the SPH approximation. The

theory of elastic wave propagation in one dimension is presented here, followed by an

analysis of an SPH approximation of the system described.

4.6.1 The wave nature of elastodynamics

One-dimensional displacement

The elastodynamics problem is reduced to a one-dimensional scalar problem if there is

only one non-zero component of displacement which is a function of one spatial coordinate

and time. This direction is chosen to be the x1 direction. This displacement can either

be in the longitudinal or transverse directions which can be described respectively as

u = u1 (x1, t) e1 (4.13)

and

u = u2 (x1, t) e2 . (4.14)

The longitudinal waves will be dealt with in detail for the validation of the SPH imple-

mentation.

Equation (3.54) can be written in index form as

Tij = λεkkδij + 2µεij . (4.15)

The direct stress T11 in the x1 direction will be shown to be dependent only on the direct

strain ε11 for either one-dimensional configuration.
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One-dimensional strain

x1

x2

Figure 4.2: A half-space in two dimensions

A one-dimensional strain state is created when a uniform displacement in the longitudinal

direction occurs in a half-space (as shown in Figure 4.2). This results in a single non-

vanishing component of strain ε11. While stresses acting perpendicular to the x1 axis

exist, we are only interested in the stress acting on a surface normal to the x1 axis in the

direction of the axis. For equation (4.13) we can write

T11 = λ εkkδ11 + 2µε11

= (λ+ 2µ)ε11 . (4.16)

The one-dimensional strain state can also be created in a bar where no change in cross-

sectional area is permitted. This configuration is shown in figure 4.3. Wide plates un-

dergoing uni-axial loading can be treated using this approximation.

Figure 4.3: Infinitesimal portion of bar undergoing one-dimensional strain due to tension

One-dimensional stress

If a change in cross-sectional area is allowed and the bar is relatively thin, a state of

one-dimensional stress is created. No shear strains are created but transverse strains
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Figure 4.4: Infinitesimal portion of bar undergoing one-dimensional stress due to tension

exist due to the change in the cross-section of the bar. The only non-zero stress is that

acting on a surface normal to the x1 axis, in the direction of the x1 axis. To find the

relationship between stress and strain in this case we first need to make εij the subject

of equation (4.15). This is written as

εij =
1

2µ

(
Tij −

λ

3λ+ 2µ
Tkkδij

)
. (4.17)

Applying the definition that only T11 is non-zero we can write

ε11 =
1

2µ

(
T11 −

λ

3λ+ 2µ
T11δij

)

=
λ+ µ

µ(3λ+ 2µ)
T11 , (4.18)

ε22 = ε33 =
λ

2µ(3λ+ 2µ)
T11

= −
[

λ

2(λ+ µ)

]
︸ ︷︷ ︸

ν

ε11 ,

ε12 = ε13 = ε23 = 0 . (4.19)

The ratio of strains in the axis upon which displacement is dependent and those normal

to it is known as the Poisson’s ratio which is defined as

ν =
λ

2(λ+ µ)
. (4.20)
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Using these definitions of strain we can now write equation (4.15) as

T11 = λε11δ11 + ε22δ11 + ε33δ11 + 2µε11

= λε11

[
1− λ

λ+ µ

]
+ 2µε11

=

[
µ(3λ+ 2µ)

λ+ µ

]
︸ ︷︷ ︸

E

ε11. (4.21)

The relationship between stress and strain in a system undergoing one-dimensional stress

is known as the Young’s modulus and is defined as

E =
µ (3λ+ 2µ)

λ+ µ
. (4.22)

An infinitesimal portion of the bar is shown under deformation in Figure 4.4. This

approximation is used to model thin bars and rods undergoing uniaxial displacement.

General statement of the stress-strain relation in one dimension

The relationship between stress and strain for both one-dimensional stress and strain is

linear. For convenience this is written as

T11 = Cε11 (4.23)

where C is the one-dimensional form of the elasticity tensor.

The one-dimensional stress assumption is regularly used in Hopkinson pressure bar (HPB)

experimental work [27]. The experimental technique is used to determine material prop-

erties at high strain rates. While the technique itself is not important here, it was decided

that should the SPH approximation be experimentally validated, the validation would

utilise the HPB technique. Thus one-dimensional stress wave propagation was chosen to

validate the SPH approximation of elastodynamics.

One-dimensional elastic wave propagation

A state of stress or strain propagates along a body with time. This propagation is said to

be wave-like, and the states are referred to as either stress or strain waves. This behaviour
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can be demonstrated in a semi-infinite one-dimensional body. To simplify the analysis

of the wave propagation a linear elastic, homogeneous, isotropic material model is used.

The development of the theory follows that in Achenbach [28].

The equation of motion, equation (3.79), can be simplified to

∂T11

∂x1

= ρ
∂2u

∂t2
(4.24)

under the condition of one-dimensional longitudinal motion (described in (i) in equation

(4.15)) and the assumption that body forces are negligible. Because only one component

of x is used the subscript is dropped to simplify the equations which follow.

Substituting equation (4.23) into equation (4.24) we get

∂2u

∂x2
=
ρ

C
∂2u

∂t2
. (4.25)

For simplicity the initial conditions are chosen such that

u = 0
∂u

∂t
= 0

 for t = 0 (4.26)

Note that these initial conditions also match those assumed in Section 4.4.

A general solution to equation (4.25) [28], which is a wave equation, is

u(x, t) = f
(
t− x

c

)
+ g

(
t+

x

c

)
. (4.27)

where c is defined as

c2 =
C
ρ
. (4.28)

Enforcing the initial conditions we get

f

(
−x
c

)
+ g

(x
c

)
= 0 (4.29)

and

∂

∂t
f

(
−x
c

)
+
∂

∂t
g
(x
c

)
= 0. (4.30)
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The solution to these equations is

f

(
−x
c

)
= −g

(x
c

)
= C (4.31)

where C is a constant.

Noting that

t+
x

c
> 0 for t = 0 and x > 0 (4.32)

equation (4.27) can be simplified to state

u(x, t) =


f
(
t− x

c

)
− C for t >

x

c
,

0 for t ≤ x

c
.

(4.33)

The implication of this is that a point within the domain at x = x will not displace until

time t = t =
x

c
. This defines a wave like motion where the disturbance moves at a speed

c, the wave speed.

Applying the boundary condition at x = 0 we get

−C
c

∂

∂t
f(t) = −p(t) (4.34)

where p(t) is the surface traction on the end of the bar at x = 0.

Integrating we get

f
(
t− x

c

)
=
c

C

∫ t−x/c

0

p(s) ds+B (4.35)

where B is a constant.

Setting t = 0 and substituting into equation (4.31) we find that B = A. If we note that

p = 0 when t 5 0 we can write

u(x, t) =
c

C

∫ t−x/c

0

p(s) ds. (4.36)

Substituting this into equation (4.24) we get the expected result

T11 = −p
(
t− x

c

)
. (4.37)
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For one-dimensional strain C = λ + 2µ and the associated wave speed is called the

longitudinal wave speed, and is defined as

c2
L =

λ+ 2µ

ρ
. (4.38)

For a one-dimensional stress state C = E. Here the wave speed is referred to as the bar

wave speed, and is defined as

c2
b =

E

ρ
. (4.39)

4.6.2 Reflection and transmission of elastic waves

If the elastic body is not semi-infinite, but rather has some interface with another body,

the energy of the elastic waves described in Section 4.6.1 does not disappear. Some of

the energy is transmitted into the second body, while the remainder remains in the first

body as a wave travelling away from the interface. By describing how the transmitted

and reflective waves are related to the original induced wave we can describe bodies of

finite length which interact with other bodies uni-axially.

To distinguish the three waves we use the subscript i to represent the induced wave, the

subscript r for the reflected wave, and the subscript t for the transmitted wave.

Assuming the wave has the form described in equation (4.37) we can write

(T11)i = f
(
t− x

cA

)
. (4.40)

Naming the first body, body A, and the second body, body B we can describe the

properties of the bodies with superscripts A and B. The interface is at x = a as shown

in Figure 4.5.

Figure 4.5: Incident, reflected and transmitted elastic waves at a material interface
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If we assume no separation at the interface we can write the reflected and transmitted

waves as

(T11)r = g

(
t− a

cA
+
x− a
cA

)
, (4.41)

(T11)t = h

(
t− a

cA
− x− a

cB

)
. (4.42)

These functions g and h can be related to the incident wave f by enforcing the continuity

of stress and velocity implied by the assumption that no separation occurs.

We can now write

(T11)r = Cr f

(
t− x

cA
+
x− a
cA

)
, (4.43)

(T11)t = Ct f

(
t− x

cA
− x− a

cB

)
, (4.44)

where Cr and Ct are the reflection and transmission coefficients and are defined as

Cr =
ρBcB/ρAcA − 1

ρBcB/ρAcA + 1
(4.45)

and

Ct =
2ρBcB/ρAcA

ρBcB/ρAcA + 1
. (4.46)

If the properties of body B are related to those of body A such that Cr = 0 and Ct = 1

the wave is fully transmitted. The bodies are said to be impedance matched. Note that

if the interface were an imaginary one in the middle of a body the two sides of the body

are perfectly impedance matched and the wave propagates as expected.

If body B is selected such that it has zero stiffness (is a vacuum) Cr = −1 and Ct = 0. In

this case the wave is fully reflected, with a sign inversion. This results in a tensile wave

being returned as a compressive wave and vice versa.

If body B has an infinite stiffness (the interface does not move at all) Cr = 1 and Ct = 0.

In this case the wave is totally reflected and the sign preserved.
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4.6.3 Results for compressive behaviour

The validation of the SPH implementation of elastodynamics must be separated into four

distinct areas. These relate to the basic SPH approximation to the solution, the time

integration scheme, the implementation of boundaries and the overall behaviour of the

system being modelled. Because each of these areas is interconnected, one is forced to

examine each assuming the configuration of the others is correct. This assumption is

validated once each area is proven to be valid.

The basic validation will be done using a one-dimensional “bar”, where no transverse

motion is permitted. Such a problem is one of one-dimensional strain, as described in

Section 4.6.1. For such a problem, the wave speed is known and can be used to ensure

the system is behaving correctly. Once this has been established, configuration variables

relating to each of the areas listed will be modified to ascertain that each area is being

correctly implemented.

This process will allow a set of general configuration settings to be generated. These

settings can then be used for any further investigations.

4.6.3.1 The validation problem

The validation problem consists of a bar where only axial motion is permitted, and the

bar behaves in a linear elastic manner. This allows one to model the problem using

one-dimensional linear elastic mechanics.

The bar has material parameters

ρ = 8000

E = 200 GPa

which, according to equation (4.38) results in a wave speed of

cL = 5801 m.s−1 .

The bar has length 0.15 m long, requiring 30 µs for a wave to travel from one side of the

bar to the other.

The bar will be loaded by applying a strain pulse to the left end of the bar equivalent to

a stress of

T 11 = −100 kPa .
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The right end of the bar is set to be rigidly fixed, which would result in a total reflection

of any wave if the simulation were permitted to run for long enough.

To facilitate the validation, four points along the bar are identified where stress history

will be compared. These points are at each end of the bar as well as at points at 0.05 m

and 0.1 m along the length of the bar, as shown in Figure 4.6.

Figure 4.6: Validation problem

4.6.3.2 The effect of wave shape

In Section 2.7 the ability of SPH to approximate square waves was dealt with. It was

shown that a cover size of 5.5 times the particle spacing is a good compromise. Where

the waveform has steeper gradients some numerical error is to be expected. While a cover

size of 1.5 times the particle spacing would handle square waves well, any other loading

would cause substantial errors.

To demonstrate the effect of the wave shape on the system a smoothing has been applied

to a square pulse. This smoothing is achieved by taking the SPH approximation of

the square wave with various smoothing lengths. Here the particle discretisation, cover

size, and time integration scheme are held constant while the loading condition is varied.

The loading condition is simply an SPH interpolation of the loading pulse, where the

smoothing length is as indicated.

Figure 4.7 shows the wave propagating as expected, with minimal numerical noise. Note

that there is no difference between the intended load and that calculated at point 1 on

the bar. Here a Neumann boundary condition has been applied exactly.

The disadvantage of such a treatment is the large level of smoothing used in the loading

pulse. The wave applied is significantly different from a square wave. To reduce this

approximation the amount of smoothing used on the loading function is now reduced in

Figure 4.8.

Figure 4.8 is far less smoothed than Figure 4.7, approximating a square wave well. A

small amount of numerical noise is present. Numerical noise of this sort is common in
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Figure 4.7: Wave propagation - large pulse smoothing

Figure 4.8: Wave propagation - intermediate pulse smoothing
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any treatment of elastodynamics, with many authors implementing an artificial viscosity

or upwinding scheme to deal with the phenomenon [7].

If no smoothing at all is used there is significant numerical noise, as in Figure 4.9. This

noise is greater than that seen in the finite element method. This is likely due to the vast

error introduced in the determination of gradients for square waves with SPH.

Figure 4.9: Wave propagation - no pulse smoothing

If it is essential to have very rapid rise and fall times, the number of particles used in the

discretisation must be increased such that the number of particles within the transient

portion effectively remove the discontinuity in the wave.

The remainder of the validation will make use of the intermediate load pulse. This is a

good compromise between modelling rapid changes in the wave and maintaining a stable

solution.
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4.6.3.3 Time integration stability

Any explicit time integration scheme is conditionally stable, with the stability condition

defined by a Courant condition. This condition is described as a function of a length

scale. In finite elements this length scale is related to element size, while in SPH this

length scale is less well defined.

An approximate stability constraint can be constructed by ensuring that the wave can not

propagate further than the distance covered by any particles cover. This can be written

as

∆toptimal =
h

c
(4.47)

where c is the smaller value between cb and cL.

For the configuration used this results in a critical time step of 165 ns.

Figure 4.10: Below stability condition

The system is totally stable below the stability limit, as in Figure 4.10, with the wave

travelling along the bar at the expected wave speed. Because the critical time step is

assumed, a small additional increase in time step is possible. Interestingly, this solution,

shown in Figure 4.11, contains less numerical noise than the shorter time step, although

this is probably due to accumulation of error in each step.
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Figure 4.11: At stability condition

When the time step exceeds some value the system becomes unstable, with small per-

turbations growing unboundedly, as seen in Figure 4.12. For this reason it is essential to

have some indication of the stability limit. It is proposed to use a time step slightly less

than that given in equation (4.47).

4.6.3.4 Boundary conditions

Having ascertained that the system behaves as expected for the propagation of waves

without encountering a boundary or material change one can now evaluate the behaviour

after interaction with a boundary.

Using the configuration suggested, the total simulation time is increased, allowing the

wave to interact with the right hand boundary. Here the displacement at the boundary

is fixed, and total reflection of the wave is expected according to equation (4.43).

Notice in Figure 4.13 that the displacement at point 4 is held fixed exactly. Further, as

was noted above, the loading condition on the left boundary is also applied exactly. This

demonstrates that both Neumann and Dirichlet boundary conditions are imposed fully.

The wave reflects, but there is some minor error accumulation as the oscillations in the

reflected wave interact with the incident wave. This is to be expected, and might be
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Figure 4.12: Above stability condition

reduced with the inclusion of artificial viscosity or damping.

The imposition of a Neumann boundary condition on the right end of the bar can be

achieved by setting the end to be stress-free. This is done in Section 4.7.
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Figure 4.13: Wave reflection

4.6.3.5 Dependence on material parameters

The validation thus far has been for a specific set of material characteristics. It has been

shown that the wave speed is not dependent on the smoothing length, pulse shape, or

boundary conditions. The wave speed should, however, be dependent on the density and

Young’s modulus of the material.

Three material sets are compared in Figure 4.14, where each of the material properties is

varied. The configuration for the tests will be as above, but with each of the properties

defined below. In the third configuration, the tesile wave reflected off the free end is

visible at stress point two after 50 µs.
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Configuration Density Young’s Modulus Wave speed
1 8000 kg.m−3 200 GPa 5801 m.s−2

2 8000 kg.m−3 100 GPa 4102 m.s−2

3 4000 kg.m−3 200 GPa 8204 m.s−2

Figure 4.14: Wave Propagation - various materials
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It is interesting to note that the smoothness of the approximation is dependent on the

wave speed of the material in question. This is directly linked to the selection of the

appropriate time step. Selecting a time step that matches the distance travelled by the

wave with the cover function, minimal numerical error is introduced. If too large a time

step is introduced the system becomes unstable, but when a very small time step is used

numerical noise is introduced, but this noise should not lead to instability.

4.6.3.6 Heterogeneous material

The results examined thus far deal with wave propagation and total reflection of the

wave. Equation (4.43) also deals with partial transmission and reflection of waves. This

occurs when two portions of the domain are not “impedance matched’. This can occur

through a change in either density or Young’s modulus.

To demonstrate the effect the validation problem is modified such that the density of

the bar can be changed at the midpoint of the bar. This effectively models two bars of

different densities joined at the ends and is shown in Figure 4.15.

Figure 4.15: Validation problem - density change midspan

Where a drop in density is experienced, as in Figure 4.16, a portion of the wave is reflected

with its sense inverted (a compressive wave is partially reflected as a tensile one), and a

wave is transmitted where the magnitude of the wave increases, and the wave travels at

a greater speed.

Where a density increase is experienced, as in Figure 4.17, a portion of the wave is reflected

in the same sense, and a portion of the wave is transmitted with a lower magnitude. The

increase in density is coupled with a decrease in the wave speed.

If the density is set to be a very large number the system should behave as if the bar

were truncated at the midpoint, with no displacement being permitted beyond this point.

This is demonstrated in Figure 4.18.

It is not possible to set the density to be a very small number to approximate a free end
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Figure 4.16: Partial transmission - decrease in density

Figure 4.17: Partial transmission - increase in density
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Figure 4.18: Partial transmission - very large increase in density

Figure 4.19: Partial transmission - very large decrease in density
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because the wave speed in that portion of the bar increases dramatically, and the required

time step becomes prohibitively small. This behaviour can be seen in Figure 4.19.

4.7 Tensile instability

In addition to the issues relating to boundary conditions, standard SPH implementations

are prone to a numerical instability that arises in tensile regions. This has resulted in the

phenomenon being commonly known as the tensile instability.

4.7.1 Cause of tensile instability

Tensile instability has garnered a lot of interest. The instability was formally documented

in two independent von Neumann stability analyses [4,29]. Tensile instability was one of

the primary foci of a study by the SANDIA laboratories. They found that the instability

was related to the calculation of gradients in SPH [4].

Although SPH can be used to solve any PDE, the issue of tensile instability is discussed

in terms of stress. It is important to note however, that any property dependent on

gradients may be similarly affected.

The criterion for onset of the instability is when [8]

W ′′σ > 0 . (4.48)

where σ is the one-dimensional Cauchy stress.

The reason for this criterion can be easily seen for the stress related case. When W ′′ > 0

and σ > 0 the system is in tension. If two particles are moved apart in this region, one

expects the tensile load to increase. W ′ decreases because of the positive value of W ′′,

this results in the calculated stress σ decreasing. This a-physical behaviour is the same

as that seen in the tests performed earlier.

A similar process can occur if, W ′′ < 0 and σ < 0. Here the system is in compression. If

two particles are moved towards each other, the stress is expected to decrease (increase

in magnitude in a negative sense). This does not happen however, as the negative W ′′

leads to an increase in W ′. This results in a decrease in the compressive stress magnitude,

which is, again, a-physical.

Although it has been shown that a “compressive instability’ exists, it is seldom seen.

This is because particles seldom fall close enough to another particle such that is it in

the W ′′ < 0 range. In fact, with the one dimensional cubic B-spline, 67% of all positions
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within the cover are in the tensile instability range, and particles are extremely unlikely

to enter the compressive instability range. This number can be even higher, with 82% of

all positions within the one dimensional mollifier cover function falling within the tensile

instability range.

Because of the close link between cover function shape and the susceptibility to insta-

bility, one can create a cover function that does not go into an unstable zone, provided

the domain remains in either tension or compression. Beyond this several attempts at

calculating gradients in a manner different to standard SPH, termed conservative smooth-

ing [30,31] have been made. In addition, the instability has been tackled through the ad-

dition of dissipative terms in the formulation [32], or of addition of “stress particles” [33].

While these solutions all offer potential solutions to the tensile instability, all require

significant deviation from standard SPH. In keeping with the desire to implement as

basic an SPH code as possible another solution was required. This was found in the total

Lagrangian approach to SPH.

4.7.2 Total and updated Lagrangian approaches

Large strain problems in solid mechanics are typically cast in a Lagrangian framework,

where the behaviour of a body is expressed relative to some original configuration. In

an updated Lagrangian system the “original configuration” is taken to be that of the

body at the start of a time step, with the behaviour of the body during the time step

expressed relative to this position. This differs from a total Lagrangian approach where

the “original configuration” is that at the start of the simulation, and the displacement

in every subsequent time step is defined relative to it.

When working with the assumption of infinitesimal deformation there is no mathematical

difference between the two approaches. There is however a difference in terms of SPH

implementation. While displacements may be small enough to be considered “infinitisi-

mal”, a small change in the position of a particle relative to other particles can shift the

gradient calculation into a state of instability.

Vignjevic et al. [3] present the use of a total Lagrangian implementation as a poten-

tial remedy for tensile instability. This approach is natural to follow, as it allows the

computation of the particles’ influence on each other prior to the time integration. The

algorithm presented in Section 4.5 follows this reasoning.

It is possible, however, to recast the algorithm in an updated Lagrangian manner to allow

one to identify the tensile instability. This is done by moving the computation or the

“SPH matrices” to within each time step. This adds significant computational overhead,

and should not generally be used.
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4.7.3 Tensile linear elastic results

The short duration simulations in Section 4.6.3 do not show any significant instabilities in

either compression or tension. This is not to say that the instability is necessarily absent,

but rather that it has not been observed, matching with that postulated by Vignjevic et

al. [3].

In order to demonstrate one of the manifestations of the tensile instability the results

of an updated Lagrangian approach are compared to a total Lagrangian one. Here, one

expects the results to be identical, but the updated Lagrangian implementation will be

shown to be a-physical.

Simulations similar to those in Section 4.6.3, but in tension appear to behave correctly.

A much closer investigation is required to see the onset of the instability in this config-

uration. Here a bar, constrained in the transverse direction, is pre-stressed by applying

a linearly varying displacement, as shown in Figure 4.20. Such a configuration results in

a constant stress field along the length of the bar. The two ends are kept at a constant

displacement for the duration of the simulation, which should result in a totally stable

configuration.

Figure 4.20: Configuration to test for tensile instability

At some time, a slight perturbation is introduced into the system by applying a five

percent variation in the displacement of the centre particle. This increase in local dis-

placement should trigger strain wave propagation, with all particle motion tracking that

of the perturbation. The simulation is kept shorter than the time expected for this wave

to reach the ends of the bar.

Figures 4.21 and 4.22 show the displacement of the particles that constitute the bar

through time for both total and updated Lagrangian implementations. The middle seven

particles are additionally tracked, enabling the behaviour to be more clearly identified.
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Figure 4.21: Linear Elastic tensile results - total Lagrangian implementation

The total Lagrangian implementation behaves as expected. Before the perturbation the

system is static, and after the perturbation the particle displacement tracks the motion

of the centre particle (where the perturbation was introduced). This is not the case in

the updated Lagrangian implementation however, where adjacent particles move out of

phase with each other. This results in particles which are under increasing tension moving

closer together at times, which is clearly a-physical.

It is possible, for perturbations of increased duration, to get particles to pair together

under tension. This particle “clumping” is well documented [3, 8, 33] and is one of the

indications of the presence of the tensile instability, although in this case, the instability

is not destructive. In this case, the large magnitude of the existing tensile stress ensures

that the stress waves seen are near that expected.
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Figure 4.22: Linear elastic tensile results - updated Lagrangian implementation
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Chapter 5

SPH and nonlinear elasticity

The implementation presented in Chapter 4 is for linear elastodynamics, where the SPH

approximation is done in the original configuration, which is in line with a total La-

grangian methodology. This methodology appears to be less prone to tensile instability,

despite the fact that there should be no appreciable difference between the total and

updated Lagrangian methodologies for the infinitesimal displacement approximation.

In this chapter the SPH approach developed in Chapter 4 is extended to the case of

nonlinear elastic finite deformation problems, as set out in Chapter 3.

5.1 Behaviour of nonlinear materials and code vali-

dation

The evaluation problem presented in Chapter 4 serves well because of the simplicity of

the wave equations in linear elastic solids, especially in one dimension. Wave propagation

becomes increasingly complicated with the addition of higher dimensions, which result in

non-scalar motion, and with nonlinear material models.

Nonlinear material models add complexity because the local wave speed varies depending

on the deformation of the material at the point in question. This results in complicated

behaviour which, while tractable for some nonlinear models, is hard to use as a measure

for performance.

The dynamic behaviour of the system can be evaluated for small displacements where

the behaviour tends towards that expected for linear elastic materials. While such a

validation test does not capture the full non-linearity of the material, it does ensure that

the dynamic system performs as expected with the new material model.
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In order to evaluate the nonlinear nature of the material one can avoid looking at the

detail of a dynamic system by performing a quasi-static test. Here, the loading conditions

are applied at a rate many times less than the natural frequency of the body being loaded.

This ensures that the dynamic effects of the loading are small - relative to the overall

behaviour. This technique was used for a validation problem that follows the work of

Ogden in his presentation of the compressible Neo-Hookean material model [24].

5.1.1 Behaviour of Neo-Hookean materials

In his evaluation of material models for rubber-like materials Ogden shows curves of

Cauchy stress relative to the principal stretches of the body [34], and compares these

with experimental results. In this work, the behaviour is found directly from the strain

energy function because it is defined in terms of the principal stretches. The normal

Cauchy stress in the first direction is the only one presented for clarity. The strain

energy function used for the SPH validation is defined in terms of the invariants of C,

the right Cauchy-Green tensor.

The stress relative to stretch is evaluated by applying a simple triaxial stretch, where the

motion is defined to be only in the Cartesian directions, ensuring the principle stretch

directions will be along these axes.

The deformation gradient is thus defined in terms of the principal stretches λ1, λ2, λ3 as

F =

 λ1 0 0

0 λ2 0

0 0 λ3

 · (5.1)

The right Cauchy-Green tensor and the Jacobian are thus defined as

C = F TF

=

 λ2
1 0 0

0 λ2
2 0

0 0 λ2
3

 (5.2)

and

J = λ1λ2λ3 · (5.3)

The first Piola-Kirchhoff stress can then be found to be

P = µ

 λ1 − 1/λ1 0 0

0 λ2 − 1/λ2 0

0 0 λ3 − 1/λ3

+λ (lnλ1λ2λ3)

 1/λ1 0 0

0 1/λ2 0

0 0 1/λ3

 (5.4)

Chapter 5: SPH and nonlinear elasticity 90



University of Cape Town Department of Mechanical Engineering

using equation (3.64). This can be converted to Cauchy stress using equation (3.33)

T = J−1PF T (3.33)

T =
µ

λ1λ2λ3

 λ2
1 − 1 0 0

0 λ2
2 − 1 0

0 0 λ2
3 − 1

+
λ

λ1λ2λ3

ln (λ1λ2λ3) I · (5.5)

To make the presentation of this relationship more tractable it is assumed that a plane

strain condition is applied, where the displacement in the third dimension is held constant

resulting in a stretch of λ3 = 1.

A family of curves can then be generated by varying λ1 while keeping λ2 constant for

each curve. In such a scenario the material is pre-stressed in the second dimension, and

the normal Cauchy stress in the first direction is plotted as a function of the stretch in

that direction. A family of such curves is presented for a compressible material in Figure

5.1 and for a nearly incompressible material in Figure 5.2.

By applying boundary conditions that control the displacement in the second and third

dimensions a large strain quasi-static simulation can be used to validate the code against

these results. This is done for the one-dimensional case in Section 5.3 and in two dimen-

sions in Section 5.4.
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Figure 5.1: Behaviour of Compressible Neo-Hookean material

Figure 5.2: Behaviour of nearly incompressible Neo-Hookean material
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5.2 SPH implementation

As in Section 4.4, the link between time steps in the dynamic simulation is the accelera-

tion, which can be computed using equation (3.73) for the finite strain case. This can be

re-arranged as

∂v

∂t
=
Div P

ρ0

+ b . (5.6)

If the body forces b are assumed to be negligible the acceleration can be found from the

divergence of the first Piola-Kirchhoff stress and the density in the original configura-

tion. Because a total Lagrangian approach has been taken, the density at each particle

does not vary. P is function of the deformation gradient, which itself is a function of

displacement. By finding the SPH approximation to each inter-connected equation, an

SPH approximation of the acceleration can be found.

The tensor mechanics making up these equations are computed component-wise as this

facilitates vectorised coding in MATLAB. As a result, the gradient and divergence opera-

tions are described in terms of the directional derivatives of the variables. The directional

derivative in the x1 direction is shown, but the equivalent derivative in the other directions

can be found with a suitable substitution.

We thus define the SPH approximation of the derivative of displacement in the x1 direc-

tion as

<
∂u

∂x1

>p = −
N∑
q=1

(u)q
∂W (xp − xq, h)

∂x1

∆Vq . (5.7)

This approximation is then used to compute F , its determinant J , and the right Cauchy-

Green tensor C. These are then used to compute the stress using equation (3.64). The

divergence of this stress is then computed component-wise from the directional derivatives

of the stress according to

<
∂P

∂x1

>p = −
N∑
q=1

(P )q
∂W (xp − xq, h)

∂x1

∆Vq . (5.8)

Finally the updated displacement of the particles can be computed using the same nu-

merical scheme outlined in equation (4.4); that is

un+1 = ∆t2
∂2un
∂t2

+ 2un − un−1 . (4.4)
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5.2.0.1 Boundary conditions

Care must be taken in enforcing boundary conditions in nonlinear analysis, as the ref-

erence configuration must be used instead of the more “natural” current configuration.

Thus, the first Piola-Kirchhoff stress must be used for Neumann boundary conditions.

Dirichlet conditions must also be translated from the x to theX configuration. Similarly,

if the results are required in the current configuration, a conversion must be performed.

Boundary conditions are dealt with in different ways in the one- and two-dimensional

implementations of SPH. In one dimension the boundary conditions are enforced using

the methodology presented in Section 2.8.3. This allows both the Dirichlet and Neumann

boundary conditions to be set exactly.

This is not possible in higher dimensions (except in special cases), as each ghost particle

affects more than one boundary particle. As discussed in Section 2.9, the Neumann

conditions can only be implemented based on the secondary SPH approximation of the

already computed gradients. This results in any applied Neumann boundary condition

affecting the motion of a particle into the next time step, but not that particle’s current

displacement. With small enough time steps this effect is near negligible.

It is also important to note that Neumann boundary conditions must be set in terms of

directional derivatives in the principal directions of the problem. Any traction must thus

be resolved into its component form.

Once again, the algorithm implemented makes use of the modified mollifier function

presented in Section 2.2.2.

5.3 1D SPH nonlinear elasticity

The one dimensional implementation of Section 5.2 can be arranged into the algorithm

below. The performance of the algorithm is then assessed relative to the two validation

tests discussed in Section 5.1.

Algorithm 5.1 below is for the one-dimensional case only, where the tensorial computa-

tions are reduced to a single dimension. The matrices W and X are the “SPH matrices”,

and define the SPH approximation of every particle to every other particle, as per Section

2.6. Any vector of values multiplied by one of these matrices finds the SPH approximation

or SPH gradient approximation of these values in a vectorised manner.

Again, all values such as u and P should be read as the vector of these values for every

particle unless indicated with a subscript denoting which particular particle is in question.
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It is assumed that the left hand boundary is a Neumann boundary, and the right hand

boundary is a Dirichlet one to allow for the inclusion of both types of boundary condition

in the algorithm. The values D and N represent the denominators in equations (2.42) and

(2.44) respectively and are used in the application of the Dirichlet and Neumann bound-

ary conditions. Defining these values before the time stepping loop saves considerable

computational time.

Algorithm 5.1: SPH nonlinear elasticity (Neo-Hookean)

. Data: Initial geometry, u(t), t(t), ∆t1

set ,u0, u1,u̇0, u̇1,T0and T1 for all p ; // set initial values2

set ∆V for all p3

Compute W and X // calculate SPH matrices4

D =
B+I+G∑
q=1

[W (xB − xq, h)]2 ∆Vq
5

N =
B+I+G∑
q=1

W (xB − xq, h)∇W (xB − xq, h) ∆Vq
6

while n < n total do // for each time step7

ηleft =
(
t(t)−

∑B+I+G
q=1 (u(xq))∇W (xB − xq, h) ∆Vq

)
/N // ΓN8

ηright =
(
u(t)−

∑B+I+G
q=1 (u(xq))W (xB − xq, h) ∆Vq

)
/D // ΓD9

u = u + ηrightW (xΓN
− xq, h) + ηleftW (xΓD

− xq, h) // set G10

<
∂u

∂X
>= Xu // calculate gradient11

F =<
∂u

∂X
> +112

J = F13

C = F 2
14

P11 = µ ∗ (F − 1/F ) + λ ∗ lnF/F15

<
∂P 11

∂X
>= XP11 // calculate gradient16

a =<
∂P11

∂X
> /ρ17

un+1 = ∆t2a + 2u− un+−118

n = n+ 1 ; // increment time step19

end20

return u, T for all n21
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5.3.1 Dynamic validation

The dynamic validation followed a process similar to that followed in Section 4.6.3. The

same test problems were used, and resulted in similar behaviour. This is to be expected

as the Neo-Hookean material model behaves according to Hooke’s law at small strains.

The validation problem was the same as that used in Section 4.6.3. The configuration

is shown again in Figure 5.3 for convenience. The bar is set to be Neo-Hookean with

material parameters

ρ = 8000 ,

E = 200 GPa ,

ν = 0.3 .

If the material had been linear this would have resulted in a wave speed of

cL = 5801 m.s−1 .

Figure 5.3: Validation problem - 1D strain

All the validation problems followed a similar structure to those in Section 4.6.3. The

results were very similar, and a single test result is shown in Figure 5.4 as an example of

the behaviour. In this problem the material is exposed to a compressive stress pulse.

5.3.2 Large strain validation

The ability of the implementation to accurately model large strain behaviour was tested

by taking a 15mm bar of the material and elongating it to 90mm. This was done over a

period of 30 times the time needed for a strain wave to propagate through the material

if it were undergoing small strains. It should be noted that the one-dimensional nature

of this implementation results in the stretch in the second and third directions to be one.

Chapter 5: SPH and nonlinear elasticity 96



University of Cape Town Department of Mechanical Engineering

Figure 5.4: Wave propagation in Neo-Hookean material

The results shown in Figure 5.5 show some oscillation about the analytical curves for the

static case. This is likely due to the transient portion of the loading. An increase in the

loading time of the bar results in oscillations of a smaller magnitude.

If the Poisson’s ratio of the bar is increased to 0.49, as in Figure 5.6 the behaviour

still matches the exact solution, but the solution becomes unstable after a stretch of

3.6 is achieved. This is likely due to the high stresses resulting in accelerations beyond

the capabilities of the time integration to capture although this has not been validated

extensively.
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Figure 5.5: Large deformation of a slightly compressible material

Figure 5.6: Large deformation of a nearly incompressible material - ν = 0.49
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5.4 2D SPH nonlinear elasticity

The implementation of two-dimensional SPH was done to confirm that the proposed

methodologies work in higher dimensions, while still keeping the problem size tractable.

The formulation is very similar to that for one dimension, except that the tensorial

nature of the higher dimension problem must be considered. Additionally, the imposition

of boundary conditions on the system must change, as the method used in the one-

dimensional implementation does not work for all possible cases in higher dimension

problems.

5.4.1 SPH implementation

The tensor algebra required in the implementation is done component-wise to facilitate

the vectorised computation of SPH approximations, as discussed in Section 2.6. This

allows an operation like Grad u to be computed from the directional derivatives

∂u1

∂x1

= Xu1

∂u1

∂x2

= Xu1

∂u2

∂x1

= Xu2

∂u2

∂x2

= Xu2 (5.9)

where X is the SPH directional derivative matrix to give the approximation of the deriva-

tive in the x1 direction, and Y is the SPH directional derivative matrix to give the

approximation of the derivative in the x2 direction. u1 and u2 are the vectors describing

the components of displacement for each particle.

5.4.1.1 Boundary conditions

Boundary conditions are imposed using the approach detailed in Section 2.9. Each type

of boundary condition must have its own modified SPH matrix to allow for the control

of the ghost particles associated with that type of boundary condition. This results in

six such matrices, these corresponding to the application of the displacement in the two

primary directions and the imposition of the gradient of either displacement in either

direction.

The modified SPH matrices associated with Dirichlet boundaries are denoted N, while

those associated with Neumann boundary conditions with gradient in the x1 direction are
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denoted N, and those with gradient in the x2 direction are denoted M. The displacement

on which they act is indicated with a † for the u1 displacement, and with a ‡ in the u2

displacement.

For instance: the modified SPH matrix associated with boundaries where the u1 displace-

ment is set is denoted D†.

Each modified SPH matrix is created according to equation (2.46). All entries in the

rows and columns of the SPH matrix are set to zero for all particles not included on

the boundary in question (or its associated ghost particles), except for the one on the

diagonal which is set to one. Rows and columns associated with the boundary region are

left untouched.

These matrices and their inverses are ideally computed prior to the time-stepping portion

of the code. The only time this is not done is if the regions in question vary in time. This

method of pre-computation for the simulation of two-dimensional nonlinear elasticity is

used in Algorithm 5.2.
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Algorithm 5.2: SPH nonlinear elasticity (Neo-Hookean)

. Data: Initial geometry, u(t), t(t), ∆t1

set ,u0, u1,u̇0, u̇1,P 0and P 1 for all p ; // set initial values2

set ∆V for all p3

Compute W, Xand Y // calculate SPH matrices4

Compute D†, D‡,N†, N‡,M†, M‡
5

Compute D†
−1

, D‡
−1

,N†
−1

, N‡
−1

,M†−1
, M‡−1

6

while n < n total do // for each time step7

< u1 >= WD†
−1 (

u1 + uI1
)

8

< u2 >= WD‡
−1 (

u1 + uI2
)

9

<
∂u1

∂X1

>= Xu110

<
∂u1

∂X2

>= Yu111

<
∂u2

∂X1

>= Xu212

<
∂u2

∂X2

>= Yu213

<
∂u1

∂X1

>= WN†
−1
(
t1+ <

∂u1

∂X1

>I
)

14

<
∂u1

∂X2

>= WM†−1
(
t1+ <

∂u1

∂X2

>I
)

15

<
∂u2

∂X1

>= WN†
−1
(
t2+ <

∂u2

∂X1

>I
)

16

<
∂u2

∂X2

>= WM†−1
(
t2+ <

∂u2

∂X2

>I
)

17

F = Grad u+ I // component-wise18

J = detF19

C = F TF // component-wise20

P = µ ∗ (F − FC−1) + λ ∗ ln JFC−1 // component-wise21

<
∂P11

∂X1

>= XP1122

<
∂P12

∂X2

>= YP1223

<
∂P21

∂X1

>= XP2124

<
∂P22

∂X2

>= YP2225

a = Div P /ρ // component-wise26

un+1 = ∆t2a + 2u− un+−1 // component-wise27

n = n+ 1 ; // increment time step28

end29

return u, T for all n30
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5.4.2 Dynamic validation

Two-dimensional code allows for a test configuration that can either be in one-dimensional

stress or strain, assuming uni-axial loading. If the sides of the bar are allowed to move in

the transverse direction (and kept stress free), a state of one-dimensional stress is reached,

but if motion is restricted in the transverse direction a state of one-dimensional strain is

reached.

One-dimensional strain is easier to analyse as it follows the behaviour seen in the dynamic

validation tests of the other implementations. If the same configuration as in Figure 5.3 is

used, and the bar is subjected to a tensile pulse the response seen in Figure 5.7 follows the

trends seen in the one-dimensional implementations. There is little difference through the

transverse direction (a thickness of six particles), and this confirms the one-dimensional

nature of the wave.

Figure 5.7: Tensile wave propagation in Neo-Hookean material - strain wave

If the bar is instead configured to be in a state of one-dimensional stress, as in Figure

5.8, the wave speed expected changes from cL to cb. In addition to this change in wave
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speed, one-dimensional stress waves are prone to dispersion [28]. The short duration of

the validation test, shown in Figure 5.9, results in no noticeable dispersion, although a

detailed study of the dispersion characteristics would be beneficial to understanding the

behaviour of the SPH approximation.

Figure 5.8: Validation problem - 1D stress

Figure 5.9: Tensile wave propagation in Neo-Hookean material - stress wave
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5.4.3 Large strain validation

In order to keep computational times to a manageable level the large strain validation

was done on a very small mesh. This reduced mesh size greatly increases the funda-

mental frequency of the test domain, allowing the deformation to occur over a relatively

short duration. The test domain was defined to be 31 particles in length and six in the

transverse direction.

Three test cases are presented. The first fixes the stretch in the transverse direction

at one (Figure 5.10). The second fixes the stretch in the transverse direction at two, a

test possible now that two dimensions are available (Figure 5.11). The final test starts

with the test domain undeformed, with the stretch in the primary direction increased

linearly while also linearly increasing the stretch in the transverse direction so that it has

a stretch of two when the first stretch is six (Figure 5.12). Here the exact solution for the

entire path has not been computed but the expected solution should be bounded by the

analytical curves for λ2 = 1 and λ2 = 2, starting at the former when λ1 = 1 and being

coincident with the latter at the end of the simulation.

The curves presented are for the particle in the centre of the domain. It is possible for

this particle to not achieve the stretch imposed on the boundary if equilibrium is not fully

attained. This can be seen in Figure 5.12 where the test curve does not end coincident

with the curve for λ2 = 2.

Interestingly for all the results presented the curve deviates slightly from the analytical

solution. Most notably, the stretch in the transverse direction does not reach the value

expected in the third test case. It is likely that this error is an artefact of the error intro-

duced into the system by only having six particles in the transverse direction. Another

possibility is that the time integration scheme does not perform well with such large

deformations. The scheme used becomes unstable if the deformation of the domain is so

extreme the current configuration results in local “re-ordering” of particles in the current

configuration.

Despite this limitation, the SPH implementation approximates the behaviour of the ma-

terial well, even at extreme stretches. This performance is impressive considering that

finite element models fail without re-meshing due to distortion of elements. It is possible

that some amount of “distortion error” has manifested in the simulation, resulting in the

result moving away from the exact solution.
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Figure 5.10: Large deformation - λ2 = 1

Figure 5.11: Large deformation - λ2 = 2
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Figure 5.12: Large deformation - λ2 linearly increased from λ2 = 1 to λ2 = 2

5.4.4 Complex geometry

While the tests cases presented above serve to confirm the implementation behaves as

expected, numerical methods are seldom needed on such simple problems. As an example

of a more complex problem that can be solved using SPH an additional problem is

included.

This problem is not compared to existing results, but is instead discussed after the com-

putation, as would happen with any mature technique. The problem posed is simple, but

consists of a curved, stress-free boundary, which should serve to test the code well.

A sheet with a circular hole in it is subjected to uniaxial tensile loading and the stress

distribution in the sheet is desired. This problem can be approximated using quarter

symmetry as shown in Figure 5.13.

To facilitate reasonable computational times, a rectangular mesh of 21 by 21 particles is

used, where the particles within the “hole” region are set to be ghost particles. The sheet

is loaded dynamically from rest with a traction equivalent to 5MPa.

Figure 5.14 shows several contour “snapshots” of the dynamic loading process, where the

advancing wave can clearly be seen interacting with the hole. Finally, the system comes to

rest with a stress concentration at the edge of the hole. This stress concentration results
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Figure 5.13: Sheet with hole in middle. E = 70MPa, ν = 0.49

in a local maximum principal stress of 60MPa. These results appear reasonable, although

a convergence analysis with increasing numbers of particles should be completed. The

results are also qualitatively similar to those obtained using linear elastic finite elements,

as in [35], with the stress concentration developing in the correct place, and being of the

correct order of magnitude.
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Figure 5.14: Propagation of stress through sheet with hole
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Figure 5.15: Final stress distribution - sheet with hole
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Chapter 6

Conclusions and Recommendations

This thesis has focused on the development of the SPH technique. The findings of the

thesis are discussed as a summary of the investigations undertaken. These findings are

then used to define recommendations for future work.

6.1 The SPH formulation

The development of the SPH method was completed from fundamental assumptions. This

allowed for the arrangement of the SPH approximation at every particle to be described

as a matrix operation. While it is likely that such an approach has been taken before, the

SPH literature typically only provides the approximation at each individual particle. The

matrix arrangement is key for an efficient implementation of SPH and should generally

be exploited.

Several cover functions were discussed, including a new function, the modified mollifier,

that has both compact support and is infinitely differentiable. These are highly valued

properties, and the function was used in all the SPH implementations.

Interpolation

The SPH approximation of functions is key to the technique’s success. The performance

of the technique was evaluated by using SPH to interpolate known functions. This inter-

polation was found to be acceptable, provided care is taken in the selection of the cover

function, cover size, and particle distribution. The performance of the approximation

is poor near the discretisation boundary, a feature which must be considered when the

method is used for other applications.
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6.2 Boundary value problems

The primary use of the SPH approximations is for solving boundary value problems. This

is possible as approximations to functions and their derivatives, are directly computed

from the position of the particles.

Boundary conditions

Key to solving these problems is the application of boundary values. This is an issue,

however, as the classic SPH approximation degrades near the boundary.

Several techniques have been presented to handle near-boundary approximations. Two

variations on the classical ghost particle approach are presented. These approaches are

used in the SPH implementation presented and appear to function as expected. In one-

dimensional problems both the Neumann and Dirichlet conditions can be exactly en-

forced, while in higher dimensions the Neumann condition can be enforced in a secondary

SPH approximation of the gradients.

6.3 SPH for solid mechanics

The SPH approximation was then used to successfully model both linear and non-linear

materials. The mathematical description of the problems at hand were discussed in detail,

allowing for the SPH approximation of these mathematical descriptions.

The approximations were implemented for one-dimensional linear elastodynamics and

both one and two-dimensional nonlinear elastodynamics. These approximations were

done in an explicit manner to facilitate ease of computation.

Tensile instability

Evidence of the tensile instability highly commented on in the literature was not present

in the direct implementation of the approximations. It was determined that this may

have been because the implementation followed the total Lagrangian formulation which

is believed to remove the instability.
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Validation

The code was validated against one-dimensional wave theory. Generally the implemen-

tation behaved as expected, albeit with some numerical noise present. Techniques for

dealing with the numerical noise were not investigated as it was determined to be outside

of the scope of this project.

Additionally, the nonlinear behaviour was tested quasi-statically against that predicted

for a known displacement field. Here the results were good, especially in the one-

dimensional case. The two-dimensional case suffered from some accumulation of error,

perhaps introduced by large strains of up to 700%.

Finally, a single two-dimensional example problem, albeit on a small scale, but with

curved boundaries and mixed boundary conditions was presented to show the capabilities

of the method.

6.4 Recommendations

Based on the investigation presented, several recommendations can be made. These are

separated into recommendations regarding the work done in this project and into general

recommendations regarding the use of SPH.

6.4.1 Future work

The validation of the implementations and the use thereof was limited in this project.

This was primarily due to the extensive memory usage and thus computational time

encountered. This can most directly be attributed to the choice of MATLAB as the

implementation tool. MATLAB is suitable for small problems to be used in methodology

development, but rapidly degrades for large problems. Any detailed investigation into

the algorithms presented must be done using code written specifically to deal with the

large matrices created. It is important to note that the SPH matrices used are the size

of the number of particles squared. This leads to rapidly ballooning memory demands,

and must be accounted for.

Investigation into how the memory demands might be reduced should also be performed.

This will likely be found in the exploitation of the compact support of the cover functions.

Smaller SPH matrices that are representative of the larger problem will allow reduced

memory use and potential for direct parallelisation.
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Because of the structure of the algorithm, all matrix operations in the dynamic code are

multiplications. This standard use of the explicit methodology can be used for paralleli-

sation even with the SPH matrix representing the entire domain.

A detailed characterisation of the algorithm has been performed, but not for randomly

distributed particles,. This must be undertaken before the code is generally used. This is

especially noted in the lack of a formal stability analysis and a convergence analysis. Ad-

ditionally, it was not possible to test every conceivable boundary configuration. Improved

methods for applying boundary conditions must be sought, and care must be taken that

the boundary conditions are indeed satisfied.

While analysis into the energy and momentum conservation of the dynamic simulations

was done in passing, a dedicated analysis must still be undertaken. This is essential to

understanding how errors propagate into the system.

Artificial viscosity and other damping methods should be considered to aid the stability

of the dynamic simulations. Methods like upwinding may be possible through the use of

non-symmetric cover functions.

6.4.2 SPH in nonlinear mechanics

The problems discussed in this project are a long way from those for which meshless

methods are suited. In general there is no particle re-ordering to contend with, and the

constitutive models are fairly simple. The complexity of an SPH implementation will

likely increase dramatically with more complex models. For the validation test presented

finite elements presents a more rigorous approach, with similar, or better performance.

The non-local nature of SPH may lend itself well to non-local formulations and the

modified mollifier may find some use in this field, either in an SPH approximation or

with some other meshless method. Investigation into how portions of the method may

be integrated into other methodologies must be ongoing.

6.5 A few final words

As a basic introduction to meshless methods this project has been a success. A fairly

robust algorithm has been created, and can be used as the building blocks for further

research into meshless methods. Until a fully rigorous treatment of SPH or one of its

derivatives is found, the search for better schemes must continue.
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To facilitate ease of use as a first step in understanding meshless methods, sample code

has been provided on the included compact disc. The code chosen was that used to

generate some of the results presented in this project.
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Abstract

SPH is used here to approximate the solution to the equations governing nonlinear elastody-
namics in one and two dimensions. The SPH implementation is based on a total Lagrangian
formulation for reasons of stability [1]. The standard SPH method is discussed, and the discrete
SPH approximation is presented in matrix form. This approach allows for the vectorisation of
the method, greatly improving computational efficiency.

A new cover function - the modified mollifier - is introduced and used in computations. This
has compact support and is infinitely differentiable, allowing it to be applied to higher-order
problems.

A methodology for the imposition of both Neumann and Dirichlet boundary conditions is de-
veloped. This methodology works exactly for both conditions in one dimension, but Neumann
boundary conditions can only be imposed approximately in higher dimensions.

Validation of the methodology presented is done through comparison with results in the liter-
ature, as well as with one-dimensional wave propagation theory. Special attention is given to
problems involving time-dependent loading conditions. Additionally, a two-dimensional ex-
ample problem with curved boundaries and mixed boundary conditions is presented to show
the capabilities of the method.

1 Introduction

Nearly all complex problems in elastodynamics are currently solved computationally, through
the use of some numerical approach. For standard elasticity problems, as well as a host of other,
more complex problems, the finite element method (FEM) is the current tool of choice. FEM
relies on a fixed discretisation of the material, with a domain being broken up into elements
having nodes at least at their vertices. A shortcoming in the modelling of fluids or of solids that
undergo large deformations is that the discretised ‘mesh’ quickly becomes distorted, resulting



in poor field approximations [2]. Dynamic re-meshing of highly distorted elements is currently
implemented by FEM users to circumvent these problems.

Meshless methods aim to avoid the poor approximations associated with mesh distortion by
removing the interconnection of nodes. A domain is discretised into nodes, but no strict con-
nections are enforced. The integrity of the domain is maintained through the application of
some interrelation of the nodes. No difficulties are experienced due to mesh distortion, al-
though there is a computational cost associated with the interrelation rule.

Smoothed Particle Hydrodynamics is a fairly simple example of a meshless method. It was
first developed in the late 1970s to model astrophysical problems in three-dimensional space
[3]. Due to the success of SPH in this field, it was extended to applications in computational
mechanics by 1990 [cited in [4]]. It has since been utilised successfully to model various
mechanics problems ranging from simple elasticity to complex fracture [5].

SPH has a remarkably simple formulation once fully derived, and one might expect an im-
plementation to be direct. This is indeed the case for the most simple of cases, but problems
are encountered early on. The first of these has to do with the imposition of boundary condi-
tions. As SPH was developed for unbounded domains (as in astrophysics), the boundary term
that arises in the formulation is treated as unimportant (as shall be discussed in Section 2.3).
Some special treatment of boundary conditions must be employed for bounded domains. This
is in contrast to the finite element method where boundary conditions are naturally enforced.
The second, and more vexing issue is that of the so-called tensile instability which can cause
unbounded growth of the solution.

The aim of this work is to create an approximation of nonlinear elastodynamics, using the
most basic SPH formulation, in a total Lagrangian formulation. The structure of the rest of
the paper is as follows. First the general SPH approximation is introduced. This includes the
description of a new cover function. The SPH approximation is cast in a matrix form, and this
is used to provide a treatment of boundary conditions. Following this the SPH approximation
is applied to time dependent nonlinear elasticity, and the computational results are evaluated
against analytical solutions.

2 SPH approximations

The basis for SPH is an approximation of the sampling relation

f (x) =

∫
Ω

f (x′) δ (x− x′) dx′ (1)

where δ (x− x′) is the Dirac delta and Ω is the domain. The Dirac delta can be approximated
by some function W , that satisfies the normalisation constraint, but which is defined over some
finite distance h, referred to as the cover of the function. W is defined to have the properties∫

W (x− x′, h) dx′ = 1. (2)



The replacement of the Dirac delta with a cover function leads to an approximation of the
function called the kernel approximation. This is denoted by angular brackets,<>. Thus

f(x) ' < f > (x) =

∫
Ω

f (x′)W (x− x′, h) dx′ (3)

< f > (xp) '
N∑

q=1

f (xq)W (xp − xq, h) ∆Vq (4)

where equation (4) is a discrete approximation of (3) and p is the particle at which the approx-
imation is made, N is the total number of particles, q, that fall within the support of the cover
function W and ∆Vq is the volume (or area in two dimensions) of the support of the cover
function.

The gradient to a function can be likewise be approximated by substituting f for its derivative
and integrating by parts, giving

< ∇f > (xp) ' −
N∑

q=1

f (xq)∇′W (xp − xq, h) ∆Vq . (5)

For convenience, the differential operator acting on W is denoted ∇′.

2.1 The modified mollifier cover function

−1 −0.5 0 0.5 1

0

0.4 W
Gaussian

Figure 1: A modified mollifier cover function compared to a Gaussian cover function

In this work a new smoothing function, defined by

W (r, h) =

{
e−1/(1−r2)(1− r2)8 for 0 ≤ r < 1
0 for r ≥ 1

(6)

is introduced and used. It is based on the classical mollifier function W (r, h) = e−1/(1−r2)

which arises in distribution theory (see, for example, [6]). The modified mollifier has C∞

continuity and bears close resemblance to the Gaussian functionW (r, h) = e−r2 . The function
as stated is not normalised, and this is done numerically in the implementation.



2.2 Vectorised SPH

The SPH approximation may be vectorised to allow compact notation and implementation.
This may be done by defining a matrix relating every particle to every other, via the cover
function. In such a matrix the column indicates the particle about which the shape function is
centred; the row, which particle it is with respect to.

In order to do so we need to define a vector f such that

fT =
{
f1 . . . fN

}
(7)

where fp (p = 1, . . . , N) represents the value of f at xp. We then define a matrix W such that

W =




W11
...

WN1

 · · ·


W1N

...
WNN


 • ×


∆V1

...
∆VN

 (8)

where Wpq is the value of the cover function at p relative to q. Similarly ∆Vq is the volume
contained by the cover function of particle q. In (8), W is formed by multiplying each column
vector by the vector {∆V1 . . .∆VN}T .

If we multiply W and f we find that

Wf =


∑N

q=1 f (xq)W (xp − xq, h) ∆Vq

...∑N
q=1 f (xq)W (xp − xq, h) ∆Vq

 =


< f1 >

...
< fN >

 (9)

which returns the vector of SPH approximations to f .

We can similarly define a matrix X by

X =




∂W11

∂x1...
∂WN1

∂x1

 · · ·


∂W1N

∂x1...
∂WNN

∂x1



 • ×


∆V1
...

∆VN

 (10)

which define the SPH directional derivative with respect to x1.

2.3 Boundary Conditions

Consider the SPH region shown in Figure 2 consisting of four particles, two of which lie on
the boundary. We wish to find the SPH approximation of a function f subject to boundary
conditions at the two boundary particles. The conventional ghost particle methodology [5]
sets the ghost particles associated with each boundary particle to the value desired. The SPH
approximation at the boundary particle will be closer to the desired boundary value had the
ghost particles not been included, but may not be exact. Our task is to find what values the
ghost particles must be set to such that the Dirichlet boundary conditions are applied exactly.



Figure 2: SPH discretisation - interaction of particles with ghost particles

This approach can be generalised for any number of internal, boundary, and ghost particles,
denoted I,B and G respectively, as

fI
fB−new

fG−new

 =

 1 0 0
0 WBB WBG
0 WGB WBB


︸ ︷︷ ︸

modified SPH matrix

−1
fI
fB
fG

 · (11)

The computation of the inverse of this modified “SPH matrix” can be expensive, but can be
computed once for a simulation, and used repeatedly to compute the value of the ghost particles
required to enforce the Dirichlet boundary condition once the SPH approximation is made by
calculating

< f >I
< f >B
< f >G

 =

 WII WIB WIG
WBI WBB WBG
WGI WGB WBB


︸ ︷︷ ︸

SPH matrix


fI

fB−new

fG−new

 · (12)

It is important to note that this technique would work to set the Dirichlet boundary conditions
even if the ghost particles are omitted from the problem. The ghost particles are retained,
however, as they are essential to ensure the accuracy of the approximation at near-boundary
internal particles.

The disadvantage of this approach is that the technique does not work directly for gradients.
The value of the first derivative of any cover function is zero over the particle itself. This
leads to any modified “SPH gradient matrix” being not positive-definite, and thus not having a
unique inverse. The gradient can only be set approximately, by ensuring that a secondary SPH
approximation of the computed gradients satisfies the boundary condition.

3 SPH implementation for nonlinear elastodynamics

The momentum equation for a continuum is given by

∂2u

∂t2
=
Div P

ρ0

+ b (13)



where P is the first Piola-Kirchhoff strees, u is the displacement and ρ0 is the density in the
reference configuration. The body forces b are assumed to be negligible for this work.

For this work the compressible neo-Hookean model, an adaptation of a material model used
to model incompressible rubber-like materials [7], is used. For this material the first Piola-
Kirchhoff strees is given by

P = µ
(
F − FC−1

)
+ λ (ln J) FC−1 . (14)

where F is the deformation gradient, C is the right Cauchy-Green tensor defined by
C = F T F , and J , the Jacobian, is the determinant of F [7, 8].

We define the SPH approximation of the displacement gradient in the xi direction as

<
∂u

∂xi

>p = −
N∑

q=1

(u)q
∂W (xp − xq, h)

∂xi

∆Vq . (15)

This approximation is then used to compute F , its determinant J , and the right Cauchy-Green
tensor C. These are then used to compute the stress using equation (14). The divergence of this
stress is then computed component-wise from the directional derivatives of the stress according
to

<
∂P

∂xi

>p = −
N∑

q=1

(P )q
∂W (xp − xq, h)

∂xi

∆Vq . (16)

The updated displacement of the particles can be computed using a central difference approach

un+1 = ∆t2
∂2un

∂t2
+ 2un − un−1 . (17)

This time integration results in a explicit algorithm which is computationally efficient as it does
not require matrix inversion.

4 Computational validation

4.1 Small-strain wave propagation

The dynamic behaviour of the approximation is validated through comparison with one-dimensional
linear elastodynamic wave theory. It should be noted that for small strains the neo-Hookean
material model behaves in a linear manner. For ease of comparison a non-dispersive strain-
wave is considered.

If a bar is constrained such that displacement is only possible in the axial direction a one-
dimensional strain state is achieved. If such a bar is subjected to a normal surface traction p(t),
the one-dimensional Cauchy Stress T11 is given by the wave function

T11 = −p
(
t− x

cb

)
(18)



where cb is the bar wave speed defined as

c2
b =

E

ρ
(19)

and E is the Young’s modulus of the material [9].

For the validation a neo-Hookean bar of length 0.15mwith density ρ = 8000, Young’s modulus
E = 200 GPa, and Poisson’s ratio ν = 0.3 is modelled. The bar is loaded by applying a strain
pulse to the left end of the bar equivalent to a stress of

T 11 = −100 kPa .

The right end of the bar is set to be rigidly fixed, which results in a total reflection of any wave
[9].

To facilitate the validation, four points along the bar are identified where stress history will be
compared. These points are at each end of the bar as well as at points at 0.05 m and 0.1 m
along the length of the bar, as shown in Figure 3.

Figure 3: Validation problem

Figure 4 shows the response of the material. Note the numerical noise that is generated is
common in all approximations of rapid loading conditions, unless some form of numerical
damping is considered.

4.2 Large strain behaviour

The performance of the SPH approximation of the neo-Hookean material is done by compar-
ison with analytical solutions to known strain states. The stress relative to stretch is evaluated
by applying a simple triaxial stretch, where the motion is defined to be only in the Cartesian
directions, ensuring the principal stretch directions will be along these axes.

The deformation gradient, F , the right Cauchy-Green tensor C and Jacobian J are thus defined
in terms of the principal stretches λ1, λ2, λ3 as

F =

 λ1 0 0
0 λ2 0
0 0 λ3

 , C = F T F =

 λ2
1 0 0

0 λ2
2 0

0 0 λ2
3

 and J = λ1λ2λ3 . (20)

The first Piola-Kirchhoff stress is found to be

P = µ

 λ1 − 1/λ1 0 0
0 λ2 − 1/λ2 0
0 0 λ3 − 1/λ3

+λ (lnλ1λ2λ3)

 1/λ1 0 0
0 1/λ2 0
0 0 1/λ3

 (21)



Figure 4: Tensile wave propagation in neo-Hookean material - strain wave

using equation (14).

To make the presentation of this relationship more tractable plane strain conditions are assumed,
where the displacement in the third dimension is held constant resulting in a stretch of λ3 = 1.

A family of curves can then be generated by varying λ1 while keeping λ2 constant for each
curve. In such a scenario the material is pre-stressed in the second dimension, and the normal
Cauchy stress in the first direction is plotted as a function of the stretch in that direction. The
ability of the implementation to accurately model large strain behaviour was tested by taking
a 15mm sheet of the material and elongating it to 90mm. This was done over a period of 30
times the time needed for a strain wave to propagate through the material if it were undergoing
small strains. This was done in a one-dimensional manner, resulting in a stretch of one in the
second and third directions.

Figure 5 shows a comparison between the dynamic behaviour of a compressible sheet of neo-
Hookean material as predicted by an SPH simulation and the static curves produced analytically
as described above. A close correlation can be seen, with dynamic effects causing the oscil-
lations about the analytical curves. It is important to note the large stretches achieved without
any re-discretisation.

5 Conclusions

The SPH approximation to a function has been defined and cast into a matrix formulation
which can be used to directly implement SPH as a method for approximating partial differential
equations. This approximation is used to model the behaviour of an idealised nonlinear material
using a new cover function. The computational model is compared to linear wave propagation



Figure 5: Large deformation of a slightly compressible material

theory (not described in this paper) and to static analytical behaviour. Generally the behaviour
is captured well, and large stretches are possible without the need for dynamic re-discretisation.

Additionally this work has been used to model complex two-dimensional shapes, again not
presented here. While the results are acceptable, with correctly imposed boundary conditions,
investigation into non-structured discretisations and more complex material models is required.
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