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ABSTRACT 
 
This dissertation concerns itself with the problem of constructing multi asset class portfolios. 
The investment process is aimed at solving two problems. The first problem is estimating the 
future returns of individual securities, which is an exercise fraught with uncertainty as the 
future is fundamentally unpredictable. This uncertainty means that the investor must allocate 
his portfolio to a number of assets instead of just one, in case his predicted future returns do 
not materialize. This leads the investor to the second problem of how best to construct the 
portfolio. It is this part of the investment process which is the subject of this dissertation 
which examines whether it is best to construct multi-asset class portfolios using a top-down or 
bottom-up approach. In the top-down approach one begins by creating independent single 
asset class portfolios which are then combined to create a multi-asset class portfolio. The 
bottom-up approach constructs the portfolio by considering all the securities available to the 
investor (irrespective of asset class) at the same time. The Mean-Variance and Black-
Litterman models are reviewed in detail. Portfolios are then created using these portfolio 
construction methods in order to compare the two approaches. In constructing these 
portfolios, the commonly encountered problem of missing data in financial return series is 
also examined. The main result is that the top-down and bottom-up approaches create similar 
efficient frontiers, though the bottom-up approach results in an extended frontier which 
allows investors to obtain efficient portfolios with either a higher expected return or a lower 
volatility. 
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1 INTRODUCTION 
 
 

1.1 Research Area 
 
The investment process begins with the investor postulating on the future investment 
performance of all financial securities available to him. These postulations or investment 
beliefs allow the investor to choose the subset of financial securities which he believes will 
deliver the highest returns. The investor is then tasked with constructing a portfolio which 
expresses all his investment beliefs and maximizes whichever criteria generally make one 
portfolio superior to another. 
 
In a reality without uncertainty, there would be no portfolio selection problem for the investor 
to grapple with. He would simply invest the entire portfolio in the single security he is certain 
will yield the highest return. It is the uncertainty of the security returns which gives rise to the 
portfolio selection problem and indeed has guided its development. It was not until 
Markowitz' ground breaking work in 1952 that the very role of uncertainty, which today is 
central to portfolio construction, was well-defined. 
 
Markowitz (Markowitz, 1952) articulated a new theory which brought rigour to the 
measurement of both the uncertainty inherent in security return forecasts and the concept of 
diversification which until then was understood only in normative terms and conveyed using 
cliché's advising investors not to put their "eggs in one basket." Markowitz described 
portfolios which minimized this uncertainty while achieving the highest expected returns as 
efficient. 
 
This dissertation focuses on the problem of constructing multi-asset class portfolios which are 
efficient. It specifically asks whether it is best to construct single asset class portfolios which 
are then combined or to construct one single portfolio with many securities across different 
asset classes. This is a problem which Development Finance Institutions as well as other 
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financial institutions that hold portfolios with securities across multiple asset classes must 
grapple with. 
 
 

1.2 Problem Statement 
 
Development Finance Institutions often find themselves facing the task of investing large 
portfolios across multiple asset classes in order to meet some financial objective. This 
objective may be the financing of pension liabilities or the management of an endowment 
meant to serve developmental objectives over a long period of time. 
 
In South Africa, such multi-asset class portfolios are called Balanced Funds. Faced with 
constructing a balanced fund to meet some objective, it is common for these institutions to 
begin the portfolio construction at the asset class level. This was already the case 
internationally in the 1990's according to Brinson, Hood and Beebower (Brinson, 1995).  An 
allocation to each asset class is decided after which point a portfolio is constructed for each 
asset class. This asset class portfolio is constructed by finding the combination of asset classes 
which results in the highest expected return given some target risk.  
 
The construction of each asset class portfolio is independent of the other portfolios. Indeed 
the portfolios are often managed by different portfolio managers who aim to produce returns 
larger than their respective benchmark portfolios. The different single asset class portfolios 
are constructed by finding the combination of securities (within the particular asset class) 
which results in the highest expected return given some target risk. In this dissertation, this 
approach is called top-down portfolio construction. 
 
This approach seems to be validated by the results of Brinson and his colleagues (Brinson, 
1995) who analysed the returns generated by pension plans over a 10 year period. They found 
that the asset allocation decision was responsible for the vast majority of the returns generated 
by portfolios. 
 
An alternative would be to consider all the securities available to be invested, regardless of 
their asset class characterization, and to find the combination of all securities which results in 
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the highest expected return given some target risk. This dissertation asks if this approach 
results in better portfolios. In this dissertation, this approach is called bottom-up portfolio 
construction. 
 
Faced with these two approaches, development finance as well as other financial institutions, 
must decide which approach is best. 
 
The question this dissertation aims to answer is: 

1. Are multi-asset class portfolios constructed using the bottom-up approach more 
efficient than those constructed using the top-down approach? 

  
 

1.3 Purpose and Significance of the Research 
 
The question posed by this dissertation is at the core of what every investor is trying to do: 
produce the most economically optimal portfolios. The question of whether to construct 
portfolios using the bottom-up or top-down approach should not only drive the way portfolios 
are optimized but the manner in which the investment firms managing these portfolios 
operate. If the top-down approach produces the most efficient portfolios, then investment 
firms and divisions should allocate large multi-asset class portfolios to a number of specialist 
portfolio managers, each managing their respective asset class. If, however, the bottom-up 
approach produces the most efficient portfolios, then investment firms should concentrate on 
analysing securities across multiple asset classes. The results of this analysis should then be 
used to construct large portfolios combining securities across the asset classes. 
 
 

1.4 Research Questions and Scope 
 
Operational considerations are important. One allure of the top-down approach is that the 
mammoth task of investing across multiple asset classes is divided amongst a number of 
experts looking after their respective fields. This dissertation does not concern itself with 
these operational considerations, however. This dissertation focuses only on which approach 
leads to the most optimal portfolios. 
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There are many inputs to the portfolio construction problem. The primary inputs are the 
expected returns, risk metrics as well as the relationships between different securities. There 
are various methods to estimate these parameters. This dissertation does not concern itself 
with deciding which of these methods is best. It assumes that the investor has his preferences 
or proprietary methods to estimate these. 
 
What this dissertation does concern itself with is the portfolio construction methodologies the 
investor would use in order to choose his bottom-up or top-down constructed portfolio. This 
study considers the mean-variance portfolio optimization model as well as the Black-
Litterman model. Much attention is paid to these models as well as the practical issues the 
investor must deal with when using these models to construct a portfolio. 
 
 

1.5 Dissertation Plan 
 
This dissertation comprises eight chapters which are grouped into an introduction and two 
major parts. Part I with the methodologies used in the dissertation while Part II discusses the 
analysis conducted as well as its findings. 
 
This dissertation is empirical in nature focusing on the use of existing portfolio construction 
methods to decide on the best process to construct portfolios. As a result the layout of this 
dissertation is somewhat unconventional. Instead of dedicating a chapter to surveying the 
literature available on the methodologies used in this dissertation, relevant literature is 
surveyed as the methodologies in question are introduced. Attention is then turned to 
empirical examinations of the methodologies. 
 
 
 
 
  



5 
 

2 PART I: METHODOLOGIES USED IN RESEARCH 
 
Part I of this dissertation deals with the methodologies used in order to examine the research 
problem. This study dedicates a large amount of attention to this section as it is core to the 
portfolio construction process every investor must face. By dedicating so much attention to 
the methodologies used to construct portfolios, this dissertation attempts to shed light on the 
considerations and nuances all investors must face regardless of the construction approach 
they choose. 
 
Chapter 2 (Data Sources, Uses and Analysis) deals with the data used in this dissertation, the 
problems often encountered with financial data and the approaches used in order to fix those 
problems. The indices used to represent each asset class are presented with their constituents. 
These indices are the benchmarks against which single-asset class portfolios will be 
constructed when using the top-down approach. The index constituents define the universe of 
securities available to the investor using the bottom-up approach. The primary data problem 
faced when compiling this dissertation was that of missing data which this chapter deals with. 
The current constituents of both bond and equity indices may not have a long enough history 
to support required quantitative analysis. One input to portfolio construction models is the 
covariance matrix whose correct calculation requires longer historical data the larger the 
number of assets or variables in question. This illustrates a method using linear regression to 
estimate missing return data. 
 
Chapter 3 (Portfolio Selection Models) introduces the portfolio selection models used in this 
dissertation. The mean-variance optimization model is introduced first before illustrating 
some of its short comings. Attention is then turned to the Black-Litterman model by way of a 
brief derivation from the literature. 
 
Chapter 4 (Application To The Equity Market) details the procedure an investor must follow 
in order to use the portfolio optimization models to construct a portfolio of equities. This 
chapter shows that it is more appropriate for the investor to model equity returns rather than 
prices when constructing portfolios. It is then shown that log-returns possess properties which 
make them more ideal to model than linear returns. The portfolio optimization models are 
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defined in terms of linear returns, so the chapter ends off converting log-return statistics to 
linear return statistics which are then used as input to the portfolio optimization models. 
 
Chapter 5 (Application To The Bond Market) illustrates the nuances of the bond market 
which make the portfolio construction exercise very different to that of equities. Unlike 
equities, bonds are instruments with a predefined maturity date as well as a maturity price. 
Bond prices therefore tend towards the redemption price over time. This affects the nature of 
bond price returns over time. The closer a bond is to redemption, the less volatile the price 
and therefore returns. This chapter shows that it is more appropriate to model bond yields. 
The bond yield statistics are then used to model potential bond price returns which can be 
used to construct the portfolios of bonds. 
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3 DATA SOURCES, USES AND ANALYSIS 
 
This chapter outlines the data used in this dissertation. The data set used is presented, 
followed by a discussion of the problems encountered with the data and their solutions. 
 
This dissertation concerns itself with the optimization of domestic multi-asset class portfolios 
constructed using South African Equities, Bonds, and Property. We describe here the market 
indices and securities used to represent these asset classes. 
 
The market data used in this dissertation was sourced from the Bloomberg Terminal. Weekly 
share, index and government bond yield data spanning the period 01 December 2000 to 25 
November 2016 was used to generate the results contained here. 
 
It is often difficult to find historical financial data for all the securities a portfolio manager 
may be considering for investment. This chapter concludes with a section illustrating how 
linear regression can be used in order to estimate missing historical returns. 
 

3.1 Equity Market Exposure 
 
We use the FTSE/JSE Top40 Index and its constituents to represent exposure to the South 
African general equity market. 
 
The FTSE/JSE Top40 Index is comprised of the forty largest companies listed on the 
Johannesburg Stock Exchange as ranked by investable market value (FTSE Russel, 2016). 
 
Despite being comprised of the forty largest investable companies listed on the Johannesburg 
Stock Exchange, this dissertation will assume that the FTSE/JSE Top40 Index is 
representative of the South African Equity Market.  Figure 1 shows, over the five year period 
to 30 November 2016, the performance of the FTSE/JSE Top40 Index was similar to that of 
the FTSE/JSE All Share Index which is comprised of a much larger universe of companies 
listed on the Johannesburg Stock Exchange. 
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Figure 1: Performance Of  FTSE/JSE Top40 Index vs.  FTSE/JSE All Share Index 

 
This dissertation uses the FTSE/JSE Top40 Index as it was comprised at close of business on 
30 November 2016. Table 1 shows the listed shares which were part of the Top40 Index on 
30 November 2016. 
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Table 1: Top40 Index Constituents As At 30 November 2016 
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3.2 Property Market Exposure 
 
For the South African property market, the FTSE/JSE JSAPY Index as well as its constituents 
are used. This index is comprised of the twenty largest liquid property companies with a 
primary listing on the Johannesburg Stock Exchange. The companies are weighted by their 
market capitalization. Table 2 shows the constituents of the Property Index as at 30 November 
2016. 
 

 
Table 2: JSAPY Index Constituents As At 30 November 2016 

 
Looking at the constituents of the JSAPY Index, it is clear that one constituent is also a 
member of the FTSE/JSE Top40 Index. For an investor using these two indices to give him 
exposure to the general equity and property markets, there is the risk that the resulting 
portfolio has more property exposure than expected. This dissertation does not address this 
risk other than to note it. 
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3.3 Government Bond Exposure 
 
For exposure to the South African bond market we use JSE Govi Index. The Govi Index uses 
the top ten bonds issued by the South African government as ranked by both liquidity and 
market capitalization. Table 3 shows the constituents of the Govi Index on 30 November 
2016. 

 
Table 3: Govi Index Constituents As At 30 November 2016 

 
The returns of the bonds in Table 3 and their weights in the Index on 30 November 2016 are 
used to construct Index returns which are then used to construct portfolios. 
 
 
3.4 Data Problems and Fixes 
 
The main data problem we encountered was missing financial data. For each index, we use 
the constituents available on 30 November 2016 as the universe of securities available to the 
investor. The problem is that not all of these assets have the same length of historical data 
available. Stambaugh (Stambaugh, 1997) provides an excellent resource for methodologies 
which can be used to solve this problem.  
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Figure 2: Proportion Of Current JSAPY Constituents Listed At Each Point In Time 

 
Using the JSAPY Index as an example, Figure 2 shows the percentage of the current 
constituents which were available at each point in time over the period we have used for 
historical returns. It's clear that the vast majority of the shares were not listed (and therefore 
have no data) during the early stages of our history. 
 
The reason we have used such a long period of time for historical returns is due to the 
necessary calculation of a covariance matrix. Covariance matrices must be positive semi-
definite in order to rule out the possibility of negative portfolio variances (and therefore 
undefined portfolio volatilities). In order for a covariance matrix to be positive semi-definite, 
the number of observations used to construct the matrix must be significantly larger than the 
number of variables or shares in our case. 
 
To get around the issue of missing historical data we have used multiple linear regression to 
estimate the returns for the periods over which the shares were not listed. The rational here 
being that the regression helps us ensure that the relationship between the returns remains 
intact. 
 
In the context of a multiple linear regression set up 

= 1 + + + + ⋯ + +  
we are estimating what the missing returns would have been, so the dependent variable or 

 above is the missing returns. We are assuming that the stock with missing returns has a 
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stable or stationary relationship with the returns of the stocks which are not missing. So we 
use the returns of the stocks with a full history of returns as the explanatory variables (  in 
the equation above) when finding the linear regression relationship. To find the linear 
relationship ( ′ ), we use that period in the data where returns are available for the stock 
with missing returns in earlier periods. 
 
Once the linear relationship has been found, we can then use it to estimate the stock's missing 
returns. Figure 3 below shows the estimated relationship for the stock RES. This relationship 
 

= 0.0019 +  0.0847 + 0.1912 + 0.1874 + 0.3179 + 0.0931 + 0.0558
+ 0.0309  

is used to estimate the missing returns. 
 
 

 
Figure 3: JSAPY Missing Data Regression Results 
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Figure 3 also shows how well the regression explains the known returns of RES, and 
therefore how well we can expect it to estimate the missing returns. The model fits quite well 
giving us confidence in the estimated returns. Figure 4 and Figure 5 show the residuals of the 
regression analysis and give us comfort that the residuals have no systematic relationship to 
their lags and are a close fit to the normal distribution. 

 
Figure 4: Lagged Scatter Plot Of JSAPY Regression Residuals 

 
In the linear regression equation 

= 1 + + + + ⋯ + +  
the variable  is meant to capture the part of the returns which are not explained by our 
explanatory variables. These are called residuals. For our linear regression to be a good 
estimator of the missing returns, it is important that these residuals have no discernible pattern 
or relationship. If they do have a discernible pattern it means that our regression model is 
missing some explanatory variable.  In the case of stock RES, Figure 4 shows that there is no 
pattern and therefore we are likely not missing some explanatory variable. Figure 5 is a test 
for another important attribute of the residuals, that they follow the normal distribution. We 
can see that there is a reasonable fit.  
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Figure 5: Normal Probability Plot Of JSAPY Regression Residuals 
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4 PORTFOLIO SELECTION MODELS 
 
 
This chapter introduces the mean-variance and Black-Litterman portfolio optimization 
models. These are the models used to construct portfolios examined in this dissertation. The 
mean-variance optimization model is introduced first before illustrating its main shortfalls 
using a portfolio of property shares. The Black-Litterman model is then introduced together 
with a derivation from the literature. 
 

 
4.1 Mean-Variance Portfolio Optimization 

 
In 1952 Markowitz (Markowitz, 1952) published a paper which would change the way 
investors think about diversification and putting together portfolios. Markowitz begins by 
describing how portfolio returns and risks can be described using the return and risk 
parameters of the individual assets. Efficient portfolios, which attain the highest possible 
return given a level of risk, are then introduced. 
 
Markowitz' model assumes that the investor wishes to attain two objectives. The first is to 
maximize the expected return of his portfolio. The second to minimize the risk of his portfolio 
as defined by the variance of portfolio returns. 
 
The mean-variance framework sets this problem up by maximizing the portfolio return while 
penalizing the volatility of the portfolio returns 
 

{ − Σ } 
 
This scheme works by finding the portfolio weights, , that maximize the portfolio return, 

, without being overly penalized for the portfolio volatility, Σ , which is scaled by a 
risk aversion factor, . The maximization is conducted under the condition that the sum of the 
portfolio weights adds up to the total portfolio 

1 = 1. 
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The mean-variance model considers only the first two moments of the asset returns and uses 
the variance of returns as a measure of risk. This is equivalent to assuming that the asset 
returns in question follow one of the elliptical statistical distributions (Miskolczi, 2016). The 
other assumption is that the variance of returns is an appropriate measure of risk for the assets 
in question. The literature is rich with extensions to the mean-variance model which make 
changes to the model to make it more appropriate for non-elliptical distributions or use a risk 
measure other than the variance of returns. 
 
Rockafellar and Uryasev (Rockafellar, 2000) show how to optimize portfolios using 
conditional value at risk (CVaR) as the risk measure instead of the variance of returns. CVaR 
is the expected loss that an investor may experience at a certain confidence level. When 
considering assets whose returns exhibit skeweness and kurtosis, an asymmetric risk measure 
such as CVaR is more appropriate than the variance of returns (Chen, 2012). Yilmaz (Yilmaz, 
2015) the mean-CVaR method to a highly asymmetrical portfolio of options held in a 
dispersion trading strategy and shows that using the CVaR risk measure produces better 
returns than the variance of returns. Instead of changing the risk measure, Aracioglu et al 
(Aracioglu, 2011) retain variance as a risk measure but add skewness and kurtosis as well. 
Using the Istanbul stock exchange they use a polynomial goal programming model to 
maximize returns and skewness while minimizing risk and kurtosis. 
 
 

4.2 Problem with Mean-Variance Optimization 
 
By the early 1990's, investors generally accepted the mean-variance maxim that their 
objective is to maximize their expected returns for a specified level of risk. The mean-
variance optimization process did not, however, dominate investor's asset allocation processes 
(Black, 1992). This was despite the growing use of computers which made applying mean-
variance optimization to many assets easier. This was due to some fundamental problems 
with the mean-variance optimization process. 
 
Michaud (Michaud, 1989) tells how despite being well known, the mean-variance optimizer 
was not necessarily ubiquitous in its use due to its flaws. The first flaw of the mean-variance 
optimizer is that it takes risk and return estimates which are uncertain and treats them as 
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certain when optimizing, thus maximizing the error embedded in the estimates. The portfolios 
produced by the optimizer are also highly unstable, relatively small changes in the inputs 
create large changes to the portfolios. Best and  Grauer (Best, 1991)  also demonstrate how 
sensitive the mean-variance optimizer can be to small changes in asset returns. Their most 
significant result being that a small change to just one asset's expected return results in 
changes to more than half the assets holdings. 
 
The sections below illustrate some of the problems with the mean-variance approach using 
our chosen data set. 
 
 

4.3 The Black-Litterman Model 
 
Fischer Black and Robert Litterman begin their influential paper (Black, 1992) lamenting the 
many problems investors face when using the mean-variance optimization model. When no 
constraints are imposed, the model almost always allocates large short positions in many 
assets. When constraints are imposed to rule our these short positions, the model produces 
corner solutions or portfolios which have zero allocations in many assets and large allocations 
in some assets (which may have small market capitalizations). These limitations of the mean-
variance model are identified as being due to investors typically having views for a few asset 
classes while the mean-variance model requires expected returns for all assets. This forces 
investors to augment their views with auxiliary return assumptions. The second cause of the 
limitations is that the mean-variance model is extremely sensitive to return assumptions. 
These two causes therefore compound each other. Black and Litterman give us a model which 
solves these two problems by distinguishing between the views of the investor and the 
expected returns that are optimized. They further use equilibrium risk premiums to provide a 
center of gravity for expected returns which dampens sensitivity to expected return 
assumptions. 
 
The original paper (Black, 1992) by Black and Litterman outlined the Black-Litterman model 
and demonstrated how it addresses the limitations of the mean-variance model. The paper 
does not give the reader much guidance on how to use and interpret the portfolios produced 
by the model, however. He and Litterman (He, 2002) address this in their paper. In 1998 
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Bevan and Winkelmann (Bevan, 1998) published a Goldman Sachs fixed income research 
note detailing their experience using the Black-Litterman over three years. The paper explains 
how the Black-Litterman model fits into the firm's investment process before describing how 
they set the main parameters used in the model. Read together, the papers by He et al (He, 
2002) and Bevan et al (Bevan, 1998) are pivotal to understanding and interpreting the 
portfolios produced by the Black-Litterman model. 
 
He and Litterman show that the Black-Litterman model produces portfolios which are a blend 
between the equilibrium portfolios and a weighted sum of portfolios representing the views of 
the investor. The stronger the view held by the investor the more weight that view-portfolio 
carries. If a view-portfolio is similar to the equilibrium portfolio it is penalized since it does 
not add any new information. If a view-portfolio has a high covariance to other view-
portfolios it is penalized in order to avoid double counting views. Below we outline the 
Black-Litterman portfolio optimization model using the approaches of He and Litterman (He, 
2002), Meucci (Meucci, 2010) as well as Satchell et al (Satchell, 2000). 
 
We begin by assuming an investor has access to  assets with which to create his portfolio. 
We assume furthermore that the compound equilibrium returns of the assets over a period of  
years are normally distributed 
 

∼  ( , Σ ). 
 
This is the same assumption made by the Mean-Variance optimization model. Where the 
Black-Litterman model differs is that it assumes that the investors' equilibrium return are 
themselves an uncertain estimation of the true equilibrium returns. 
 
The Black-Litterman model assumes that there is some error between the investor's estimation 
of the equilibrium returns and the true equilibrium returns 
 

 =    +  
where 

∼  ( , Σ ) 
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and  represents the investor's confidence in his estimation of the equilibrium returns. If  is 
set to zero then the investor is supremely confident in his estimation of the equilibrium 
returns. 
 
Black and Litterman assume that the investor has no uncertainty regarding his estimate of the 
equilibrium returns from which it follows that 

∼  ( , Σ ). 
The Black-Litterman model assumes that investors choose their portfolios via the Mean-
Variance approach which means that they solve 

 =  {  −  Σ   }. 
If this is true, then the e of the equilibrium returns of the market can be found by reverse 
optimization and are 

≡  2 Σ . 
Equation 1:  Reverse Optimization Equation 

 
This is a useful scheme which allows investors to find the equilibrium returns implied by any 
benchmark or market index using a risk aversion parameter, the asset's return covariance 
matrix as well as the benchmark or index weights. 
 
Another area where the Black-Litterman model differs to the Mean-Variance model is that it 
allows the investor to input his views about how the assets returns will differ from the 
equilibrium returns. If we let  be the view portfolio matrix and  be the vector of 
expected returns on these view portfolios. The rows of   represent the weightings of each 
security in the view portfolios 

⋯⋮ ⋱ ⋮⋯  
 
The returns of the view portfolios are , and since there is uncertainty in the investor's views 

∼  ( , Ω). 
 
Here Ω allows the investor to input his uncertainty in his returns. If the portfolio manager is 
using the views of his analysts, he could use this parameter to represent his confidence in a 
particular analyst's views. In the original paper (Black, 1992), Black and Litterman do not 
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give any guidance as to how this parameter could be set. In his book, Meucci (Meucci, 2005) 
suggests that the user set this parameter using the uncertainty inherent in the assets 
covariances together with a scaling factor representing his confidence in the views 

Ω =   Σ ′. 
The larger the user's confidence, c, the smaller Ω and therefore the larger the user's confidence 
in the views. 
 
Meucci (Meucci, 2010) and He (He, 2002) show that using Baye's formula, the distribution of 

 given the views, , and their error, Ω can be shown to be 
| ; Ω ∼  ( , Σ ) 

where 
 =  [  ( Σ)  + Ω  ] [( Σ)  + Ω  ] 

and 
Σ ;   =  [ ( Σ  +  Ω ]  + Σ. 

 
To get the distribution of | ; Ω, we notice that 

 =  +   
 where 

∼  (0, Σ) 
Which means that the posterior security return model | ; Ω = | ; Ω +   
i.e. 

| ; Ω ∼  ( , Σ ) 
where 

Σ  = Σ + Σ_ ; . 
The Black-Litterman expected returns and covariance matrix can be represented simpler as 
follows 

 =  + Σ (  Σ + Ω) (  −  ) 
and 

Σ  =  (1 + )Σ − Σ (   Σ + Ω)   Σ. 
 
These two moments can then be used in the usual mean-variance framework: 

≡   {  −  Σ }. 
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4.4 Making Sense of Black-Litterman Portfolios 
 
This section is a summary of the main result from He and Litterman's paper (He, 2002). 
 
The expected returns of different securities are not independent but depend on each other 
through a complex set of relations governed by the securities' correlations and volatilities. 
 
Here we consider the complex manner in which the view portfolios and the market/reference 
portfolio returns relate to the optimal Black-Litterman portfolio weights. 
 
As noted in the previous section, the optimal Black-Litterman portfolio is found by solving 
the mean-variance trade off 

≡  {  −  Σ } 
whose solution is 
 

  =  1
2  Σ  

=  1
2\ Σ Σ ; [  ( Σ)  +  Ω ]  

noting that 
Σ  =  Σ + Σ ;  

= Σ ;  − Σ ; Σ : + Σ Σ ;  
∴ Σ  Σ ;  =  1 + [  −  {Σ 1 + } ] 

where 
 = Ω   +  Σ (1 + )  

using the above, the optimal Black-Litterman portfolio weights can be simplified to 
 =  1

1 + [  + Λ] 
where 

Λ =  1
2 Ω  −  Σ

1 +  −  Σ
1 +  Ω 2  
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The two above equations prove a key insight of the Black-Litterman model. Namely that the 
Black-Litterman optimal portfolio weights are derived by starting at the market portfolio 

 and adding a weighted sum of the view portfolios, scaled by a factor 1 1 + . 
 
The weight of each view portfolio is given by Λ which provides the key workings behind the 
Black-Litterman portfolios. 

Λ =  1
2 Ω  −   Σ

1 +  −  Σ
1 + Ω 2  

 
First Term: The stronger the view (the higher the expected return   or the lower the view 

uncertainty Ω) the more weight the portfolio carries. 
Second Term: The higher the view portfolio's covariance to the market equilibrium 

portfolio (i.e. if it does not add any new information) the more that view portfolio is 
penalized. 

Third Term: The higher a view portfolio's covariance to other view portfolios, the more it is 
penalized. This avoids double counting the same view. 

 
To summarize, the Black-Litterman model starts off at the market/equilibrium portfolio and 
then tilts towards portfolios which have strong views and away from redundant portfolios 
which are already represented by either other views or the market. 
 
 

4.5 Extensions to the Black-Litterman Model and Other 
Literature 

 
One limitation of the Black-Litterman model in its original format as outlined by Black and 
Litterman (Black, 1992) as well as He and Litterman (He, 2002) is the unintuitive portfolios it 
produces. Both Da Silva (Da Silva, 2009) as well as Meucci (Meucci, 2010) analyse this 
problem and find that the model deviates from the benchmark or equilibrium portfolio even 
when the investor has no views at all or alternatively no confidence in his views. When the 
investor has infinite confidence in his views the model does not tilt completely towards the 
view portfolios. Da Silva attributes this to the Black-Litterman model being based on the 
mean-variance paradigm and shows that in the mean-variance paradigm, optimal portfolios 
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are found by making multiple comparisons between each asset and the global minimum 
variance (GMV) portfolio 

 =  1
2  Σ  {  −  1.  } . 

Here  represents the portfolio's weights in each asset while  represents the expected returns 
of each asset. Long positions are taken in assets with returns higher than the GMV portfolio 
and short positions are taken in assets with the reverse. One clear example of portfolios which 
are inconsistent with the active manager's views is the case where the manager has no views 
at all. In this scenario the manager would expect the model to produce the benchmark 
portfolio. The Black-Litterman model in its original form does not. The primary reason for 
this is because of the use of reverse optimization to obtain the expected returns implied by the 
benchmark portfolio 

Π = . Σ. . 
This results in the Black-Litterman model choosing portfolios by comparing the benchmark 
portfolio to the GMV portfolio 

,  =  2 {  − }. 
We can see then that the Black-Litterman model will generate active portfolios even if the 
investor does not have active views. In this formulation, the Black-Litterman model will 
produce no active weights only if the benchmark weights are the same as the GMV 
portfolio's. Furthermore, inspecting the returns implied by the benchmark portfolio we can see 
that the higher an asset's volatility the higher the return implied by its benchmark weight. 
Where the investor has no active views then, the Black-Litterman model will take active 
positions in the riskiest of assets. Da Silva et al solve this problem by replacing the reverse 
optimization expected returns. 
 
In order to produce portfolios which are consistent with the investors' views, Meucci (Meucci, 
2010) uses the following parameters for the Black-Litterman model 

 =  + Σ ( Σ + Ω) (  −  ) 
for the expected returns, and 

Σ  = Σ − Σ ( Σ + Ω)  Σ 
for the covariance structure. Remembering that Ω represents the investors uncertainty around 
his views, its clear that when the investor's has no confidence in his views, Ω → ∞, then the 
two parameters reduce to the equilibrium parameters. This means that no views or no 
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confidence in the views would result in the model choosing the benchmark or equilibrium 
portfolio. When the investor has supreme confidence in his views (Ω →  0) then the two 
parameters are tilted completely away from the equilibrium parameters. 
 
The literature is littered with studies which either provide a different derivation of the Black-
Litterman model or modify the original model to allow application to non-normal stocks or 
factors. The standard Black-Litterman model operates within the mean-variance paradigm 
since it simply takes returns blended between equilibrium and investor view returns into the 
standard mean-variance optimizer. This limits the Black-Litterman model to the first few 
moments of asset returns when constructing portfolios. This is a standard limitation of the 
mean-variance model. Martellini and Ziemann (Martellini, 2007) extend the Black-Litterman 
model by allowing it to incorporate the higher moments of the assets used to construct 
portfolios. This is accomplished by using a four-moment capital asset pricing model (instead 
of the standard CAPM) to derive Black-Litterman parameters. Meucci (Meucci, 2009) takes 
this further by showing that the normal market assumption in the original model does not 
restrict the Black-Litterman model to normally distributed assets, as long as the risk factors 
underlying the asset return's randomness are normal. Meucci demonstrates his extension by 
creating a Black-Litterman portfolio of call options using a traders views on the slope of the 
interest rate yield curve. 
 
Mankert and Seiler (Mankert, 2011) derive the Black-Litterman model using a sampling 
theory approach. Sampling theory studies sample data in the hope that it will provide insight 
into the underlying stochastic distribution. Using maximum-likelihood, estimates which 
maximize the probability of observing data are calculated. Mankert and Seiler assume that 
both the investor and the market have observed samples they think are representative of future 
returns. Maximum likelihood is used to estimate the investor and market's return statistics. 
Maximum likelihood is then used again to find the blended statistics incorporating both 
samples which gives the standard Black-Litterman formulae. This derivation provides an 
interesting interpretation of the  parameter in the Black-Litterman model. Here  is the ratio 
of the sizes of the investor and market's samples. Within the sampling theory paradigm, the 
larger the sample size the more certainty around the underlying distribution. The ratio 
therefore provides a measure of certainty between the investor and the market. The more 
confident the investor is, the higher  should be. 
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Another section of the literature on the Black-Litterman model is centred on allowing the 
Black-Litterman model to interact with the asset data as it changes. Zhou (Zhou, 2009) 
extends the Black-Litterman model by allowing it to combine equilibrium returns, the 
investors views and learnings from the market in a Bayesian setting. Fabozzi et al (Fabozzi, 
2006) provide a regression based derivation of the Black-Litterman model. They then show 
how to incorporate factor models and cross-sectional rankings into the standard Black-
Litterman framework. Portfolios are then created using a cross-sectional momentum strategy 
which buys stocks that have outperformed over a six to twelve month horizon sells those 
which have not. 
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5 APPLICATION TO THE EQUITY MARKET 
 
This chapter details the procedure investors follow when constructing portfolios of shares. 
The chapter begins by illustrating that it is not appropriate for investors to model share prices 
as they do not follow a stationary statistical distribution. It is shown that it is more appropriate 
to model returns when considering equity markets and log-returns in particular. The chapter 
concludes by demonstrating how to change log-returns into linear returns since the portfolio 
optimization models are defined in terms of linear returns. 
 

 
Figure 6: Stock Performance 7 January 2000 to 23 October 2016 

 
Figure 6 shows the price of a stock over a period of 16 years. It is this stock price behaviour 
that this chapter will show is no stationary and therefore not appropriate to model for putting 
together a portfolio. 
 

5.1 Estimating Model Parameters 
 
In order to perform the mean-variance optimization we will require [ , ], the vector of 
expected returns from time T to T+t, as well as Σ , , the covariance matrix of the security 
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returns from time T to T+t. In order to estimate these parameters, we must model the joint 
distribution of the individual security returns. 
 
The period from time T to T+t is typically at some point in the future. The investor, therefore, 
has only past information with which to estimate [ , ] as well as Σ , . 
 
The investor is interested in knowing the future prices of the securities, at some point in the 
future . Since he cannot know the future value of these securities with certainty, the 
investor is interested in the multivariate distribution of the future returns, ( , ). 
 
In order to estimate the distribution of ( , ) we will need as many realizations of the 
security returns as possible. We may, therefore, use returns for a period smaller than t in an 
effort to maximize the number of non-overlapping return observations in question. 
 
Armed with the joint distribution of the security returns, we can then simulate the security 
prices to the required time horizon, T+t. The security returns implied by these prices are then 
used to estimate the distribution of the securities ( , ) and any required moments. 
 
Investors have a choice of frameworks with which to forecast future security returns. These 
range from the study of charts and price patterns to the study of fundamental data such as a 
company's financial statements or the wider macro-economic environment and its impact on 
the industry within which a company operates. Regardless, the forecasting of future security 
returns is not our concern here. We therefore assume that the investor has some means of 
forecasting future return and focus our attention on the estimation of Σ , . 
 
Key to estimating the required parameters [ , ]  and  Σ , . is accounting for the time 
component. The expected value and covariance of security returns over a period of length  
will be different to those over a period of length . 

[ , ]    ≠   [  , ] 
Σ , ≠   Σ ,  
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5.1.1 Share Prices Are Not Appropriate To Model 
 
We are interested in a way of finding the returns of the shares over any abstract term , , }. 
This can be achieved if we an simulate the prices of the appropriate security to any term +
. Our starting point is naturally to consider estimating the distribution of the security prices. 

 

 
Figure 7: Histogram Of Price Returns Split Into Two Halves 

 
Figure 7 takes some securities' price series and splits them it into two halves. A histogram of 
each price series is then plotted. 
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Figure 8: Stock Prices Against Lagged Prices Of The Same Series 

 
In Figure 8 each price point  is plotted against a lagged point of the same price series }. 
 
The two histograms serve to illustrate whether the two half-series follow the same statistical 
distribution. That is, whether the series is governed by one statistical distribution we can use 
or whether it changes over time. As can be seen in the figure, the distribution of each half-
series is different to its associated half. There is not, therefore, one statistical distribution 
governing the security prices. 
 
The scatter plot of the security price series against a lagged point of the same price series 
reveals that there is a strong relationship between the prices at time T,   and those at time 

. The prices are therefore not independently distributed and therefore are not appropriate 
for us to model in order to find our required parameters. 
 
 
5.1.2 Security Price Returns Are Appropriate To Model 
 
We now turn our attention to the returns of the security prices. We subject the return series to 
the same tests we applied to the security price series. 
 
Despite previously formulating the mean-variance framework in terms of linear returns, we 
focus on compound returns for reasons we will explain in the next section. 
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Figure 9: Individual Stock Compound Price Returns 

As before, Figure 10 splits the log-return series into two halves and plot a histogram for each 
while Figure 11 plots a scatter plot of each return against a lagged return of the same security. 
 

 
Figure 10: Histograms Of Compound Stock Price Return Series Split In Two 

 
This time we notice that the two histograms are the same for each half series. This means that 
a single statistical distribution governs the return series over time. 
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Figure 11: Compound Stock Price Return Series Against Lagged Points On Series 

 
Figure 11 shows that there is no intelligible relationship between the security returns and their 
lagged counterpart. The returns are independently and identically distributed over time. They 
are therefore appropriate for us to model in order to obtain the parameters we require for the 
mean-variance optimization. 
 

 
Figure 12: Compound Price Return Series QQ-Plot 

 
Figure 12 shows that the log-returns series is a good fit to the normal distribution. There are, 
however, a few points that are not on the line and therefore deviate from the normal 
distribution. These are outliers, however, and are to be expected in any series. 
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5.1.3 Why Model Compound Returns 
 
As previously mentioned, we are interested in finding a way to estimate the covariance of 
returns over any abstract term . The returns available to model may be for some other non-
overlapping period  however. It is therefore often necessary to have a methodology by which 
we can find returns over  using returns over a term . 
 
The log-returns offer a convenience over linear returns since there is an analytical formula for 
projecting statistics calculated for returns over some term  to some other term . We show 
how to do this below. 
 
The log-return over a term of  is defined as 

,   =   { \   } 

=   ( ) +  (  ) 
=   ( ) ,   

 
where  is such that there are exactly  periods of length  between time T and time [T + ]. 
 
As we discovered, the non-overlapping log-returns can be considered to be independently and 
identically distributed to the normal distribution. We can therefore represent each of the  
returns between time T and T +  by the following random variable 

∼  ( , Σ ). 
The return between time T and [T + ] can therefore be represented by 

,  = . 
 
Now, each  can be represented by its moment generating function: 

( )  =  {  +  1
2 Σ }  }. 
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This follows from the fact that for any ∼  ( , Σ), the moment generating function is 
defined as 

( )  =  {  + 1
2 Σ  }. 

 
Since each  is independently and identically distributed 

, ( )   =   ( ) 

                              =   [ {  + 1
2 Σ } ] 

                              =  [ {  + 1
2 Σ }]   

                              =    { ′( )  +  1
2 ′( Σ_ )  } 

This moment generating function corresponds to that belonging to the Normal distribution. 
i.e. 

, ∼  ( , Σ_ ) 
 
The covariance matrix of ,  can therefore be written as 

Σ ,  = Σ . 
While that of , }, the return over some different term ( ≠ ), can be similarly written as 

Σ ,  = Σ . 
We can therefore conclude that 

Σ ,  =  Σ , . 
A similar result follows for the expected returns over some arbitrary period, . Though as 
previously mentioned, we assume that the investor arrives at his expected return estimations 
through some proprietary process of investment analysis rather than using historical averages. 
 

[ , ]  =  [ , ].  
 
The above results mean that we can use the statistics calculated from the returns over a term  
to calculate the statistics of the returns over some different term . This result will hold as 
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long as the returns in question are normally distributed, which the log-returns have proven to 
be. 
 
It is for this reason that we prefer to model log-returns instead of the linear-returns we used to 
set up the mean-variance framework. 
 
The equations above are very useful and will allow us to calculate the statistics of returns over 
a term  using return data for a period . We must not proceed without caution however. 
Meucci (Meucci, 2005) cautions that these formulae which project statics from a period  to a 
different period  hold only if the the distribution of returns over the period  are known. 
These formulae assume that the returns follow the normal distribution over both term  and . 
If the distribution of returns changes over time then these formulae will not hold. While 
useful, these formulae come with model/distribution estimation risk. 
 
 
 
 
5.1.4 From Log-Return to Linear-Return Statistics 
 
We start off with weekly log-return statistics for the constituents of the JSAPY as shown on 
Table 4 and Table 5. Using the formulae in the previous section, we're able to convert the 
weekly log-return statistics into annual log-return statistics. 
 
Using the log-return statistics, we simulate 100 000 sample returns using the Multivariate 
Normal Distribution. From these returns we're able to estimate a linear-return covariance 
matrix which we need for the portfolio construction models. 
 
We can convert our log-return statistics into linear-return statistics using the fact that the 
linear-returns follow the log-normal distribution if the log-returns follow the normal 
distribution. 
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5.2 Mean-Variance Portfolios 
 
We calculate efficient portfolios for the 21 shares which make up the JSAPY Index. Table 4 
and Table 5 show the expected returns we're using as well as the covariance of the returns. 

 
Table 4: Expected Returns Of The JSAPY Constituents 
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Table 5: JSAPY Expected Returns Covariance Matrix 
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We set our Mean-Variance optimizer to allow short positions but no leverage. This means 
each stock can have a weight within the range [-1,+1]. The weights of each portfolio must 
sum up to one. Figure 13 shows the efficient frontier we obtain while Table 6 shows the 
allocations to each share. 
 

 
Figure 13: JSAPY Efficient Frontier 

 
Table 6 highlights the extreme allocations the Mean-Variance optimizer has chosen. Almost 
all the portfolios make allocations as extreme as the bounds we have set will allow. This is the 
first problem with the mean-variance optimizer, its tendency to create portfolios with extreme 
long and short positions. 
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Table 6: Return, Risk and Portfolio Allocation Of Efficient Portfolios 
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The second problem with mean-variance optimization is its sensitivity to the security 
expected-return assumptions. A relatively small change in one of the expected returns yields 
portfolios which are very different from the original portfolio. 
 
To illustrate this we selected four shares and changed their expected return by one percent. 
Table 7 shows the changed returns. 
 
 

 
Table 7: Changed JSAPY Expected Returns 
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Table 8: Changed Efficient Allocations 
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Table 9: Allocation Changes Due To Return Changes 
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Table 8 and Table 9 show the extent of the changes to the efficient portfolios. Despite 
changing each of the four stocks by only one percent, the allocation to some stocks changes 
by as much as 75 percent! 
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6 APPLICATION TO THE BOND MARKET 
 
This chapter focuses on applying the methodologies to the Bond Market. Figure 13 shows the 
evolution of the yield curve over the period in our data set. 
 

 
Figure 14: Evolution Of The Yield Curve 

 
The Bond Market is different to the Equity Market in a number of ways, as a result the 
methods required to construct bond portfolios are quite different to those used for the Equity 
Market. This chapter outlines these differences. 
 
In order to perform portfolio optimization on a portfolio of bonds, we will require the bonds 
expected returns as well the covariance matrix of their expected returns. In contrast with the 
Equity market, we cannot find these parameters by looking at the historical returns of the 
bonds in question. We show this in the sections that follow. 
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6.1 Bonds Are Different 
 

 
Figure 15: Bloomberg Extract Of Information For The R206 Series South African 

Government Bond 
 
Figure 15 shows the details of the R206 series South African government bond. This bond 
was first issued in July of 2005 and paid a fixed coupon of 7.5 percent. It was to be redeemed 
in January of 2014 at par. 
 
A bond is an instrument which pays fixed coupons at regular intervals and is redeemed at a 
fixed price on a predetermined maturity date. 
  
Unlike equities, which can trade in perpetuity, bonds have an expiry date and a predefined 
expiry price. The price of a bond will, therefore, converge towards that fixed expiry price as 
time gets closer to the expiry date. As a result, bond price returns converge to zero as the 
expiry date gets closer. 
 



46 
 

 
 

 
Figure 16: Price Series Of The R206 Series South African Government Bond 

 
 
Figure 16 shows the price of the R206 series South African government bond from the day it 
was first issued to the date of its maturity. The price of the bond is subject to market forces 
and fluctuates over time but converges towards the fixed redemption price as the bond nears 
its maturity date. 
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Figure 17: Histogram Of The R206 Series South African Government Bond Price Series 
 
Figure 17 divides the R206 government bond's price series in two and plots the respective 
series' histograms. The distributions of the two half series are different. This shows that the 
distribution of the price series changes over time. 
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Figure 18: Scatter Plot Of R206 Price Series Against A Lagged Version Of The Same 

Series 
 
Figure 18 shows the R206 government bond's price series against the same series lagged by a 
single week. There is a clear relationship between the price of the bond and the next price the 
following week. Each week's prices are not identically nor independently distributed to the 
following week's prices. 
 
We now turn to the bond price returns as we did with the stock market. The figure below 
shows the bond price returns over time. 
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Figure 19: R206 Series Bond Price Returns Over Time 

 
Figure 19 shows how the bond price returns become smaller and smaller as the expiration 
date gets closer. This means that the distribution of the bond price returns changes as the 
expiration date gets closer. Put another way, the distribution of the bond price returns is a 
function of the bond's time to expiration. From Figure 19 it is also clear that the volatility of 
the bond price returns is also a function of the bond's time to maturity. 
 
Figure 20 shows the one year volatility of bond price returns over time. It is clear that the 
volatility of the bond price returns changes over time, become lower as the bond approaches 
its redemption date. 
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Figure 20: R206 Series Bond Price Return Volatility Over Time 

 
Since the distribution of the bond price returns changes as the bond becomes closer to 
maturity, we cannot use the past price returns of a bond to estimate it's likely future 
distribution. Neither bond price nor their returns are appropriate to model for portfolio 
optimization. 
 
Put another way, a bond changes in nature as it nears its maturity. A bond with five years to 
maturity does not behave as it did when it had ten years to maturity. For this reason we cannot 
use bond prices or their returns to model the future return distribution of the bond. 
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6.2 Yields Are Well Behaved 
 
In the previous section we showed that the distribution of a bond's price returns is a function 
of the bond's time to maturity. We take this notion further and consider whether bonds with 
the same time to maturity have the same distribution. 
 
The fixed income market already has a way of representing bonds by their time to maturity 
and it's called the yield curve. Martelline et al (Meucci, 2005) define a bond's yield to 
maturity as the single rate that sets the value of a bond's cash flows equal to the bond's price 

 =  (1 + )  
We can understand the yield to maturity further by considering the simplest bond of all, the 
zero-coupon bond. A zero-coupon bond is a bond which pays no coupons and is redeemed at 
maturity for a single unit of currency. Consider the zero-coupon bond maturing at time T 

 =  1 (1 + )( ) 
1  =  (1 +  )  

 
using the fact that the zero-coupon bond is redeemed for a unit of currency at maturity 

=  (1 +  ) . 
 
Now,  is the linear return of the zero-coupon bond from time t to time T. The yield to 

maturity is therefore the annualized return of the zero-coupon bond over its remaining life. 
 
If we defined the yield to maturity in terms of log returns 

 =  − 1
( − ) { }. 

 
Changes in yield to maturities of bonds with the same time to maturity, M, observed at 
different points in time are equal to 
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 −   =  − 1
( − ) .  { } 

 
this is the log-return of zero-coupon bonds with the same time to maturity, observed at 
different points in time. This result extends to the more general coupon paying bonds. 
 

 
Figure 21: 10-Year Yield-To-Maturity Changes Over Time 

 
Figure 21 shows the weekly yield to maturity changes for the 10Y point on the bond curve. 
The yield to maturity changes are reminiscent of the equity log-returns we saw earlier. 
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Figure 22: Histogram Of The 10-Year Yield-To-Maturity Changes 

 
Figure 22 shows histograms of two halves of the 10Y YTM changes. The histograms of the 
two half-series confirm that the distribution of the YTM changes is the same over the two 
halves. 
 

 
Figure 23: 10-Year Yield-To-Maturity Changes vs. Lagged 10-Year Yield-To-Maturity 

Changes 
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Figure 23 and Figure 22 show that we can use historical yield to maturity changes to estimate 
the likely future distribution of yield to maturities as they are time homogeneous. 
 
 
6.3 Modelling Bond Returns 
 
This section outlines the strategy we follow to model the bond returns. This strategy follows 
from the results of the previous sections. Namely that the bond returns are not appropriate to 
model but that log-yield differences for specific terms to maturity are appropriate. 
 

 We begin with historical yield to maturities for constant maturity bonds, which we 
source from Bloomberg. These yields are constructed by taking the yield to maturities 
of South African Government bonds in issue and using an interpolation model to find 
the yield to maturity of specific term to maturities. 

 South African Government bonds are quoted using linear-yield to maturities. So we 
convert these to log yields. 

 Using the term to maturity of the bonds in the Govi index as at 30 November 2016, we 
use interpolation to find the historical log-yields for bonds with their term to maturity. 

 We then calculate the historical log-yield changes for bonds with the maturities of the 
bonds in question. 

 These historical log-yields as well as the bonds' current (as at 30 November 2016) 
yield to maturities are then used to potential one week yield to maturity changes for 
the bonds in question. 

 Using these potential one week yield to maturity changes we were then able to 
calculate potential one week price returns. 

 
Once we had the potential one week price returns of the bonds, we proceed as we did with the 
equity returns. We estimate the one week log-return covariance matrix from which we can 
estimate an annual covariance matrix. This annual covariance matrix is used to simulate one 
hundred thousand simulated returns which are used to estimate the linear return covariance 
matrix. Table 10 shows this covariance matrix. 
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Table 10: Annual Linear-Return Covariance Matrix Of Govi Bonds 

 
The linear return covariance matrix allows us to calculate the expected returns implied by the 
weights of the different bonds in the Govi Index using Equation 1. Table 11 show these 
implied returns. These two parameters are used in the portfolio optimizations. 
 

 
Table 11: Annual Linear-Return Matrix Of Govi Bonds 
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6.4 Mean-Variance Results 
 
In this section we show the mean-variance efficient portfolios which result from the statistics 
estimated in the previous section. 
 

 
Figure 24: Govi Bond Mean-Variance Efficient Frontier 

 
Figure 24 shows the efficient frontier while Figure 25 and Table 12 show the allocations of 
the efficient portfolios. 
 

 
Figure 25: Govi Bond Mean-Variance Allocations 
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Table 12: Govi Bond Mean-Variance Allocations 
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6.5 Black-Litterman-Variance Results 
 
In this section we show the Black-Litterman efficient portfolios which result from the 
statistics estimated in the previous section. 
 

 
Table 13: Govi Bond Black-Litterman Views 

 
Table 13 shows the views we used for our Black-Litterman example. The first view is that the 
yield curve will steepen with bonds up to the R2030 series bond rallying and later bonds 
selling off in relative terms. The second view is that the entire yield curve will experience a 
20bps parallel rally. 
 

 
Table 14: Govi Bond Black-Litterman Statistics 
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Using the view portfolios in Table 13 we calculated the Black-Litterman expected returns and 
covariance matrix as in Table 14 which we used to produce Black-Litterman efficient 
portfolios. 
 

 
Figure 26: Govi Bond Black-Litterman Efficient Frontier 

 
Figure 26 shows the efficient frontier while Figure 27 and Table 15 show the allocations of 
the efficient portfolios. 
 

 
Figure 27: Govi Mean-Variance Portfolio Allocations 
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Table 15: Govi Black-Litterman Allocations 
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7 PART II: FINDINGS, ANALYSIS AND DISCUSSION 
 
The research question this dissertation attempts to answer concerns the construction of multi-
asset class portfolios, called Balanced Funds in South Africa. When constructing these multi-
asset class portfolios, it is common for these institutions to begin the portfolio construction at 
the asset class level. An allocation to each asset class is decided after which point a portfolio 
is constructed for each asset class. This asset class portfolio is constructed by finding the 
combination of asset classes which results in the highest expected return given some target 
risk.  
 
The individual asset class portfolios are then constructed independently of each other. Indeed 
the portfolios are often managed by different portfolio managers who aim to produce returns 
larger than their respective benchmark portfolios. The different single asset class portfolios 
are constructed by finding the combination of securities (within the particular asset class) 
which results in the highest expected return given some target risk. In this dissertation, this 
approach is called top-down portfolio construction. 
 
An alternative would be to consider all the securities available to be invested, regardless of 
their asset class characterization, and to find the combination of all securities which results in 
the highest expected return given some target risk. This dissertation asks if this approach 
results in better portfolios. In this dissertation, this approach is called bottom-up portfolio 
construction. 
 
The final part of this dissertation details the methodology used to create bottom-up and top-
down portfolios and compare them. 
 
The first section of Chapter 6 (Research Strategy) details the different comparisons conducted 
between the two different construction approaches. We first compare unconstrained bottom-
up and top-down portfolios. Next we compare constrained bottom-up and top-down 
portfolios. Both of these comparisons are conducted using the mean-variance optimization 
model. Next we examine bottom-up portfolios constructed in the Top-Down world of active 
management. The Black-Litterman model is used for this comparison as it is more suited to 
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active management. The second section of Chapter 6 (Research Findings) presents the results 
of the comparisons outlined in the first section. 
 
The dissertation is then concluded by Chapter 7 (Research Conclusions) which provides a 
brief summary of the major points and results of the dissertation. 
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8 RESEARCH STRATEGY AND FINDINGS 
 
8.1 Research Strategy 
 
8.1.1 Bottom-Up vs. Top-Down Unconstrained Portfolios 
 
We begin by comparing the efficient frontiers of unconstrained Bottom-Up and Top-Down 
portfolios. Both sets of portfolios are estimated using the Mean-Variance optimization 
routine. 
 

 
Table 16: Top-Down Index Statistics 

 
Table 16 shows the covariance matrix as well as the expected returns used. The covariance 
matrix is estimated using historical index returns which we've estimated using the current 
security (shares or bonds) weights of the respective indices and the security's historical 
returns. We chose this method rather than using actual historical index returns since the 
historical indices contained different shares and/or bonds. The distribution of the historical 
indices must therefore be different to the current index. 
 
The Index returns are estimated from the bottom-up. For each Index we calculated the returns 
implied by the share/bond weights in the respective indices using Equation 1. 
 
The only constraint to the Mean-Variance optimizer is for the weights of the different indices 
to sum to 100 percent and the allocation to each index to be between -100 and 100 percent. 
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Table 17: Bottom-Up Expected Returns 
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For the Bottom-Up portfolios we use returns that are consistent with those used in the Top-
Down scenario. 
 
 
8.1.2 Constrained Portfolios: Bottom-Up vs. Top-Down 
 
Next, we repeat the experiment of the previous section but using constrained portfolios. These 
constraints are meant to replicate the situation most investors would be faced with.  
 
The experiment is carried out assuming the investor is not allowed to leverage or short the 
different assets. That is, the holding of each asset must be within the range [0,100]. 
 
Most investors would additionally face constraints on the amount of each asset class they are 
able to hold. To replicate this, we impose a further constraint on the optimizer such that the 
exposure to each asset class is subject to a minimum and maximum as outlined in Table 18. 
 

 
Table 18: Asset Allocation Constraints 

 
 
8.1.3 Bottom-Up Portfolios In A Top-Down World 
 
Anecdotal evidence suggests that multi asset class investors are judged based on factors that 
assume that they construct their portfolios in a Top-Down manner. 
 
Not only are constraints on each asset class imposed, but constraints on tracking errors away 
from the different asset class benchmark indices are imposed. When choosing his bonds for 
example, the investor may be constrained by the tracking error of his bond portfolio to the 
Govi index. 
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To mirror this, we have constructed Bottom-Up as well as Top-Down portfolios which 
assume that the investor must have a tracking error which is smaller than 3 percent. 
 
For the Bottom-Up approach, we have assumed that our investor has views on how the bonds 
and shares in his portfolio will perform. The investor uses the Black-Litterman portfolio 
optimizer to construct his portfolios using these views. Importantly, the investor imposes a 
constraint on the optimizer limiting the total exposure in any one asset class based on Table 
18. A further constraint is imposed such that the sub-portfolios must have a tracking error 
which is smaller than 3 percent. 
 
For the Top-Down approach, the investor has the same views as those used in the Bottom-Up 
approach. To ensure consistency, the investor uses the same Black-Litterman optimizer to 
construct his sub-portfolios. Efficient Frontiers are constructed for each asset class (Equity, 
Bonds, and Property). We then take these portfolios and combine them with the asset class 
level portfolios derived in the previous section. 
 
We then compare the portfolios to see if the Bottom-Down approach produces portfolios 
which are more efficient than the Top-Down approach. 
 
 
8.2 Research Findings 
 
8.2.1 Bottom-Up vs. Top-Down Unconstrained Portfolios 
 
Figure 28 and Figure 29 show the Top-Down and Bottom-Up unconstrained Mean-Variance 
portfolios while Figure 30 shows the efficient frontiers for both the Top-Down as well as the 
Bottom-Up approach. 
 
Figure 30 shows that the Bottom-Up and Top-Down efficient frontiers coincide. The Bottom-
Up approach does not produce portfolios with higher expected returns than the Top-Down 
approach for the same level of risk. 
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Figure 28: Top-Down Unconstrained Mean-Variance Efficient Frontier 

 

 
Figure 29: Bottom-Up Unconstrained Mean-Variance Efficient Frontier 
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Figure 30: Top-Down and Bottom-Up Unconstrained Mean-Variance Efficient Frontiers 
 
What the Bottom-Up does do is produce portfolios with higher expected returns than the Top-
Down portfolios. The likely explanation for this is that the Bottom-Up frontier exposes the 
investor to portfolios the Top-Down approach does not. This is because the Bottom-Up 
approach can allocate to any combination of assets while the Top-Down approach is confined 
to linear combinations of the Index weights. One criticism of this is that the Bottom-Up 
portfolios may be more concentrated than the Top-Down portfolios. The red part of the 
efficient frontier Figure 30 shows the part of the frontier the Bottom-Up approach exposes to 
that the Top-Down does not. 
 
 
8.2.2 Constrained Portfolios: Bottom-Up vs. Top-Down 
 
We now compare constrained Bottom-Up and Top-Down mean-variance portfolios in order to 
check whether the results of the previous section were due to the Bottom-Up portfolio's 
ability to choose more concentrated portfolios. 
 
Table 18 details the constraints for each asset class. These constraints are applied for both the 
Top-Down and Bottom-Up approaches. 
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Figure 31: Bottom-Up Constrained Frontier 

Figure 31 shows the efficient frontier of the portfolios constructed using the bottom-up 
approach.  

 
Figure 32: Top-Down Constrained Frontier 

Figure 32 shows the efficient frontier of the portfolios constructed using the top-down 
approach. 
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Figure 33: Top-Down and Bottom-Up Constrained Frontier 

 
Figure 33 shows a result similar to that from the previous section, namely that the Bottom-Up 
portfolios produce portfolios with a wider range of returns than the Top-Down approach. This 
is despite limiting the portfolios to long only, non-leveraged portfolios constrained to the 
limits of Table 18. 
 
This result confirms the results of the previous section, namely that constructing the portfolios 
using the Bottom-Up approach allows the investor to obtain an efficient frontier which 
matches the Top-Down investors but is extended. That is it allows the investor to obtain 
efficient portfolios which the Top-Down approach does not. 
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8.2.3 Bottom-Up Portfolios In A Top-Down World 

 
Figure 34: Bottom-Up Constrained Black-Litterman Frontier 

 
Figure 34 shows the efficient frontier of Black-Litterman portfolios which are constrained and 
constructed using the bottom-up approach. 

 
Figure 35: Bottom-Up Constrained Black-Litterman And Top-Down Constrained 

Frontiers 
Figure 35 shows both the bottom-up and top-down efficient frontiers where constraints are 
put in place. Where there are constraints the bottom-up approach results in more efficient 
portfolios. 
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Table 19: Bottom-Up Constrained Black-Litterman And Top-Down Allocations 
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9 RESEARCH CONCLUSIONS 
 
Development Finance Institutions often find themselves facing the task of investing large 
portfolios of assets across multiple asset classes in order to meet a financial objective. The 
task may be to manage a large endowment that is meant to finance a development agenda 
such as the education of poor children or the fight against their malnutrition. Whatever the 
institution's development agenda, their task will be to allocate their funds to a range of 
securities across numerous asset classes. 
 
This dissertation deals with how best these institutions can construct their portfolios. Two 
approaches are considered. The first is what we call the top-down approach where the 
institution begins by deciding the portfolios broad allocation to the asset classes. The 
allocations to the different asset classes are then managed independently, often by a different 
portfolio manager per asset class. 
 
The second approach is what we call the bottom-up approach.  This approach considers all the 
securities available to the institution , regardless of the asset class they belong to, and finds 
the combination of securities that would result in the highest return given some target risk. 
 
Formally, the aim of this dissertation is to answer the question: 

 Are multi-asset class portfolios constructed using the bottom-up approach more 
efficient than those constructed using the top-down approach? 

 
The dissertation begins by outlining the methodologies used to answer this question. We 
discuss the financial data used to answer this question as well as the methods used to deal 
with the commonly encountered problem of missing data. We then discuss the two portfolio 
selection models used to answer this question, the mean-variance optimization model as well 
as the Black-Litterman model. The proper way to apply these models to the equity and bond 
markets are then illustrated. 
 
We find that when constructing unconstrained portfolios, the Bottom-Up approach produces 
an efficient frontier which is similar to the Top-Down approach but is extended. The Bottom-
Up efficient frontier allows investors to obtain efficient portfolios which have a lower 
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volatility or a higher return than that of the Top-Down approach. The reason for this is that 
the bottom-up approach allows the investor to choose portfolios that the top-down approach 
does not. By considering all the assets available to the investor at the same time, regardless of 
asset class, the bottom-up approach can create portfolios that the top-down approach cannot. 
 
We then constrained both the Top-Down and Bottom-Up portfolios such that they would not 
be able to leverage or short any assets and the asset class exposures were within a minimum 
and maximum as outlined in Table 19. This was to be closer to the conditions investors would 
face in reality. The results here mirrored those of the Unconstrained case. The Bottom-Up 
efficient frontier again allows investors to achieve higher expected returns and lower 
volatility portfolios than the Top-Down approach. 
 
Our last case sort to replicate the fact that Top-Down investors make active bets within their 
asset class portfolios. The Black-Litterman model was used for this case as it is more suited to 
active management. Here we found that the Bottom-Up approach produced an efficient 
frontier which is higher than the Top-Down approach obtains. Our conclusion is that even 
where an investor must play according to Top-Down construction rules, constructing their 
portfolios in totality rather than piecewise allows them to obtain more efficient portfolios. 
 
These findings have a direct impact on the manner Development Finance Institutions and 
other investors should allocate their portfolios. By considering all assets at the same time the 
investors can access portfolios they would otherwise be unable to. These are portfolios which 
may be more appropriate to solve the investors problems. Even where the investor is 
subjected to constraints so that he may not have too much or too little exposure to a particular 
asset class, we find that the bottom-up approach will allow the investor to access efficient 
portfolios which are less volatile than the those created by the top-down approach. The 
bottom-up approach will also allow the investor to access efficient portfolios which have 
higher expected returns than the top-down portfolios. 
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